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 A B S T R A C T

Subjective well-being rankings are widely used to target social protection programs, yet their ability to capture 
relative welfare and wealth remains debated. This study compares three commonly used subjective ranking 
methods: self-, peer-, and elite-based poverty rankings, against consumption- and wealth-based measures using 
a large household survey in Ethiopia, where about 20 households per village were ranked from most to 
least ‘‘needy" by themselves, their peers, and community leaders. We assess concordance between subjective 
and conventional welfare rankings and explore sources of divergence. Subjective rankings align more with 
relative wealth than consumption and with total rather than per capita welfare, suggesting they overlook 
household composition. Among the three subjective ranking methods, elite-based rankings best capture 
conventional measures, although overall concordance between subjective and welfare-based rankings remains 
weak. Subjective rankings also better reflect relative deprivation among households exposed to covariate 
shocks. A composite index combining all three modestly improves concordance with standard metrics. We find 
suggestive evidence that information asymmetry, favoritism, and welfare dynamics partly explain discrepancies 
between subjective rankings and conventional welfare measures. These findings offer important insights to 
improve targeting in data-scarce settings.
1. Introduction

There is a growing consensus that people care not only about their 
absolute deprivation, but also about their relative income and social 
position within their communities and reference groups (Ravallion 
and Lokshin, 2010; Alkire and Foster, 2011; Ravallion and Chen, 
2011, 2019; Ravallion, 2020; Bottan and Perez-Truglia, 2022; Hvidberg 
et al., 2023). Conventional survey-based welfare measures typically 
fail to capture non-monetary dimensions of poverty and deprivation, 
such as social exclusion and vulnerability (Decerf, 2023; Ligon and 
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We also thank participants at the Welfare & Policy Conference (held in Bordeaux), the ECINEQ conference (held in Washington, DC), the SITES Young Economists 
Workshop (held in Prato), and the SITES X Annual Conference (held in Rome) for their insightful comments. We also thank Abdelkrim Araar for providing us with 
the Stata codes to run additional statistical tests (on the difference between Spearman rank correlation measures). We thank Gillian Hollerich for proofreading 
the manuscript. This work benefited from funding by the CGIAR Science Program on Policy Innovations. We would like to thank all funders who supported 
this research through their contributions to the CGIAR Trust Fund. The Community Based Experiment (CBT) used in this study was registered at the American 
Economics Association’s RCT registry (AEARCTR-0012677). Details on the CBT experiment can be found in Abay et al. (2026). The study received IRB approval 
from the IFPRI IRB (#00007490).
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E-mail addresses: immacolata.ranucci@unifi.it (I. Ranucci), k.abay@cgiar.org (K.A. Abay), luca.tiberti@unifi.it (L. Tiberti).

1 Subjective rankings are usually positively correlated with survey-based poverty indicators, such as assets, income, or expenditure (Alatas et al., 2016a; Alix-
Garcia et al., 2021; Hussam et al., 2022; Trachtman et al., 2025) and should ideally contribute to reducing the exclusion error, thanks to the more comprehensive 
knowledge of households’ conditions held by the household itself, peers, or community leaders (Alderman, 2002).

Schechter, 2003). To address these limitations, these measures are
usually combined with (or complemented by) subjective and self-
assessed measures (Ravallion and Lokshin, 2002, 2010; Beegle et al., 
2012; Ravallion et al., 2016; Ravallion, 2020). For this purpose, subjec-
tive poverty rankings (SPR) based on (i) self-ranking, (ii) peers’ ranking, 
and (iii) community leaders’ (elites’) ranking are frequently used for 
screening and targeting welfare and social protection programs due to 
their ability to leverage local information that is otherwise unavailable 
to program implementers (Rai, 2002; Alderman, 2002; Coady et al., 
2004; Alatas et al., 2016b; Trachtman et al., 2025).1 In many cases,
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these methods are widely used to complement additional targeting 
methods such as geographic targeting or proxy means tests,2 although 
subjective rankings are sometimes used as substitutes when conven-
tional survey-based measures of welfare are not available. Community 
members and local leaders can help to determine who benefits from 
credit schemes (Vera-Cossio, 2022) and agricultural subsidy programs 
(Basurto et al., 2020). Beyond their use in screening and targeting of 
welfare and subsidy programs, subjective and relative poverty rank-
ings contain important information that can shape respondents’ life 
satisfaction and happiness (Ferrer-i Carbonell, 2005; Luttmer, 2005),3 
preferences for redistribution (Cruces et al., 2013; Karadja et al., 2017; 
Hvidberg et al., 2023), and support for political leaders and institutions 
(Kosec and Mo, 2024).

Building on these trends, policy makers and program implementers 
often rely on local information to target poverty reduction programs. 
In practice, this is operationalized by eliciting relative rankings of 
potential beneficiaries—through self-assessment, peer evaluations, or 
community leaders’ judgments.4 Understanding how well, and under 
what conditions, these subjective rankings capture standard welfare 
indicators is therefore crucial. However, the existing literature re-
mains inconclusive about the extent to which subjective measures 
capture survey-based measures of welfare and wealth (Ravallion and 
Chen, 2011; Ravallion, 2012; Ravallion et al., 2016; Hvidberg et al., 
2023; Dupas et al., 2024; Aiken et al., 2025). Similarly, which sub-
jective rankings are more effective in capturing conventional welfare 
and wealth measures under various socioeconomic conditions and cir-
cumstances remains an important empirical question, especially in 
contexts characterized by data scarcity and shocks such as conflict or 
drought. Studies characterizing self-ranking and peer-ranking are espe-
cially limited (Cruces et al., 2013; Alatas et al., 2016b; Hvidberg et al., 
2023; Dupas et al., 2024), and it remains poorly understood whether 
these rankings capture long-term or transient welfare and economic 
conditions (Trachtman et al., 2025), and how best these subjective mea-
sures respond to covariate and idiosyncratic shocks (Hvidberg et al., 
2023). For example, identifying whether and which of these subjec-
tive ranking methods can serve in data-scarce environments or amid 
dynamically evolving shocks such as conflict and drought can inform 
effective targeting and response to these shocks. Finally, whether the 
different subjective rankings complement or substitute each other re-
mains underexplored. If these ranking methods provide complementary 
information, aggregating these ranking methods can improve their per-
formance. On the other hand, if these ranking methods are substitutes 
for each other, administering the least costly method can conserve 
resources, especially given the important differences in the cost of 
administering these methods. To the best of our knowledge, there is no 
comprehensive systematic comparative assessment of self, peers’, and 
elites’ rankings aimed at assessing their potential to capture conven-
tional welfare and wealth outcomes, and the factors associated with 

2 For example, in Ethiopia, the national Productive Safety Net Program 
combines geographic targeting and community-based targeting, which involves 
ranking of households through community leaders and community members 
(Gilligan et al., 2009; Berhane et al., 2014). Similarly, Alatas et al. (2016b) 
show that self-targeting enhances the overall efficiency of social protection 
targeting in Indonesia.

3 For example, Ferrer-i Carbonell (2005) note that ‘‘the income of the 
reference group is about as important as the own income for individual 
happiness’’. Another strand of literature argues that positional concerns may 
be more pronounced in high-income countries and households while such 
concerns get weaker in poor societies (Kingdon and Knight, 2007; Akay and 
Martinsson, 2011; Akay et al., 2012).

4 Despite their similarity in generating rankings of households and individ-
uals, decision-making processes in peer or self-ranking and community-based 
targeting (CBT) vary. For example, in many cases, decision-making in CBT 
builds on collective consensus among committee members, while self- and 
peer-ranking involves individual decisions and exercises.
2 
their discordance with these conventional measures of economic well-
being. This type of comprehensive comparison is important because 
administering these different ranking methods involves varying levels 
of effort and cost.

To address these gaps, we administered these subjective ranking 
methods in a large household survey in Ethiopia, where subjective 
rankings of approximately 20 households per village were elicited 
(from neediest to least needy, meaning from poorest to richest) through 
self, peers’, and elites’ assessments. Following previous practices, we 
asked respondents to rank their own household as well as their peers, 
while also embedding a similar exercise in a comprehensive community 
survey targeting community leaders (elites), who assumed various re-
sponsibilities in each village. In contrast to most previous work, which 
either focuses on one type of ranking or lacks benchmark comparisons, 
we directly compare the concordance among these three methods 
and conventional expenditure- and asset-based measures. Beyond com-
paring the relative performance (in terms of capturing conventional 
welfare measures) of the three subjective rankings, we offer alternative 
ways to aggregate these three rankings into a single composite measure 
that proves to modestly reduce the discordance with welfare and wealth 
metrics.

We document a series of empirical patterns that are worth noting. 
First, although the overall concordance between the three subjective 
ranking methods and conventional welfare and wealth measures ap-
pears not to be strong, these subjective rankings better reflect wealth-
based rankings than consumption-based rankings, and they are more 
concordant with total household welfare than per capita welfare. Sec-
ond, among the three subjective measures, elite-based ranking performs 
better than the rest in terms of capturing conventional welfare and 
wealth. Third, the performance of the three ranking measures varies 
across contexts (rural and urban areas, as well as across highlands and 
pastoralist communities) and in the presence and absence of covariate 
shocks. Interestingly, these subjective ranking methods better capture 
relative deprivation among households exposed to covariate shocks 
such as conflict and drought. We also find that these subjective ranking 
methods perform relatively poorly in capturing relative welfare and 
wealth in pastoral communities, where ranking and targeting practices 
face major challenges arising from social and cultural norms (Sabates-
Wheeler et al., 2013; Lind et al., 2022). We also discuss potential 
drivers of discordance between subjective and benchmark rankings, 
including information asymmetry, favoritism (in peers’ and elites’ rank-
ings), and the dynamic evolution of households’ economic conditions. 
Finally, we demonstrate that aggregating multiple subjective rankings 
results in a composite measure that, only modestly, better reflects 
conventional metrics than individual rankings.

Our findings offer important and practical lessons on the potential 
and pitfalls of alternative measures of subjective and relative well-
being. For example, the evidence that these subjective rankings are 
better correlated with conventional relative measures during shocks 
(conflict and drought) is encouraging and confirms their potential and 
rationale for deploying them to identify those affected by covariate 
shocks. This is particularly important in contexts where detailed data 
on households’ welfare are not available, as well as in contexts where 
conventional data-driven approaches such as proxy means tests perform 
poorly, such as in Africa (Brown et al., 2018). Compared to those ap-
proaches that require detailed consumption and asset measures, these 
subjective methods can be implemented cost-effectively (Hillebrecht 
et al., 2023, 2020).5 The better performance of elite-based ranking com-
pared to the other methods implies that some types of information may 
not be freely available to all community members. The lower imple-
mentation cost of elite-based ranking supports its practical relevance. 

5 However, Aiken et al. (2025) find that both proxy means tests and phone-
based targeting are more cost-effective than community-based targeting in 
Bangladesh. But these types of unconventional sources of data are not widely 
available to support targeting.
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On the other hand, the generally weak concordance between subjective 
measures and conventional welfare and wealth-based ranking suggests 
that targeting based on these subjective measures would be prone to 
typical inclusion and exclusion errors.

This study makes several distinct contributions to the literature on 
subjective welfare assessments. First, we contribute to the empirical 
literature comparing alternative subjective ranking methods by provid-
ing a relatively more comprehensive comparison of self-, peer-, and 
elite-based rankings, benchmarked against conventional welfare and 
wealth indicators. Our results are consistent with earlier evidence doc-
umenting limited agreement between community-based rankings and 
survey-based welfare measures (Trachtman et al., 2025; Dupas et al., 
2024; Aiken et al., 2025). While most previous studies compare survey-
based welfare with a specific type of subjective ranking, we compare 
self-, peer-, and elite-based rankings within the same setting, helping 
identify which method performs better relative to its implementation 
cost. For example, while the peer and self-ranking methods entail 
visiting all households in villages to create complete rankings, the elite-
based ranking can be constructed simply by visiting a small group of 
knowledgeable ‘‘elites’’. We further show that aggregating information 
from multiple subjective sources modestly reduces the gap with bench-
marks more than relying on any single measure, suggesting that these 
subjective rankings capture distinct dimensions of households’ latent 
deprivation.

Second, we add more nuance to the literature by documenting 
how the degree of concordance between subjective rankings and con-
ventional welfare and wealth measures varies across contexts — for 
example, in the presence and absence of covariate shocks and across 
rural and urban areas — and by examining whether observed patterns 
are consistent with differences in information asymmetry and network 
structures (Alatas et al., 2016a; Trachtman et al., 2025; Bloch and Ol-
ckers, 2021). We find suggestive evidence that information asymmetry 
and favoritism may explain some of the discrepancies between subjec-
tive rankings and conventional welfare measures. More specifically, we 
find evidence of favoritism in the context of peer and elite ranking 
(Galasso and Ravallion, 2005; Ravallion, 2008; Alatas et al., 2012; 
Bloch and Olckers, 2021; Bardhan and Mookherjee, 2005; Alatas et al., 
2019; Basurto et al., 2020; Conning and Kevane, 2002; Vera-Cossio, 
2022), and a ‘‘race to the middle’’ effect in the case of self-ranking, 
whereby poorer individuals overstate their status while wealthier ones 
understate theirs (Dupas et al., 2024; Ghiglino and Goyal, 2010; Hvid-
berg et al., 2021). Finally, our study contributes to the debate on the 
veracity of relative social and economic positions of households as well 
as potential (mis)perceptions that may shape respondents’ well-being, 
preferences, and decisions (Ferrer-i Carbonell, 2005; Luttmer, 2005; 
Cruces et al., 2013; Karadja et al., 2017; Hvidberg et al., 2023; Kosec 
and Mo, 2024). As demonstrated by Karadja et al. (2017), correcting 
these misperceptions can generate meaningful changes in respondents’ 
preferences and decisions.

The remainder of this paper is structured as follows. Section 2 de-
scribes the data we used, defines the main ranking measures, and shows 
some descriptive statistics. Section 3 analyzes the concordance between 
SPR and welfare-based rankings. Section 4 analyzes the sources of dis-
crepancies by different community- and household-level characteristics. 
Finally, Section 5 concludes the study.

2. Data, ranking methods, and descriptive statistics

2.1. Context and data sources

This study uses a unique and large survey in Ethiopia that covers 
most of the country’s regions. The subjective poverty ranking (SPR) 
elicitation exercises were only embedded in a follow-up survey (con-
ducted in 2023) of baseline data collected in 2019. The 2019 household 
survey focuses on regions and districts included in USAID’s Feed the 
Future (FtF) Ethiopia Zone of Influence (ZOI). The FtF-ZOI in Ethiopia 
3 
represents the target geography for assessing the impact of the broader 
FtF program of the United States’ (US) government. The FtF program 
in Ethiopia is the US government’s flagship food security and agri-
cultural development initiative, which aims to increase agricultural 
productivity, expand markets and income for smallholder farmers, and 
ultimately build resilience of smallholder farmers. The FtF program in 
Ethiopia was implemented through several initiatives and partnerships 
with the government of Ethiopia, international development partners, 
and the private sector.6 The FtF-ZOI in Ethiopia covered 132 woredas
(districts) in six regions of Ethiopia: Afar, Amhara, Oromia, Somali, 
Tigray, and Southern Nations, Nationalities and Peoples (SNNP).7 The 
2019 survey was designed to represent the population in the FtF-ZOI 
area. The survey adopted a multi-stage cluster sampling design. From 
each of the 132 woredas, two enumeration areas (EAs) were selected 
using probability proportional to size. EAs correspond to villages within 
a kebele, the lowest administrative unit in Ethiopia, which typically 
comprises 150-200 households. Then, from each of the 264 EAs, 20 
households were randomly selected for interviews.

The 2019 survey was then used as a baseline for an incentivized 
community-based targeting (CBT) experiment and follow-up surveys 
in 2023, both at the household and community level. Of the 264 EAs 
included in the 2019 baseline survey, only 180 EAs were identified as 
accessible for the 2023 survey.8 Both the 2019 and 2023 household-
level surveys included detailed food and non-food expenditure modules 
that were used to construct a within-village ranking of households 
according to their consumption levels. Total expenditure is obtained 
as the sum of food and non-food expenditures. Temporally deflated 
expenditures from 2019 and 2023 are expressed in 2016 prices. As an 
additional survey-based measure of relative poverty, we also use an 
asset index based on ownership of assets.

The CBT was implemented as a randomized experiment (Abay 
et al., 2026) during the community survey, 1–2 months before the 
household survey. Following targeting practices in Ethiopia, including 
for the Productive Safety Net Program (PSNP), six community leaders 
(‘‘elites’’) were selected from each community, representing diverse 
roles: (i) a kebele leader or member of the kebele leadership, (ii) an elder 
man/woman, (iii) a religious leader, (iv) a women’s representative, (v) 
a teacher, development agent, or health extension worker, and (vi) 
a youth representative. Most of these elites (community leaders) had 
previous targeting experience, and most had previously participated in 
targeting for the PSNP.9 As described in Abay et al. (2026), villages 
were randomly assigned to four treatment groups, each with varying 
levels of budget and discretion. The budget was either hypothetical or 
actually provided in cash, with a relaxed (20,000 Ethiopian Birr, about 
US$360 at the time of the survey) or constrained (10,000 Ethiopian 
Birr) amount. The level of discretion depended on the required criteria 
to assess neediness, either rule-based, meaning the community repre-
sentatives were provided with a predetermined list of criteria (including 
food security and assets), or discretionary, meaning they could freely 
choose their criteria and eventually disclose them. The four randomly 

6 The FtF program in Ethiopia aims to sustainably reduce poverty, hunger, 
and malnutrition by: (i) reorienting agrifood system and supply chains, (ii) 
promoting climate-smart production and small-scale irrigation, (iii) advancing 
nutrition-led interventions, and (iv) facilitating enterprise growth and financial 
inclusion through public–private partnerships.

7 Following recent referrendums, the SNNP region was dissolved and split 
into four regions: Sidama Region, Southwest Ethiopia Region, South Ethiopia 
Regional State, and Central Ethiopia Regional State. This split was triggered 
by protests and local demand, which ultimately led to successive referendums 
occurring between 2020 and 2023.

8 Remaining EAs were inaccessible because of insecurity and ongoing 
conflicts in Amhara and Oromia regions.

9 For example, more than half of the community leaders and elites included 
in this process had prior experience in the targeting of the PSNP (Abay et al., 
2026).
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assigned groups, illustrated in Figure A1, were organized as follows: 
(i) a group that conducted a rule-based ranking for hypothetical social 
assistance amounting to 20,000 Ethiopian Birr, (ii) a group asked to 
rank households using similar criteria for an actual transfer of 20,000 
Ethiopian Birr, (iii) a group tasked with ranking households using 
similar criteria for an actual transfer of half the amount, and (iv) a final 
group that ranked households discretionarily and was given 20,000 
Ethiopian Birr to be allocated to needy households. In each group, 
community members could decide how many households to allocate 
the funds to and how to divide the amount among them.
Ranking and network data. During the follow-up survey in 2023, house-
holds were asked to complete a peer-ranking exercise: respondents 
ranked the 20 randomly selected households within their village, in-
cluding themselves, from the poorest (i.e., most in need of social 
assistance) to the richest (i.e., least in need). Each respondent within 
the village received the same list of households to rank. Prior to the 
ranking exercise, respondents reported their relationship with each 
listed household. A filter question assessed whether the respondent 
knew (i.e., had heard of) the household; if so, a follow-up question 
captured the degree of familiarity using six categories, ranging from 
‘‘not familiar at all’’ to ‘‘family members’’. Respondents were instructed 
to rank all households, including those they reported not knowing. 
In addition, the availability of household GPS coordinates allows us 
to compute pairwise distances between households. The household 
questionnaire module used for the ranking exercise is reproduced in 
Figure A2.

Parallel to the peer and self-ranking exercise, we also adminis-
tered a CBT process using community leaders, whom we refer to as 
local ‘‘elites’’. The CBT exercise was conducted 1–2 months before the 
household survey and hence before the peer and self-ranking exercise. 
Community leaders jointly reported, for each household, the closest re-
lationship held by any member of the group, using the same categories 
as in the peer survey. They then provided a single ranking of all house-
holds in the village based on their need for social assistance, from the 
neediest (poorest) to the least needy (richest). Finally, they allocated 
the total budget assigned to the community among the ‘‘eligible’’ and 
most needy households in the list. The community survey also recorded 
the GPS location of a central village facility, in most cases the center 
where the committee met to discuss and deliberate on the targeting 
decisions. We use the distance between each household and this point 
as a proxy for proximity to local elites, under the assumption that 
community representatives primarily operate from the village center.

Three features of the elite-based ranking are worth noting.10 First, 
unlike the peer ranking, the elites were exposed to either a hypothetical 
or an incentivized ranking and targeting process. Whether incentivized 
ranking outperforms hypothetical ranking is an empirical question we 
explore in Section 4.6. Second, although the actual transfers are not 
large enough to change poverty rankings, the fact that some households 
received some actual transfers may mean that the survey-based welfare 
measures for these households could change.11 To understand the im-
pact of the different treatments and households’ access to cash transfers, 
we disaggregate the elite-based rankings across these treatment groups 

10 Abay et al. (2026) provide more details on the design and implementation 
of the elite-based targeting. Using the elite-based targeting experiment and 
associated exogenous variations in budget constraint and level of constraint 
given to community leaders, Abay et al. (2026) examine the impact of budget 
constraints on targeting outcomes, including inclusion and exclusion error. 
Except in our use of the elite-based ranking, the two papers address completely 
different research questions. In effect, this paper focuses on comparing self-
, peer-, and elite-based ranking, while the other paper (Abay et al., 2026) 
focuses on studying the implication of changing the design of CBT processes.
11 As shown in Abay et al. (2026), about 80% of households received some 
transfer, implying that most households have received the transfer, although 
the size of the transfer is not large enough.
4 
and compare them with conventional benchmark rankings. These com-
parisons and tests are reported in Section 4.6. Third, the elite-based 
ranking was administered about 1–2 months before the peer and self-
ranking. We are not aware of major events and shocks that might have 
happened during the 1–2 month difference in survey timing.
Conflict data. Households’ geolocalization is used to merge survey data 
with conflict data from the Armed Conflict Location and Event Data 
(ACLED) Project (Raleigh et al., 2010). We measure exposure to conflict 
as the occurrence of at least one battle event within a three-year period 
preceding the 2023 survey, mainly to capture exposure to the armed 
conflict that started in 2020. We consider battles that happened within 
5 km of every urban household and within 10 km of rural households. 
With such a definition, 35% of our sample was exposed to conflict prior 
to the survey (Table A1).12

Weather data. Data on precipitation anomalies from the Climate Haz-
ards Group InfraRed Precipitation with Station (CHIRPS), provided 
with 0.05 degrees resolution, are geographically merged with other 
variables. The Standard Precipitation Index (SPI) is the most used 
indicator for the identification of meteorological droughts. It measures 
precipitation anomalies by constructing an indicator of deviation of 
precipitation in a given time period relative to historical average rain-
fall in a given location. The distribution of the SPI is particularly 
skewed to the left in rural areas (see Figure A4). We define households 
affected by droughts as those living in areas where the SPI was below 
−0.5 (corresponding to 48% of our sample as shown in Table A1), a 
distribution-driven threshold that allows us to divide the sample into 
two groups of comparable sizes and to capture a negative deviation 
within the urban sample.

2.2. Welfare- and wealth-based benchmark rankings (BR)

To assess the relative accuracy of SPR coming from self, peers, 
and elites, we compare them with benchmark rankings (BR) based on 
conventional measures of welfare and wealth. Specifically, we construct 
expenditure-based rankings using household daily food, non-food, and 
total expenditures, both in aggregate and per capita. In addition, we 
consider three asset-based wealth measures. The first is a general asset 
score, based on the first principal component of ownership of all 
assets recorded in the survey, along with improved housing conditions. 
Second, since subjective rankings may be influenced by more visible 
wealth indicators, we also compute a visible assets score, using a sub-
set of visibly observable assets and housing characteristics. The first 
component for both assets and visible assets is calculated separately for 
rural and urban areas. Then, household rankings are calculated based 
on both assets and visible asset scores within each village. Third, we 
consider livestock in tropical livestock units (TLU) as an additional in-
dicator of wealth, and we rank households within the village according 
to the quantity of livestock owned. Benchmark rankings are obtained 
using a ranking function that assigns ordinal values from 1 to the total 
number of ranked households within the village: 
𝐵𝑅𝑗𝑣 = Rank

(

𝑊𝑗𝑣
)

(1)

where 𝑊𝑗𝑣 denotes one of the survey-based welfare or wealth indicators 
for household 𝑗 in village 𝑣.

2.3. Subjective poverty rankings (SPR)

Each respondent 𝑖 is asked to rank all participating households 
in the village, including itself, according to their needs for potential 
social assistance, from the neediest (first) to the least needy (last). The 
majority of the participating households provided a full and exactly 

12 Figure A3 illustrates the share of urban and rural households exposed to 
battles by the number of battles that occurred in the three-year window.
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progressive ranking of other households in the village. Whenever a 
respondent did not assign a rank to household 𝑗 (or did not provide 
any rankings at all), that value is treated as missing. This is because 
it may reflect the observer’s lack of knowledge about household 𝑗’s 
condition, and we lack any anchoring information to impute how the 
observer might have ranked that household. Missing ranks account for 
about 0.1% of all possible pairwise ranks.

Let 𝑀𝑣 be the total number of households being ranked in the 
village 𝑣, and 𝑁𝑣 be the number of ranking respondents in the village 𝑣, 
with 𝑁𝑣 ≤ 𝑀𝑣. Let 𝑆𝑣 = {1, 2,… ,𝑀𝑣} be the set of possible values for 𝑗
in village 𝑣 so that 𝑖 ∈ {1, 2,… , 𝑁𝑣} ⊆ 𝑆. We denote the rank assigned 
to household 𝑗 in village 𝑣, as given by respondent 𝑖, as 𝑔𝑖𝑗𝑣, which 
represents the relative position of household 𝑗 as ranked by respondent 
𝑖. We also define 𝐽𝑖 as the number of households in village 𝑣 for which 
respondent 𝑖 provided a ranking and for which expenditure and asset 
data are available, such that 𝐽𝑖 ≤ 𝑀𝑣.

Tied and missing ranks in pairwise rankings from peers. In 7% of all 
pairwise rankings, respondents 𝑖 assigned the same rank position to 
multiple households, that is, 𝑔𝑖𝑗𝑣 = 𝑔𝑖𝑘𝑣 with 𝑗 ≠ 𝑘. In this case, 
the ranks are considered tied. By contrast, only 0.1% of all pairwise 
rankings were missing, meaning that the respondent did not provide a 
rank position for household 𝑗. We examine whether missing and tied 
ranks are systematically associated with specific characteristics of the 
observers or the ranked households. The results indicate that tied ranks 
are more likely to occur when observers are uneducated, less familiar 
with the household being ranked, or when the household appears 
in a higher position in the list (i.e., above 15). However, only the 
latter characteristic is also significantly associated with missing ranks 
(Table A2). Importantly, enumerators may play a key role in supporting 
respondents in providing complete and strictly ordered rankings.

Trimming rankings presenting a high number of missing or tied positions. 
We exclude rankings from observers who assigned the same rank too 
frequently to different households. Specifically, we calculate for each 
ranking household 𝑖 a rank-progressivity measure 𝛼𝑖𝑣, which corre-
sponds to the share of unique rank positions assigned by household 𝑖. 
We define 𝑖 as the set of households actually ranked by household 
𝑖. The set of rank positions that respondent 𝑖 in village 𝑣 assigned to 
one and only one household 𝑗 is: 𝑈𝑖𝑣 = { 𝑟 ∈ 𝑆𝑣 ∶ ∃! 𝑗 ∈ 𝑖 ∣
𝑔𝑖𝑗𝑣 = 𝑟 }. Therefore, the rank progressivity measure is calculated as: 
𝛼𝑖𝑣 = 𝑛(𝑈𝑖𝑣)∕𝐽𝑖, where 𝑛(𝑈𝑖𝑣) represents the cardinality of the set 
𝑈𝑖𝑣. We drop all rankings falling in the first percentile of the progres-
sivity measure (𝛼𝑞1𝑖𝑣 ), corresponding to 0.2. In other words, we drop 
the rankings assigned by observers who assigned non-missing, unique 
positions to fewer than 20% of listed households. This trimming is quite 
conservative, as it preserves most of the rankings even if imprecise 
or containing some missing values. For the remaining rankings, the 
average rank-progressivity measure is 0.97, meaning that, on average, 
observers assigned a unique rank to 97% of the listed households. 
Therefore, the self-rank and peers’ rank used in the rest of the paper 
are based on such selection of pairwise rankings. For consistency of 
notation, we define the post-trimming pairwise ranking as 𝑝𝑖𝑗𝑣 where 
𝑝𝑖𝑗𝑣 = 𝑔𝑖𝑗𝑣 if 𝛼𝑖𝑣 > 𝛼𝑞1𝑖𝑣 . We later discuss the implications of different 
choices regarding the trimming method.

Self-ranking. The self-rank (SR) of household 𝑗 in village 𝑣 is defined 
as:

SR𝑗𝑣 = 𝑝𝑖𝑗𝑣 ∀ 𝑖 = 𝑗.

Peers’ ranking. The mean position of household 𝑗 in village 𝑣 is given 
by:

𝑝̄𝑗𝑣 = 1
𝐾𝑗𝑣
∑

𝑝𝑖𝑗𝑣 ∀ 𝑖 ≠ 𝑗.

𝐾𝑗𝑣 𝑖=1
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where 𝐾𝑗𝑣 is the number of peers providing the rank for household 𝑗, 
excluding 𝑗 itself. The peers’ rank is then defined by applying a ranking 
function to 𝑝̄𝑗𝑣: 

PR𝑗𝑣 = Rank
(

𝑝̄𝑗𝑣
)

(2)

where 𝑅𝑎𝑛𝑘(⋅) is a ranking function that assigns discrete ordinal posi-
tions from 1 to 𝐽𝑖 to all 𝑗 households ranked by peers. The ranking 
function is the same as that applied in Eq. (1). In the rest of the 
paper, the expression peers’ ranking will be used to indicate 𝑃𝑅𝑗𝑣, while
pairwise ranking will be used as the equivalent of 𝑝𝑖𝑗𝑣.

Robustness of ranking construction. We assess the sensitivity of our 
results to alternative procedures for constructing both peers’ and self 
rankings. First, we compare the baseline mean-based aggregation of 
pairwise rankings with several alternatives, including the median, the 
normalized Borda count, the stitching method from Dupas et al. (2024), 
and the HodgeRank algorithm adopted by Bloch and Olckers (2021). 
Second, we consider different selection rules for pairwise comparisons, 
including alternative trimming thresholds and restrictions based on 
respondents’ knowledge of other households. Across all specifications, 
the resulting rankings are highly consistent. Correlations across aggre-
gation methods are uniformly high (Table A3), and the relationship 
between subjective rankings and benchmark measures of consumption 
and wealth remains largely unchanged. Similarly, alternative selec-
tion rules yield very similar results (Tables A4 and A5), except for 
an expected increase in the correlation between peers’ rankings and 
benchmark rankings when ranks assigned to unknown households are 
excluded from the construction of the peers’ ranking. The peers’ ranking 
obtained after excluding ranks to unknown households is, however, 
highly correlated with the one obtained on the full set of pairwise 
ranks, between 82 and 89% depending on the method used (see Table 
A6). Taken together, these findings indicate that our results, given the 
nature of the full pairwise rankings we have, are not sensitive to the 
specific aggregation method or selection rule employed, supporting the 
use of the baseline specifications for ease of interpretation. A more 
detailed discussion is provided in Appendix B.1.

Elites’ ranking. The third ranking is provided by community represen-
tatives. We denote this ranking as ER𝑗𝑣. Unlike the peer ranking, no 
aggregation is required here, since the six community representatives 
are asked to come to an agreement and provide a unique ranking of the 
households in their village.

Sample selection. The 2023 survey covered 2906 households. The sam-
ple used in the analysis is selected through a five-step process, as 
illustrated in Table A7. First, we retain only households with complete 
data on both consumption and wealth measures for 2023. To reduce 
the influence of extreme values on the expenditure-based ranking, we 
further exclude households in the bottom and top 1% of the distribution 
of food, non-food, and total expenditure. Then, we remove households 
for which any of the subjective rankings (self, peer, or elite) is not 
available. The final sample used in the analysis is therefore composed 
of 2625 households.

To ensure comparability, we reapply the within-village ranking pro-
cedure to benchmark, peer, and elite rankings, restricting it to the final 
sample of households retained for analysis. Table A1 reports summary 
statistics for the selected sample. After the sample selection process and 
the drop of rankings according to the rank progressivity parameter 𝛼, 
the average number of peers providing a ranking for household 𝑗 is 
16.4, leading to an average peers’ rank (𝑃𝑅) of 8.7. Because in some 
villages the number of households listed was less than 20 (minimum 
14), and because we reapply the ranking function on the final selected 
sample, the average elites’ rank (𝐸𝑅) is also 8.7. Most households live 
in rural areas (88%), and 86% of them are involved in crop farming or 
livestock business (mixed farming households).
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Cost of administering welfare-based and subjective rankings. The welfare 
data (from consumption expenditure) and subjective ranking were 
collected together with additional modules, and we do not have disag-
gregated data collection costs for each ranking method nor for expen-
diture. However, we have three pieces of information from our survey 
implementation records. First, the consumption module in our survey 
was comprehensive and took about 45-60 min, about half of the time 
needed to complete the survey.13 In terms of duration, the elite and 
peer rankings took significantly less time than the consumption mod-
ule. Thus, collecting conventional welfare- and asset-based measures 
remains the most expensive undertaking. Second, if we assume that 
recruiting and surveying elites and respondents entails a similar cost, 
the total number of elites recruited (six from each village) in our sample 
is about a third of the total number of households, which implies that 
the cost of administering the elite-based ranking can be about a third 
of the self- or peer ranking. Third, the total cost of administering the 
elite-based ranking (and targeting experiment) was less than half of the 
survey cost for the household survey (which includes the consumption 
expenditure module and self- and peer ranking).

3. Do subjective rankings capture relative poverty?

We motivate the subjective rankings (self-, peer-, and elite-based) 
as proxies and approximations of households’ unobserved latent de-
privation or associated need for social assistance (Alkire and Foster, 
2011; Lee et al., 2025). We hypothesize that the different subjective 
rankings capture both common and distinct dimensions of households’ 
underlying latent need for social assistance or associated deprivation. 
Thus, we do not assume that subjective rankings are merely noisy 
measurements of a single welfare ordering. Rather, different rankers 
may observe or emphasize different dimensions of deprivation, leading 
to both shared and ranking-specific information. To assess whether 
the information captured by these subjective rankings predicts relative 
poverty as measured by conventional welfare and wealth measures, 
we quantify concordance and correlations using alternative measures. 
The concordance between subjective ranking and benchmark rankings 
is assessed through the estimation of Spearman’s rank correlation be-
tween the subjective and the wealth- and welfare-based rankings. The 
Spearman’s correlation coefficient (𝜌) is calculated as:

𝜌 = 1 −
6
∑𝑛

𝑗=1 𝑑
2
𝑗

𝑛(𝑛2 − 1)
.

where 𝑛 is the number of ranked observations. The squared differ-
ence (𝑑2) between the positions assigned to unit 𝑗 in two ranking 
vectors implies that larger discrepancies are penalized more heavily 
than smaller ones.14 Two identical rankings will have 𝜌 = 1 and two 
opposite rankings will have 𝜌 = −1. To assess whether differences 
in predictive accuracy across SPR are statistically meaningful, we test 
the null hypothesis that two Spearman correlations with the same 
benchmark are equal using a cluster-robust reflected bootstrap proce-
dure. For each pair of rankings, we compute the observed difference 
in Spearman correlations and its distribution across 500 bootstrap 
resamples drawn with replacement at the village level. To impose the 
null of no difference, we recenter the bootstrap distribution around zero 
and define the 𝑝-value as the proportion of resampled differences whose 
absolute value exceeds the observed one. This approach is assumption-
free with respect to the marginal distributions of the ranks and fully 
accounts for within-village correlation in the data. As a robustness test, 
we also estimate linear rank-on-rank correlations between the different 
subjective and benchmark rankings. Through these rank-on-rank corre-
lations, we estimate the slope and hence relationships between BR and 

13 The average duration of the survey was about two hours.
14 In the calculation of Spearman’s coefficient, tied observations receive the 
same average rank position.
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Table 1
Spearman’s correlations between subjective rankings.
 Self rank Peers’ rank Elites’ rank 
 Self rank 1.000  
 Peers’ rank 0.335 1.000  
 Elites’ rank 0.250 0.451 1.000  
 Observations 2625 2625 2625  
Authors’ calculation.

SPR. Thus, we also test whether the slopes are different from one and 
across different methods of subjective rankings.

Before turning to the correlation between subjective rankings and 
measures of expenditure and wealth, we first examine the rank corre-
lation across our benchmark measures (see Table A8). The Spearman 
correlation between food and non-food consumption is 42% at the 
household level and 33% when considering per capita expenditure. At 
the same time, asset-based rankings correlate only weakly with per 
capita expenditure-based rankings. The correlation between assets and 
household-level non-food expenditure reaches 47% but is lower when 
considering food expenditure or per capita measures. Table  1 shows 
that correlations across subjective rankings are also relatively modest. 
The lowest correlation is observed between self and elites’ rankings 
(only 25%), while peers’ and elites’ rankings exhibit a stronger, yet still 
moderate, correlation of 45%.

Table  2 presents the correlation between subjective rankings and 
benchmark rankings, namely per capita expenditure, total expenditure, 
and assets. Four important patterns are worth noting. First, the correla-
tions between subjective rankings and rankings based on conventional 
welfare and wealth measures are relatively weak, ranging from 7% 
(between self rank and per capita expenditure) to 36% (between elites’ 
rank and asset-based rank).15 Second, elite-based ranking generally 
outperforms both self and peers’ rankings in capturing conventional 
welfare and wealth indicators. Peers’ rank typically lies between the 
two. Third, all subjective rankings are better at capturing differences 
in household-level expenditure than in per capita expenditure. For 
example, the rank correlation between elite-based and per capita-based 
ranking amounts to only 20%, while the corresponding rank correlation 
with total expenditure stands at 31% with total household expenditure. 
The same comparison yields 6% versus 17% for self rank and 14% 
versus 24% for peers’ rank.16 Fourth, subjective ranks are more strongly 
correlated with measures of wealth than with measures of consumption. 
The correlation with asset-based rankings is 25%, 33%, and 36%, re-
spectively. This finding is consistent with (Trachtman et al., 2025), who 
document that subjective rankings are more closely aligned with asset-
based measures than with consumption, and that targeting decisions 
are primarily driven by observable asset ownership. All of the above 
patterns are confirmed through our linear rank-on-rank correlations, 
which are reported in Table A10. In all cases, we can easily reject 
the null hypotheses that subjective rankings fully explain welfare-based 
rankings. Similarly, we can reject the equality of coefficients associated 
with each subjective ranking, and the elite-based ranking performs 
better than the other subjective rankings.

15 Figure A5 shows the correlations between subjective rankings and alter-
native benchmark measures, such as food and non-food expenditure, visible 
assets, and livestock. The plots include 95% confidence intervals computed 
using 500 bootstrap repetitions, clustered at the village level. For comparison, 
Spearman correlation coefficients for the full set of subjective and benchmark 
rankings are reported in Table A9.
16 We also examine whether subjective rankings implicitly reflect equival-
ized economies of scale by applying the OECD adult equivalence scale to food, 
non-food, and total consumption measures. However, correlations between 
subjective rankings and equivalized expenditure-based rankings are even lower 
than those based on per capita expenditure.
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Table 2
Spearman’s correlations between subjective and benchmark rankings.
 Benchmark Ranking (BR) based on:
 Total expenditure Assets  
 Per capita Household level  
 Self rank 0.065 0.175 0.254  
 Peers’ rank 0.145 0.238 0.331  
 Elites’ rank 0.201 0.314 0.358  
 Aggregate rank 0.194 0.324 0.417  
 Test for coefficient differences:
 Peers’ – Self 0.080*** 0.063** 0.078**  
 Elites’ – Peers’ 0.056* 0.076** 0.027  
 Elites’ – Self 0.136*** 0.140*** 0.104*** 
 Aggregate – Self 0.129*** 0.150*** 0.163*** 
 Aggregate – Peers’ 0.049** 0.086*** 0.085*** 
 Aggregate – Elites’ −0.007 0.010 0.059**  
 Observations 2625 2625 2625  
Authors’ calculation based on final sample (N = 2625). The bottom panel shows 
bootstrap tests for the difference between two dependent Spearman correlations (H0: 
𝜌(𝑆𝑃𝑅1 , 𝐵𝑅𝑊 ) = 𝜌(𝑆𝑃𝑅2 , 𝐵𝑅𝑊 )). P-values are obtained via a cluster-robust reflected 
bootstrap (500 replications, clusters defined at the village level). ∗ 𝑝 < 0.10, ∗∗ 𝑝 < 0.05, 
∗∗∗ 𝑝 < 0.01. The aggregate rank used in this table is the one based on the interaction 
between self, peers’, and elites’ rank.

3.1. Ranking aggregation

The low correlation between self, peers’, and elites’ rankings sug-
gests that these measures capture different dimensions of household 
well-being and associated deprivation.17 These differences may reflect 
both the distinct information sets available to each observer and the 
different aspects of welfare these subjective rankings capture. We there-
fore investigate whether an aggregate ranking, combining information 
from self, peers’, and elites’ rankings, aligns more closely with welfare- 
and wealth-based rankings than any of the individual measures alone.

We propose and compare several aggregation methods. First, an 
interaction-based method combines the three rankings through their 
joint interaction (i.e., the product of the rankings). Second, principal 
component-based methods derive weights from the variance structure 
of the rankings — either using only the first component or all three 
components weighted by their explained variance — and use them to 
construct weighted aggregates. Third, a normalized Borda approach 
rescales rankings within villages and averages positions. Fourth, pair-
wise comparison methods are used: the stitching procedure proposed 
by Dupas et al. (2024) aggregates win–loss comparisons across raters, 
while the HodgeRank algorithm (used in Bloch and Olckers, 2021) re-
covers a globally consistent ranking from pairwise comparisons using a 
least-squares framework. Finally, a reliability parameter-based method 
assigns data-driven weights to each ranking based on their empirical 
proximity to benchmark measures, estimating these weights in calibra-
tion samples and applying them to validation samples across repeated 
bootstrap splits to construct a weighted aggregate. We provide more 
details on these aggregation methods in the Methodological Appendix 
B.2.

Concordance of aggregate rankings. Fig.  1 presents the estimated Spear-
man correlation coefficients between aggregated subjective rankings 
and benchmark rankings, with 95% confidence intervals. We note two 
observations from the patterns in Fig.  1. First, the alternative aggre-
gation methods perform comparably, suggesting that computationally 
easier methods — such as the interaction-based aggregation — can 
generate results comparable to those of more computationally intensive 
approaches when all contributing rankings are available. Second, com-
paring the univariate subjective rankings with the aggregate rankings, 

17 This is not surprising given that many households in rural economies face 
deprivations in multiple dimensions (Alkire and Foster, 2011; Lee et al., 2025).
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we observe modest improvements. Notably, the largest improvements 
relative to the best-performing individual subjective ranking (the elites’ 
ranking) are observed for the benchmark that exhibits the strongest 
correlation with subjective assessments, namely the asset-based rank-
ing. Table  2 shows bootstrap tests for differences between correlations: 
the interaction-based aggregation produces a significant improvement 
over both self and peer rankings for both benchmarks, and over elites’ 
rankings for the asset-based benchmark only. The rank-on-rank regres-
sions reported in Table A10 show consistent patterns: we can reject 
the null that the slopes associated with the elite-based and aggregate 
rankings are statistically indistinguishable for the asset ranks but not 
for expenditure-based rankings. Quantitatively, the interaction-based 
aggregation improves correlation with the asset-based benchmark by 
approximately 16.5%–18% relative to the elites’ ranking, depending 
on whether the estimate is based on Spearman rank correlation or 
regression coefficients.

It is worth noting that weighting subjective rankings using the 
reliability parameter does not yield stronger correlations with bench-
mark welfare and wealth measures compared to alternative aggregation 
methods. This finding carries important policy implications. Compara-
ble results can be achieved using non-anchored aggregation methods, 
which may be simpler to implement in practice.

4. Concordance and discrepancy between subjective rankings and 
welfare measures across various settings

Overall, the weak correlations between subjective rankings and 
welfare or wealth rankings shown in Fig.  1 indicate substantial dis-
cordance between conventional measures of welfare and wealth and 
subjective ranking methods. This discordance may arise from multiple 
factors. First, subjective assessments may capture different aspects and 
dimensions of poverty than those reflected in conventional metrics of 
welfare and wealth (Alatas et al., 2012; Basurto et al., 2020). In our 
case, the subjective rankings aim to identify households’ perceived need 
for social assistance. Local communities and individuals may define 
‘‘neediness’’ in broader or alternative ways compared to the economic 
indicators typically used in surveys. These perceptions may incorpo-
rate social vulnerability, illness, or marginalization — dimensions not 
always visible through consumption, asset, or income data. The fact 
that subjective rankings correspond to household wealth rather than 
consumption strengthens this. Second, it is important to acknowledge 
that the relatively low correlation between benchmark rankings them-
selves may reflect measurement error, especially in consumption data 
(Gibson et al., 2015; Abate et al., 2022). In this context, part of the 
discordance between subjective and benchmark rankings could arise 
from limitations in accurately capturing households’ actual expenditure 
or asset holdings through survey instruments. As such, the observed 
discrepancies should not be taken as evidence against the relevance 
of subjective rankings. Instead, they highlight that our benchmark 
indicators represent conventional proxies for welfare and wealth rather 
than an objective truth. Third, the divergence between subjective as-
sessments and benchmark measures may also result from unintentional 
misclassification driven by factors orthogonal to the characteristics 
of either the observing or observed households (misreporting). For 
instance, ranking 20 peers, and positioning oneself among them, can 
impose a significant cognitive burden, introducing random noise into 
the rankings. While such errors may not produce systematic bias, 
they can reduce the overall concordance between ranking systems. If 
discrepancies are mostly driven by misreporting during the ranking 
process, perhaps because of the cognitive burden and limited capacity 
to process a large set of information, such errors are unlikely to be 
correlated with respondents’ perceptions of relative economic condition 
and subjective well-being. Fourth, subjective assessments may reflect 
beliefs, intentions, or misperceptions on the part of the respondents. If 
discrepancies mostly arise from these misperceptions, they are inherent 
to the observer’s characteristics or point of view (Abay et al., 2021; 



I. Ranucci et al. Journal of Development Economics 185 (2027) 103943 
Fig. 1. Concordance of subjective poverty rankings with benchmark rankings.
Authors’ elaboration. The graphs report Spearman 𝜌 correlations between SPR, including various aggregation methods, and benchmark rankings based on 
expenditure and assets. The length of the horizontal bar corresponds to 𝜌, while the whiskers represent 95% confidence intervals computed using 500 bootstrap 
repetitions. AR indicates Aggregate ranks, computed with different methods as indicated in the labels. Number of observations = 2625.
Wossen et al., 2022), implying that these errors can be updated through 
additional information (Karadja et al., 2017). Even when individuals 
attempt to rank others (or themselves) based on conventional notions 
of welfare or wealth, their views may be shaped by limited information, 
social dynamics, or personal biases, ultimately leading to systematic 
discrepancies. Finally, the concordance and discordance between con-
ventional measures of welfare and subjective rankings may vary across 
8 
contexts, geographies, and households. In the next subsections, we 
formally and parametrically examine these heterogenities.

4.1. Heterogeneity in concordance and ranking discrepancies

Understanding and attributing the discordance between subjective 
and benchmark rankings is crucial for interpreting these differences 
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Table 3
Sociodemographic heterogeneity.
 Benchmark Rankings (BR) based on:
 Household-level total expenditure Assets

 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻  
 Urban (H = 1, 𝑁𝐻=1 = 315) vs Rural (H = 0, 𝑁𝐻=0 = 2310)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.19 0.18 0.01 −0.04 −0.06 0.18 0.27 −0.09 −0.11** 0.19  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.21 0.23 −0.03 −0.01 −0.60* 0.27 0.33 −0.06 −0.06 −0.42  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.38 0.30 0.08 0.08 −0.97*** 0.44 0.34 0.10* 0.12** −0.97***  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.38 0.31 0.07 0.07 −0.81*** 0.42 0.40 0.02 0.03 −0.56*  
 Pastoralist (H = 1, 𝑁𝐻=1 = 295) vs Mix-farming household (H = 0, 𝑁𝐻=0 = 2077)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.05 0.20 −0.15** −0.15*** 0.42 0.02 0.30 −0.28*** −0.25*** 0.83***  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.08 0.24 −0.16* −0.13 −0.45 0.21 0.34 −0.13* −0.13** −0.37  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.20 0.30 −0.10 −0.07 −0.53* 0.19 0.36 −0.17** −0.14** −0.27  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.20 0.32 −0.12 −0.11 −0.48* 0.25 0.42 −0.17*** −0.19*** −0.18  
 Small households (H = 1 if less than 5 memebrs, 𝑁𝐻=1 = 1072) vs larger households (H = 0, 𝑁𝐻=0 = 1553)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.16 0.13 0.03 −0.05 −0.44** 0.24 0.23 0.01 −0.06* −0.05  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.19 0.24 −0.05 −0.06 0.13 0.28 0.35 −0.07* −0.08** 0.34**  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.22 0.33 −0.11*** −0.10** 0.24* 0.30 0.37 −0.07* −0.09** 0.30*  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.26 0.32 −0.06 −0.08* 0.17 0.36 0.42 −0.06 −0.08** 0.26*  
Authors’ calculation. 𝐻 is a binary subgroup indicator defined separately in each panel header. 𝜌𝐻 is the Spearman’s correlation coefficient between SPR and 
BR, computed for the two groups defined by 𝐻 . The two-sided sign-test 𝑝-value for 𝛥𝜌 = 𝜌𝐻=1 − 𝜌𝐻=0 is obtained with cluster bootstrap at the village level (1000 
repetitions with replacement). 𝛾̂𝐻×𝑆𝑃𝑅 is the estimated coefficient from the regression specification 𝐵𝑅 = 𝛾0 + 𝛾1𝑆𝑃𝑅 + 𝛾2𝐻 + 𝛾𝐻×𝑆𝑃𝑅𝐻 × 𝑆𝑃𝑅 + 𝜖, with standard 
errors clustered at the village level. 𝛽𝐻 is the estimated coefficient from the regression specification |𝑆𝑃𝑅 − 𝐵𝑅| = 𝛽0 + 𝛽𝐻𝐻 + 𝑒, with standard errors clustered 
at the village level. ∗ 𝑝 < 0.10, ∗∗ 𝑝 < 0.05, ∗∗∗ 𝑝 < 0.01.
as well as appraising the potential and value of subjective ranking 
methods. We study heterogeneity in the alignment of SPR with BR using 
three complementary metrics. First, we assess concordance and hence 
associated heterogeneity across dichotomous groups (𝐻) by computing 
subgroup-specific Spearman rank correlations (𝜌𝐻=1 and 𝜌𝐻=0) between 
SPR and BR and their difference (𝛥𝜌) estimated through bootstrap 
repetitions. The difference between subgroup-specific Spearman rank 
correlations (𝛥𝜌) captures the heterogeneities in concordance across 
groups. Second, we use a regression-based framework with interaction 
terms, which capture differences in the strength of SPR-BR relationships 
across groups. We specifically estimate the following specification: 

𝐵𝑅𝑗 = 𝛾0 + 𝛾1𝑆𝑃𝑅𝑗 + 𝛾2𝐻𝑗 + 𝛾𝐻×𝑆𝑃𝑅𝐻𝑗 × 𝑆𝑃𝑅𝑗 + 𝜖𝑗 . (3)

While the Spearman coefficient provides a non-parametric measure 
of ordinal agreement within each group, the interaction coefficient 
𝛾𝐻×𝑆𝑃𝑅 offers a formal test of whether the SPR–BR relationship differs 
across groups. Third, we compute ranking discrepancies, measured by 
absolute differences between SPR and BR, which capture the magnitude 
of divergence between the two rankings. We then test whether these 
absolute differences are statistically distinguishable across dichotomous 
groups (𝐻) using the following empirical specification: 

|𝑆𝑃𝑅𝑗 − 𝐵𝑅𝑗 | = 𝛽0 + 𝛽𝐻𝐻𝑗 + 𝑒𝑗 . (4)

where the coefficient 𝛽𝐻  captures the parametric difference in ranking 
discrepancies across groups.

To facilitate comparison with subgroup-based Spearman correla-
tions, both regressions (Eqs.  (3) and (4)) adopt a parsimonious specifi-
cation. Tables  3–5 and 7 presented in this section (and corresponding 
tables in the Appendix) include: (i) the Spearman’s rank correlations 
between subjective rankings and benchmark measures of total expen-
diture and wealth across the different heterogeneity factors and their 
difference (𝛥𝜌), (ii) the regression-based coefficient of the interaction 
term between SPR and the heterogeneity factor on BR (𝛾̂𝐻×𝑆𝑃𝑅), and 
(iii) the regression-based coefficient of the heterogeneity factor on the 
absolute differences between SPR and BR (𝛽𝐻 ).

The following discussion is organized by groups of factors that 
can explain these differences: (i) contextual and household characteris-
tics; (ii) economic conditions and associated dynamics; (iii) exposure 
to shocks; (iv) social networks and spatial proximity; and (v) CBT 
participation and experience.
9 
4.2. Contextual and household characteristics

Previous studies highlight the importance of context in shaping 
the performance of subjective rankings (Hillebrecht et al., 2020; Tra-
chtman et al., 2025; Dupas et al., 2024). In this subsection, we fo-
cus on three contextual and sociodemographic factors: rural–urban 
differences, economic-based local norms, and household demography.
Rural–urban differences. The first panel of Table  3 reports concordance 
and discrepancy between SPR and BR in urban and rural areas. Overall, 
subjective rankings perform somewhat differently across the two set-
tings, although the pattern is not uniform across ranking methods. For
self-rank, concordance with total expenditure-based ranking is nearly 
identical in urban and rural areas (𝜌 = 0.19 vs. 0.18), and neither 
the interaction coefficient nor the discrepancy regression is statistically 
significant. With asset-based ranking, however, concordance is lower 
in urban areas (𝛥𝜌 = −0.09), and this is confirmed by a negative 
and statistically significant interaction coefficient, indicating weaker 
alignment of self-assessments with asset-based welfare in urban set-
tings. For peers’ rank, concordance is slightly lower in urban areas 
for both welfare measures, although differences are not statistically 
significant. At the same time, the discrepancy regression is negative 
and statistically significant only for total expenditure-based ranking, 
indicating that peer rankings are closer to expenditure-based rankings 
in urban areas in terms of absolute distance, while no clear difference 
emerges for asset-based rankings. For elites’ rank, concordance is higher 
in urban areas, especially with asset-based ranking, and this is mirrored 
by a positive and significant interaction term. Moreover, the regression 
characterizing the discrepancy between the SPR and BR measures 
shows a negative and statistically significant coefficient associated with 
the ‘‘urban’’ dummy, indicating that elite rankings align more closely 
with benchmark measures in urban areas both in ordinal terms and 
in absolute distance. A similar pattern emerges for the aggregate rank, 
for which discrepancies are significantly smaller in urban areas and 
concordance is slightly higher.

Overall, these results point to a nuanced pattern. While self and 
peer rankings perform similarly across urban and rural areas, elites’ and 
aggregate rankings perform better (in capturing conventional bench-
mark measures) in urban areas. These findings add some nuance to 
the mixed evidence in the literature. On the one hand, Dupas et al. 
(2024) and Aiken et al. (2025) document stronger performance of CBT 
in rural contexts, attributing it to denser social networks and better 
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Table 4
Exposure to shocks.
 Benchmark Rankings (BR) based on:
 Household-level total expenditure Assets

 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻  
 Drought (H = 1, 𝑁𝐻=1 = 1247) vs no drought (H = 0, 𝑁𝐻=0 = 1362)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.23 0.13 0.09*** 0.11*** −0.16 0.32 0.20 0.11*** 0.14*** −0.25  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.33 0.15 0.19*** 0.19*** −0.40** 0.40 0.27 0.12** 0.13** −0.19  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.35 0.28 0.07 0.06 −0.00 0.35 0.37 −0.02 −0.02 0.31  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.40 0.25 0.14*** 0.14*** −0.23 0.45 0.38 0.07 0.07 −0.00  
 Conflict (H = 1, 𝑁𝐻=1 = 927) vs no conflict (H = 0, 𝑁𝐻=0 = 1698)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.22 0.15 0.07 0.07 −0.36* 0.27 0.25 0.02 0.04 −0.21  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.38 0.16 0.23*** 0.22*** −0.75*** 0.43 0.28 0.15*** 0.15** −0.49** 
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.37 0.28 0.09** 0.09** −0.27 0.36 0.36 0.01 −0.00 0.03  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.42 0.27 0.15*** 0.15*** −0.53*** 0.45 0.39 0.06 0.05 −0.16  
 Self-reported shock (H = 1, 𝑁𝐻=1 = 1303) vs none (H = 0, 𝑁𝐻=0 = 1322)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.21 0.13 0.08** 0.10*** −0.27 0.29 0.22 0.07 0.10*** −0.29  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.28 0.19 0.09** 0.08* −0.21 0.33 0.32 0.01 −0.02 0.09  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.28 0.34 −0.06 −0.07 0.29* 0.35 0.36 −0.01 −0.02 0.06  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.32 0.32 0.00 −0.00 0.06 0.40 0.42 −0.02 −0.03 0.08  
 Idiosyncratic shock (H = 1, 𝑁𝐻=1 = 898) vs none (H = 0, 𝑁𝐻=0 = 1727)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.23 0.15 0.08* 0.11*** −0.27 0.29 0.23 0.06 0.08** −0.19  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.27 0.21 0.06 0.06 −0.04 0.32 0.33 −0.01 −0.03 0.15  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.27 0.33 −0.06 −0.07 0.39** 0.32 0.37 −0.05 −0.07* 0.24  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.32 0.32 0.00 0.00 0.11 0.38 0.42 −0.04 −0.06 0.17  
Authors’ calculation. 𝐻 is a binary subgroup indicator defined separately in each panel header. 𝜌𝐻 is the Spearman’s correlation coefficient between SPR and BR, computed for 
the two groups defined by 𝐻 . The two-sided sign-test 𝑝-value for 𝛥𝜌 = 𝜌𝐻=1 − 𝜌𝐻=0 is obtained with cluster bootstrap at the village level (1000 repetitions with replacement). 
𝛾̂𝐻×𝑆𝑃𝑅 is the estimated coefficient from the regression specification 𝐵𝑅 = 𝛾0 + 𝛾1𝑆𝑃𝑅 + 𝛾2𝐻 + 𝛾𝐻×𝑆𝑃𝑅𝐻 × 𝑆𝑃𝑅 + 𝜖, with standard errors clustered at the village level. 𝛽𝐻 is the 
estimated coefficient from the regression specification |𝑆𝑃𝑅 − 𝐵𝑅| = 𝛽0 + 𝛽𝐻𝐻 + 𝑒, with standard errors clustered at the village level. ∗ 𝑝 < 0.10, ∗∗ 𝑝 < 0.05, ∗∗∗ 𝑝 < 0.01.
Table 5
Economic differences.
 Benchmark Rankings (BR) based on:
 Household-level total expenditure Assets

 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻  
 Poorer than in 2019 (H = 1, 𝑁𝐻=1 = 1484) vs others (H = 0, 𝑁𝐻=0 = 1141)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.19 0.16 0.03 0.02 −1.11*** 0.25 0.25 −0.00 −0.00 −0.16  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.27 0.21 0.06 0.05 −0.34** 0.34 0.32 0.01 0.01 −0.02  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.31 0.35 −0.04 −0.04 −0.03 0.36 0.35 0.02 0.01 −0.03  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.35 0.32 0.03 0.01 −0.28* 0.42 0.40 0.01 0.01 0.04  
 Above median village inequality (H = 1, 𝑁𝐻=1 = 1298) vs others (H = 0, 𝑁𝐻=0 = 1327)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.14 0.21 −0.08* −0.08** 0.42** 0.22 0.29 −0.07 −0.08* 0.39**  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.20 0.28 −0.08 −0.08 0.38* 0.31 0.35 −0.04 −0.04 0.17  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.27 0.36 −0.09** −0.09** 0.38** 0.30 0.42 −0.12*** −0.11*** 0.53***  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.28 0.36 −0.08* −0.08 0.41** 0.38 0.45 −0.07 −0.07 0.31  
Authors’ calculation. 𝐻 is a binary subgroup indicator defined separately in each panel header. 𝜌𝐻 is the Spearman’s correlation coefficient 
between SPR and BR, computed for the two groups defined by 𝐻 . The two-sided sign-test 𝑝-value for 𝛥𝜌 = 𝜌𝐻=1 − 𝜌𝐻=0 is obtained with 
cluster bootstrap at the village level (1000 repetitions with replacement). 𝛾̂𝐻×𝑆𝑃𝑅 is the estimated coefficient from the regression specification 
𝐵𝑅 = 𝛾0 + 𝛾1𝑆𝑃𝑅 + 𝛾2𝐻 + 𝛾𝐻×𝑆𝑃𝑅𝐻 × 𝑆𝑃𝑅 + 𝜖, with standard errors clustered at the village level. 𝛽𝐻 is the estimated coefficient from the 
regression specification |𝑆𝑃𝑅 − 𝐵𝑅| = 𝛽0 + 𝛽𝐻𝐻 + 𝑒, with standard errors clustered at the village level. ∗ 𝑝 < 0.10, ∗∗ 𝑝 < 0.05, ∗∗∗ 𝑝 < 0.01.
information flows. However, our urban sample includes only secondary 
towns, which may help explain why our results differ from those found 
in the metropolitan area of Abidjan (Dupas et al., 2024). On the other 
hand, our findings also echo (Hillebrecht et al., 2020), who argue that 
in more urbanized settings, community perceptions of poverty may be 
more closely aligned with consumption-based measures. This may help 
explain why, in our Ethiopian sample, elite and aggregate rankings 
exhibit stronger alignment with benchmark measures in urban areas, 
despite potentially weaker social ties. One possible explanation is that, 
while rural communities benefit from richer social interactions and 
information sharing, they may place greater weight on multidimen-
sional aspects of deprivation that are not fully captured by standard 
consumption- or asset-based measures.
Mixed farming households versus pastoral communities. The second panel 
of Table  3 compares the alignment between SPR and BR across pastoral-
ist (households residing in predominantly pastoral areas and regions, 
namely Afar and Somali) and mixed-farming households (households 
10 
residing in non-pastoralist regions and involved in crop farming or 
livestock activities). A clear and consistent pattern emerges across 
all subjective ranking methods and benchmarks. Concordance is sys-
tematically lower among pastoralist households. This holds for self, 
peers’, elites’, and aggregate rankings, and is particularly pronounced 
for asset-based measures, where differences are large and statistically 
significant. The interaction coefficients confirm this pattern, as they 
are consistently negative and often statistically significant, indicat-
ing weaker alignment between subjective rankings and benchmark 
measures among pastoralist households. The discrepancy regressions 
point in the same direction. Absolute differences between SPR and 
BR are generally larger for pastoralist households, although statistical 
significance varies across specifications. Taken together, the two met-
rics provide coherent evidence that subjective rankings perform worse 
among pastoralist households, both in terms of ordinal concordance 
and in terms of the precision of household placement.

These findings are consistent with existing evidence on targeting in 
pastoralist settings in Ethiopia. Targeting in pastoral communities has 
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Table 6
Effect of incentives and budget constraint on elite-based ranking.
 Benchmark rank (BR) based on:
 Total expenditure Assets

 Elites’ Rank (ER) 0.307∗∗∗ 0.254∗∗∗ 0.336∗∗∗ 0.383∗∗∗ 
 (0.039) (0.055) (0.036) (0.042)  
 CBT: Incentivized vs Hypothetical −0.160 −0.280  
 (0.453) (0.445)  
 ER × CBT: Incentivized vs Hypothetical 0.017 0.031  
 (0.047) (0.045)  
 CBT: Hypothetical vs Rule-based 20 K −0.643 0.257  
 (0.652) (0.544)  
 CBT: Constrained vs Rule-based 20 K −1.603∗∗ −0.291  
 (0.618) (0.571)  
 CBT: Discretionary vs Rule-based 20 K −0.752 0.241  
 (0.642) (0.652)  
 ER × Hypothetical 0.053 −0.047  
 (0.067) (0.056)  
 ER × Constrained 0.145∗∗ −0.003  
 (0.065) (0.059)  
 ER × Discretionary 0.064 −0.046  
 (0.068) (0.069)  
 Constant 6.031∗∗∗ 6.674∗∗∗ 5.778∗∗∗ 5.521∗∗∗ 
 (0.381) (0.528) (0.362) (0.406)  
 N obs. 2625 2625 2625 2625  
 𝑅2 0.102 0.105 0.129 0.129  
Authors’ calculation. Standard errors clustered at the village level. ∗ 𝑝 < 0.10, ∗∗ 𝑝 < 0.05, ∗∗∗ 𝑝 < 0.01. Villages are randomly assigned to one 
of four treatment arms: (i) hypothetical budget (20 K ETB) with rule-based ranking (base group in column 1 and 3); (ii) incentivized (actual) 
budget (20 K ETB) with rule based ranking (base group in column 2 and 4); (iii) incentivized constrained budget (10 K ETB) with rule-based 
ranking; and (iv) incentivized budget (20 K ETB) with fully discretionary ranking. In columns 1 and 3, the incentivized group includes the 
latter three treatment arms.
Table 7
CBT-related factors.
 Benchmark Rankings (BR) based on:
 Household-level total expenditure Assets

 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻 𝜌𝐻=1 𝜌𝐻=0 𝛥𝜌 𝛾̂𝐻×𝑆𝑃𝑅 𝛽𝐻  
 Identified as eligible for transfer (H = 1, 𝑁𝐻=1 = 2130) vs others (H = 0, 𝑁𝐻=0 = 495)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.16 0.18 −0.02 −0.04 0.13 0.24 0.28 −0.04 −0.07 −0.01  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.21 0.30 −0.09* −0.09* 0.24 0.30 0.43 −0.13** −0.13** 0.34*  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.30 0.33 −0.03 −0.11* −0.15 0.34 0.31 0.03 −0.07 −0.06  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.30 0.39 −0.09** −0.13** 0.13 0.38 0.49 −0.11** −0.16*** 0.27  
 Transfer beneficiary in incentivized groups (H = 1, 𝑁𝐻=1 = 1548) vs others (H = 0, 𝑁𝐻=0 = 340)
 𝑆𝑒𝑙𝑓 𝑟𝑎𝑛𝑘 0.18 0.21 −0.03 −0.05 0.08 0.24 0.28 −0.04 −0.06 −0.05  
 𝑃𝑒𝑒𝑟𝑠′ 𝑟𝑎𝑛𝑘 0.20 0.37 −0.16*** −0.17*** 0.48** 0.30 0.49 −0.19*** −0.19*** 0.58**  
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.29 0.37 −0.07 −0.18*** 0.01 0.34 0.32 0.02 −0.08 0.03  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.30 0.46 −0.16*** −0.22*** 0.34* 0.39 0.52 −0.13** −0.18*** 0.38*  
 High experience with targeting (H = 1, 𝑁𝐻=1 = 1816) vs low (H = 0, 𝑁𝐻=0 = 809)
 𝐸𝑙𝑖𝑡𝑒𝑠′ 𝑟𝑎𝑛𝑘 0.33 0.29 0.04 0.02 −0.03 0.38 0.31 0.07 0.06 −0.21  
 𝐴𝑔𝑔𝑟𝑒𝑔𝑎𝑡𝑒 𝑟𝑎𝑛𝑘 0.33 0.30 0.03 0.02 −0.09 0.43 0.38 0.05 0.04 −0.17  
Authors’ calculation. 𝐻 is a binary subgroup indicator defined separately in each panel header. 𝜌𝐻 is the Spearman’s correlation coefficient between SPR and 
BR, computed for the two groups defined by 𝐻 . The two-sided sign-test 𝑝-value for 𝛥𝜌 = 𝜌𝐻=1 − 𝜌𝐻=0 is obtained with cluster bootstrap at the village level (1000 
repetitions with replacement). 𝛾̂𝐻×𝑆𝑃𝑅 is the estimated coefficient from the regression specification 𝐵𝑅 = 𝛾0 + 𝛾1𝑆𝑃𝑅 + 𝛾2𝐻 + 𝛾𝐻×𝑆𝑃𝑅𝐻 × 𝑆𝑃𝑅 + 𝜖, with standard 
errors clustered at the village level. 𝛽𝐻 is the estimated coefficient from the regression specification |𝑆𝑃𝑅 − 𝐵𝑅| = 𝛽0 + 𝛽𝐻𝐻 + 𝑒, with standard errors clustered 
at the village level. ∗ 𝑝 < 0.10, ∗∗ 𝑝 < 0.05, ∗∗∗ 𝑝 < 0.01.
been particularly challenging for many reasons (Sabates-Wheeler et al., 
2013; Lind et al., 2022). For instance, while the PSNP achieved progres-
sive targeting in highland regions, targeting performance was weak in 
lowland and pastoral areas (Coll-Black et al., 2012; Sabates-Wheeler 
et al., 2013). Lind et al. (2022) emphasize that norms of sharing and 
redistribution within horizontal networks may undermine the abil-
ity to distinguish sharply between households, thereby complicating 
targeting efforts. Our results are consistent with this interpretation. 
In pastoralist settings, greater mobility, more dispersed social net-
works, and norms of resource sharing may reduce the observability and 
salience of relative economic differences across households. In contrast, 
mixed-farming households, which are typically more sedentary and 
embedded in denser local networks, may have access to more reliable 
information flows, facilitating more accurate subjective rankings.
11 
Household composition. The third panel of Table  3 compares the align-
ment between SPR and BR across small and larger households. Overall, 
evidence based on total expenditure is mixed and does not reveal a clear 
systematic pattern. A clearer pattern emerges when considering asset-
based rankings. Concordance is consistently lower for small households 
across peers’, elites’, and aggregate rankings, and these differences 
are statistically significant. The interaction coefficients confirm this 
pattern, indicating weaker alignment between subjective rankings and 
asset-based measures among smaller households. This pattern likely 
reflects how household size affects perceived wealth, as economies 
of scale and resource pooling can lead larger households to be as-
sessed differently depending on the benchmark used. In this context, 
smaller households may provide less observable information on asset 
accumulation and long-term wealth, making them harder to assess 
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accurately.18 Households with a smaller size are likely to be newly 
formed households, which may have a short spell of residence in the 
community. Overall, while household size does not appear to play 
a major role when welfare is proxied by consumption, it becomes 
more relevant for asset-based measures, where smaller households are 
systematically more difficult to rank accurately.

4.3. Exposure to shocks

We next examine whether the concordance between SPR and BR 
varies with households’ exposure to shocks. Shocks may affect the 
accuracy of subjective rankings through multiple channels: they can al-
ter households’ observable living conditions, reshape local information 
flows, and influence the salience of deprivation within communities. 
Importantly, different types of shocks may differ in their visibility to 
external evaluators. We begin by focusing on common covariate shocks 
in our setting: violent conflict and drought. About one-third of the 
households in our sample have been exposed to violent conflict in 
the three years preceding the survey, while 48% have been affected 
by drought. Exposure to conflict and drought varies mainly between 
villages, with little variation within villages (Table A12). The first and 
second panels of Table  4 show that concordance between SPR and BR 
is systematically higher among those households affected by covariate 
shocks such as drought and conflict, particularly for peers’, elites’, and 
aggregate rankings, when compared against total expenditure. A simi-
lar, though less uniform, pattern is observed for asset-based rankings. 
Overall, these results suggest that subjective ranking methods perform 
better at capturing the relative economic condition of households af-
fected by covariate shocks, perhaps because these shocks facilitate the 
flow of information and increase the salience of deprivation within 
communities.

We also consider all types of self-reported shocks and explore het-
erogeneities between households reporting exposure to these shocks 
and those not reporting. These self-reported shocks include covariate 
shocks such as drought and idiosyncratic shocks. In contrast, when 
we examine heterogeneity by self-reported shocks, the improvement in 
concordance between SPR and BR is pronounced only for self- and peer-
ranking (third panel of Table  4). Concordance between rankings based 
on consumption and self- and peers’ rankings is statistically higher for 
those households reporting idiosyncratic shocks. The interaction coeffi-
cient is positive and significant for self-rank and peer-rank, confirming 
stronger alignment. However, no comparable pattern emerges for elites’ 
and aggregate rankings, and the interaction terms and coefficients re-
main imprecise and inconsistent. Finally, when we isolate idiosyncratic 
events within the broader category of self-reported shocks — such as 
the death of a spouse or income earner, agricultural shocks (e.g., theft 
or lack of inputs), and discrimination-based shocks — we no longer find 
significant differences even for peers’ and elites’ rankings (fourth panel 
of Table  4). This suggests that idiosyncratic shocks are less observable 
to external evaluators and therefore less likely to be incorporated into 
subjective assessments of deprivation.

To conclude, these findings suggest that the informational content 
of shocks depends critically on their nature. Aggregate shocks, which 
affect large segments of the community simultaneously, increase the 
salience of economic differences and generate shared information that 
facilitates relative comparisons across households. In contrast, self-
reported and idiosyncratic shocks are less observable and may be 

18 Moreover, additional evidence from pairwise rankings (see Table A11) 
suggests that household size predicts both how households are perceived and 
how they evaluate others: larger households tend to be assigned higher posi-
tions but also display more nuanced assessments when acting as evaluators. 
More broadly, demographic composition — such as the presence of children 
or adult males — can shape perceptions of economic status, especially when 
rankings reflect notions of productive capacity (Abay et al., 2026).
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known only within narrower social networks, limiting their usefulness 
for forming consistent community-wide assessments of welfare. As 
a result, while subjective rankings appear to better capture relative 
welfare in the presence of aggregate shocks, their performance does not 
improve systematically in response to more localized and household-
specific economic disturbances. As shown in Table A13, these results 
can be attributed to a closer relationship between peers, which is more 
prevalent in cases of drought. Covariate shocks such as conflict and 
drought might not only affect individual households’ well-being but 
also social dynamics and resource and information sharing within the 
village network. In the context of Ethiopia, covariate shocks such as 
conflict and drought are likely to trigger collective action and encour-
age intra-community support through a number of village associations 
such as iddir and equib (Dercon et al., 2006; Caeyers and Dercon, 2012; 
Abay et al., 2018).19 But, in both cases, the experience of shocks seems 
to make households’ relative conditions more visible. This implies 
that subjective ranking methods can perform relatively better when 
communities are exposed to covariate shocks, indicating their relevance 
and potential to support targeting in data-scarce regions and times.

4.4. Economic conditions and dynamics

Previous studies have shown how individuals and groups may have 
systematic misperceptions driven by some underlying economic-related 
attributes. For example, Hvidberg et al. (2023) find that lower-ranked 
(poorer) individuals tend to overestimate their own position among 
others because they underestimate other people’s income, while wealth-
ier households underestimate their positions because they overestimate 
their peers. This is the so-called ‘‘center-bias’’, also documented in 
Dupas et al. (2024) and Cruces et al. (2013). The presence of center-bias 
in our subjective rankings is clearly shown in the graphical represen-
tation of the correlations in Fig.  2, especially for richer households 
that systematically rank themselves lower than what the benchmark 
measure would require.

Related to relative people’s income, we also examine whether the 
subjective rankings are more effective at identifying relatively poorer or 
richer households within the village. As shown in Table A14, subjective 
rankings better identify the top and bottom terciles of the relative 
welfare and wealth distributions than those in the middle. Building on 
these insights, we extend the analysis to an additional dimension of 
economic heterogeneity — such as intertemporal changes in welfare 
— that is less explored in the literature.
Dynamics in household welfare. By exploiting the panel structure of 
the survey data, we are able to assess the accuracy of subjective 
rankings relative to expenditure- and asset-based rankings collected at 
baseline in 2019. First, we explore the correlation between welfare 
outcomes across the two rounds (2019 and 2023). The intertemporal 
correlations between BR, reported in Table A15, appear to be weak. 
This is not surprising given the stochastic environment households 
face in the four-year gap between the two rounds. Between the two 
rounds, Ethiopia experienced one of the deadliest armed conflicts in its 
history, which has affected households and communities (Abay et al., 
2023). Interestingly, the intertemporal correlation of BR is higher for 
households exposed to conflict with respect to those less exposed, 
suggesting that conflict might crystallize existing inequalities. The low 
correlation between welfare and wealth rankings between 2019 and 
2023 suggests significant changes in the distribution of resources or 
living conditions over the period, plausibly driven by other types of 
shocks (i.e., drought) experienced by a significant share of the sam-
ple (Aragie and Thurlow, 2022). This implies that predicting welfare 
outcomes in such stochastic environments can be challenging. Whether 

19 For example, in the case of Ethiopia, Nigus and Abay (2024) show that 
covariate shocks such as battles encourage cooperation.
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Fig. 2. Subjective vs welfare- and wealth-based ranking.
Authors’ elaboration. Local polynomial smooth plots with 95% confidence intervals. The aggregate ranking used in the plot is the one based on the interaction 
of the three subjective rankings.
the subjective ranking measures respond and capture these dynamics 
is an important empirical question. We find that subjective rankings 
better correlate with contemporaneous (2023) rankings of welfare and 
wealth than with those from 2019 (see Table A16), suggesting that 
observers update (at least partially) their information and beliefs over 
time. Trachtman et al. (2025) found that subjective assessments tend to 
reflect longer-term wealth indicators (i.e., assets) rather than welfare 
metrics that are more sensitive to shocks (i.e., expenditure). While our 
results are consistent with this finding, we also find evidence that, 
despite a stronger reliance on asset indicators, observers do adapt 
their perception to reflect more recent conditions in both wealth and 
consumption. We further show in Table A17 that rankings based on 
past benchmark indicators predict present benchmark rankings simi-
larly to aggregate rankings. For total expenditure, elites’ rank alone 
also performs similarly to past expenditure-based benchmark rankings; 
however, this equivalence does not hold for asset-based rankings. In 
addition to the dynamic component, the first panel of Table  5 exam-
ines how changes in households’ economic conditions are related to 
the alignment between SPR and BR, distinguishing households that 
became poorer relative to 2019 from those that did not. Overall, we 
do not find systematic differences in concordance across subjective 
and benchmark rankings. Households that became poorer are not con-
sistently ranked differently from those that did not, across ranking 
methods and benchmark measures. However, households that became 
poorer exhibit significantly smaller absolute discrepancies between self 
and peers’ rankings and expenditure-based rankings, indicating more 
precise placement (Table  5). This pattern does not extend to elite 
ranking or asset-based measures. Complementary evidence from pair-
wise rankings highlights an asymmetry across the welfare distribution: 
households tend to rank more accurately — relative to the expenditure-
based benchmark — those peers who are wealthier than themselves 
(Table A18), while households that experienced a decline in welfare 
tend to rank themselves, and are ranked by others, more accurately 
(Table  5).

These findings point to two distinct but related dimensions. First, 
cross-sectional differences suggest that higher-status households are 
easier to locate in the welfare distribution. Second, intertemporal 
changes indicate that recent downward mobility is associated with 
higher ranking accuracy. Both patterns are specific to expenditure-
based measures and do not extend to asset-based benchmarks. A 
plausible interpretation is that richer households are more easily iden-
tifiable due to more visible and persistent status signals (e.g., housing 
quality or social standing), and recent deteriorations in welfare are 
more socially visible than improvements, particularly in contexts char-
acterized by widespread shocks, as also discussed in the previous 
subsection.
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Within-group inequality. Economic distance can facilitate or limit un-
derstanding of the economic conditions of others in many ways. For 
example, Dupas et al. (2024) investigate the accuracy of peers’ ranking 
in urban and peri-urban Côte d’Ivoire and suggest that the low correla-
tion with traditional measures could be explained by the high income 
inequality among peers, which might correlate with physical distance 
between peers in these areas. However, large economic differences 
within the group of peers could have the opposite effect of making rela-
tive conditions more visible and therefore more easily incorporated into 
subjective rankings (Premand and Schnitzer, 2021).20 We empirically 
test which force dominates in our context by computing within-group 
inequality using the village-level Gini Index based on households’ per 
capita expenditure. In our sample, the within-village Gini Index ranges 
from 0.18 to 0.69, with an average of 0.33 (Table A1). The second 
panel of Table  5 compares the alignment between SPR and BR across 
households living in villages with above- versus below-median inequal-
ity. Concordance is systematically lower in high-inequality villages. 
This holds for self, elites’, and aggregate rankings; results are similar 
for expenditure- and asset-based measures. Regression-based results 
point in the same direction. Results for asset-based ranking are statisti-
cally weaker but consistent with those for expenditure-based ranking. 
In sum, the three metrics provide coherent evidence that subjective 
rankings perform worse in more unequal contexts, consistent with the 
findings from Dupas et al. (2024). These findings suggest that higher 
inequality may complicate the accurate assessment of relative welfare, 
possibly because larger disparities and more heterogeneous economic 
conditions make it harder for community members to form consistent 
comparisons across households.

4.5. Social networks and spatial proximity

Social networks and spatial proximity can generate at least two 
important effects, which may have varying effects on the accuracy 
of subjective rankings. First, social networks and relationships allow 
observers to know their peers and hence address potential information 
asymmetry. This can create a stronger concordance between SPR and 
BR. Second, social relationships can trigger some level of favoritism

20 Premand and Schnitzer (2021) show that CBT methods perform better 
in settings characterized by high levels of income inequality. However, their 
setting is less unequal than ours, with an average village-level Gini of 0.24 and 
values up to 0.4, and their Gini is based on proxy-means testing scores rather 
than observed consumption. These differences may matter if the relationship 
between inequality and ranking accuracy is non-linear.
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and nepotism (Alatas et al., 2019), especially given that we elicited and 
motivated the ranking exercise based on households’ need for potential 
social assistance. For example, Alatas et al. (2019) show that the fami-
lies and relatives of those assuming local leadership are more likely to 
receive benefits in a social assistance program in Indonesia. Similarly, 
Vera-Cossio (2022) finds that households with direct connection to 
the village council were disproportionately favored in credit allocation 
through the community-based lending program. These tendencies in
favoritism and nepotism are likely to weaken the concordance between 
SPR and BR. We empirically explore the relevance of these forces in 
our context, considering relationships between peers as well as between 
elites and households.

Relationship with and geographic distance between peers. Before starting 
the ranking exercise, the survey elicited relationships between ranking 
households and those being ranked, as well as between elites and 
households. We coded these relationships between ranking households 
(or elites) and those being ranked as follows (in a range from 0 to 6): 
0 if completely unknown; 1 if known (heard of) but not familiar with; 
2 if peers or elites can recognize someone in the family but have never 
interacted; 3 if peers or elites have talked to a member of the family before 
infrequently ; 4 if peers or elites have talked to a member of the family 
before frequently ; 5 if close friend of the family of peers or elites; and 6 for
family member. The distribution of responses across these categories in 
our data, as reported in Table A19, is reasonably intuitive: while a small 
share of households are unknown to peers and elites, most households 
are known, and a few are closely related to peers and elites.

Fig.  3 illustrates how the relationship between observers and ranked 
households relates to discrepancies between welfare-based rankings 
and peer- and elite-based rankings. We construct such relationships 
for rural and urban areas separately. The top panel of Fig.  3 suggests 
three important empirical patterns worth noting. First, discrepancies 
between SPR and BR are highest for those households that are not 
known to observers, highlighting the role of information asymmetry 
in the ranking process. Unknown households are more likely to be 
ranked unfavorably for the potential social assistance, and more so in 
rural areas. The evidence that unknown households face more severe 
‘‘punishment’’ both in rural and urban areas makes SPR vulnerable to 
the presence of information asymmetry about community members’ 
economic conditions. In rural areas, especially, households that are 
related to the observer (family members) seem to be generally ranked 
lower than they should be according to conventional welfare and 
wealth measures. Second, the graph demonstrates that the discrepancy 
between SPR and BR is lowest in the middle of the distribution of 
acquaintance and relationships between peers and households, and 
these patterns hold for both rural and urban areas. Third, the direction 
of bias and associated discrepancies between peer-ranking and BR 
reverses for those households who are family members of the observing 
households. Households that are family members or closely related to 
the observing peers are likely to be ranked favorably for their need for 
social assistance, even more than what their welfare- or wealth-based 
measures would suggest. This points to the importance of favoritism 
and nepotism when social ties and relationships are strong.

We further investigate these patterns using parametric regressions 
and explore whether the pairwise relationship between peers is sys-
tematically correlated with the discrepancy between pairwise ranking 
(𝑝𝑖𝑗𝑣) and benchmark measures. Table A20 shows that, with respect 
to the highest-frequency category (4 – have talked to a member of the 
family before frequently), households with weaker social ties with the 
observer are systematically given a higher rank than their position 
in the welfare or wealth distribution would suggest. These patterns 
reverse when peers are closely related or family members among each 
other. These results confirm the non-parametric results.
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Relationship with village elites and proximity to the village center. The 
relationship between households and elites is coded similarly to peers’. 
However, the six elite members are asked to jointly report only one 
degree of relationship for each listed household—i.e., the closest re-
lationship that any of them has with a member of the household. 
As shown in Table A19, elite members are less likely to report a 
household as completely unknown (only 2.83% of the cases versus 
20.6% for peers), suggesting that elite members have at least a better 
general knowledge of community members. At the same time, elites are 
closely related (family members or friends) to the ranked households 
as frequently as peers are.

The implications of the relationships between elites and households 
on community-based ranking show some similarity with those from 
peer-ranking. In particular, the highest level of difference between 
SPR and BR is observed for households that are not known to elites. 
On average, unknown households are ‘‘punished’’ by elites, in some 
cases even more so than by peers, as shown in the bottom panel of 
Fig.  3. As with the peer-ranking, the least discrepancy between elite-
based ranking and BR is observed in the middle of the distribution 
of relationship, for cases when elites know households but they are 
not close enough or have no familial ties. This is intuitive: some level 
of familiarity with households allows elites to observe their economic 
condition and hence address information asymmetry, but very close 
or familial relationships make elites vulnerable to favoritism.21 The 
strong ‘‘punishment’’ of unknown households by elites is confirmed by 
regression results presented in Table A21.

Finally, as shown in Table A22, proximity to the village center is 
associated with improved performance for elites’ and, to a lesser extent, 
aggregate rankings, with higher concordance and smaller discrepancies. 
This reinforces the interpretation that visibility and centrality within 
the village enhance observability and hence accuracy of rankings that 
rely on general community-level information. Overall, these findings 
suggest that social and spatial proximity among peers, as well as 
between households and elites, might reduce information asymmetry, 
while close relationships can also trigger favoritism.

Concordance after removing ranks assigned to unknown households. Ex-
cluding rankings assigned to households unknown to the observer — 
whether peers or elite members — slightly improves the concordance 
of peers’ and elites’ rankings with household-level expenditure- and 
asset-based benchmarks (Figure A6). To implement this restriction, we 
construct peers’ rankings using only pairwise comparisons from peers 
who report knowing (i.e., having heard of) the household, and we 
exclude from elites’ rankings households that elite members report not 
knowing at all. This reduces the sample by 80 observations, primar-
ily due to households unknown to elite members (75 observations). 
We then re-rank both subjective and benchmark measures within the 
restricted sample to avoid downward bias in correlation coefficients 
arising from gaps in rank positions caused by these excluded obser-
vations. Among known households, peers’ rankings capture relative 
asset wealth nearly as well as elites’ rankings, while still performing 
somewhat worse in capturing expenditure, though this difference is 
not statistically significant. Aggregation of subjective rankings con-
structed from ranks provided only by peers and elites who know the 
household yields results similar to those obtained with aggregate ranks 
based on the full sample of rankings (Figure A6). In particular, aggre-
gate rankings display comparable concordance with expenditure-based 
benchmarks relative to individual subjective measures, and slightly 
stronger concordance with asset-based benchmarks.

21 Another slightly unique pattern we observe is the differences in vulner-
ability to favoritism across rural and urban areas. Favoritism driven by close 
ties or familial relationships appears to be slightly more pronounced in urban 
areas than in rural areas.
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Fig. 3. Differences between subjective and benchmark rankings by relationship strength.
Authors’ elaboration. Relationship: 0 = Unknown household; 1 = Not familiar at all; 2 = Know of/can recognize someone in the family but have never interacted; 
3 = Have talked to a member of the family before infrequently; 4 = Have talked with a member of the family before frequently; 5 = Close friend of family 
member; 6 = Family member/related.
4.6. Community-based targeting participation and experience

As described in Section 2.3, the elite-based ranking was imple-
mented under different treatment arms involving both incentivized and 
hypothetical targeting (ranking) as well as varying budget constraints 
(see Figure A1). Theoretically, these differences can generate three 
sources of variation on the performance of the elite-based ranking in 
terms of capturing welfare and wealth. First, incentivizing the targeting 
and ranking process can theoretically change the behavior and effec-
tiveness of elites in identifying the poor and hence their ranking of 
households, compared to a hypothetical ranking without immediate 
consequences. Second, changes in budget constraints might affect the 
ranking process and outcome. Third, although the average transfer 
to beneficiary households remains small, and hence impacts on con-
sumption expenditure appear to be negligible, access to the transfer 
through the incentivized targeting arm can, in principle, affect the 
welfare-based ranking of households. We empirically test these three 
possibilities by characterizing the relationship between the benchmark 
rankings and the elite-based rankings while also accounting for (and 
interacting with) these variations in our empirical regressions.
Hypothetical versus incentivized targeting. The first and third columns 
of Table  6 show that incentivized targeting (and ranking) does not 
generate meaningful and statistically significant improvement in con-
cordance between elite-based ranking and benchmark rankings. The 
interaction effects involving elite-based ranking and the incentivized 
treatment arm are statistically insignificant.
Constrained versus relaxed budget. The second and fourth columns of 
Table  6 show weak evidence that the concordance between elites’ rank-
ings and expenditure-based measures improves under a constrained 
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budget, suggesting that resource scarcity may enhance targeting accu-
racy according to conventional metrics; however, this pattern does not 
extend to asset-based rankings. When the budget is constrained — so 
that few households receive transfers — elites might pay more attention 
and effort to minimize exclusion error.

Being selected to receive a transfer from the CBT experiment. Across treat-
ment arms, elite respondents identified eligible beneficiaries by ranking 
households according to their perceived level of need and by allocating 
transfers under a predefined budget. Therefore, eligibility and transfer 
receipt emerged endogenously from elites’ targeting decisions. The key 
difference between the control arm and the incentivized arms is that 
the former involved hypothetical allocations, while the latter involved 
the allocation of real transfer funds. As a result, targeting decisions 
in incentivized groups carried direct financial implications for benefi-
ciary households. Importantly, households were not explicitly informed 
about others’ beneficiary status, although such information may have 
been informally learned through communication among households. In 
the control arm, this is unlikely to have occurred since no transfers 
were actually implemented, meaning that unless informed by elites, 
households would generally not know whether they had been identified 
as eligible. In the first panel of Table  7, we compare the accuracy of sub-
jective rankings in capturing benchmark indicators across households 
classified as eligible and non-eligible; in the second panel, we focus 
on incentivized groups and therefore explicitly focus on beneficiaries 
and non-beneficiaries. Eligible households account for roughly 80% 
of households across the four treatment arms (Table A1). Differences 
in the concordance between subjective and benchmark rankings for 
eligible and non-eligible households may arise for several reasons. In 
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the case of elites’ rankings, concordance may vary with elites’ rela-
tive aversion to inclusion versus exclusion errors.22 For self-rankings, 
differences may reflect a perception bias induced by transfer receipt 
in the incentivized arms: being identified as poor through beneficiary 
status may lead eligible respondents to rank their own households 
as poorer. Finally, peers may perceive eligible households as poorer 
than they actually are, particularly in incentivized arms. Alternatively, 
peers may strategically rank eligible households as less poor if they 
believe these households were undeservedly selected as beneficiaries. 
The first and second panels of Table  7 show that concordance between 
elite and benchmark rankings is broadly similar across eligible and 
non-eligible households and across beneficiaries and non-beneficiaries, 
except for lower discordance with expenditure rankings. No differences 
emerge for self-rankings. The only notable divergence concerns peers’ 
rankings, reflected in aggregate measures: concordance is lower among 
beneficiaries for expenditure- and asset-based rankings.
Elites’ experience with targeting. The third panel of Table  7 examines 
whether elite members’ prior targeting experience affects the alignment 
between SPR and BR. Specifically, we compare villages in which at least 
three of six elite members had prior targeting experience with villages 
in which fewer than three members had such experience. We find 
no statistically significant evidence that higher prior targeting experi-
ence improves the concordance of either elites’ rankings or aggregate 
rankings with expenditure- or asset-based benchmarks.

5. Conclusions

This study provides a comprehensive comparative analysis of alter-
native SPR methods and survey-based welfare and wealth measures. We 
administered three commonly used subjective ranking methods as part 
of a large household survey in Ethiopia: (i) self-ranking, (ii) peers’ rank-
ing, and (iii) elites’ ranking. While these methods are widely applied 
in targeting social protection and welfare programs, a systematic com-
parison of their accuracy and concordance with conventional welfare 
outcomes remains limited in the existing literature. We evaluate the 
concordance as well as the potential sources of discordance between the 
three SPR and standard measures of consumption and wealth. We also 
construct and compare alternative methods of aggregating subjective 
rankings to improve their concordance with benchmark well-being 
indicators.

Our findings can be summarized as follows. First, subjective rank-
ings generally exhibit weak concordance with conventional welfare and 
wealth measures, and they are only weakly correlated with each other. 
We also find that the three subjective ranking methods better predict 
household-level than per capita consumption, implying their failure to 
account for households’ demographic size and composition properly, 
information that may not be easily observable. Second, among the three 
approaches, elite-based rankings best capture conventional measures of 
relative poverty, whereas self-rankings show the greatest discordance 
and a strong tendency to underestimate respondents’ own positions. 
Third, and consistent with previous findings (Trachtman et al., 2025), 
subjective rankings are more aligned with wealth-based indicators than 
consumption-based measures. In our context, self, peers’, and elites’ 
rankings correlate more strongly with asset-based measures than with 
expenditure-based measures. This likely reflects the greater temporal 
stability of assets such as housing, land, and durable goods. In contrast, 
consumption expenditures fluctuate due to seasonal income, temporary 
shocks, or short-term financial variability, making them less observable 

22 If elites have a greater aversion to exclusion errors, they may pay more 
attention to the ranking of those who are obviously perceived as needy in 
the village. On the other hand, if elites are more sensitive to inclusion error, 
they might pay more attention to ensure that undeserving households are not 
included or ranked as ‘‘needy’’.
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to respondents. Fourth, a composite ranking constructed by combining 
the three rankings into an aggregate rank only modestly improves the 
concordance with conventional indicators, especially asset-based rank-
ings. Fifth, the performance of these subjective ranking methods varies 
across contexts (rural and urban areas, as well as across highlands and 
pastoralist communities) and in the presence and absence of covariate 
shocks. Interestingly, these subjective ranking methods better capture 
relative deprivation among households exposed to covariate shocks 
such as conflict and drought. We also find that these subjective ranking 
methods perform relatively poorly in capturing relative welfare and 
wealth in pastoral communities. Finally, we offer plausible explanations 
about the heterogeneities in the performance of these methods across 
contexts as well as major drivers of discordance between subjective 
and benchmark rankings, including information asymmetry, favoritism 
(in peers’ and elites’ rankings), and dynamic evolution of economic 
conditions of households.

Overall, our results provide important insights into the potential 
and limitations of SPR in capturing conventional welfare- and wealth-
based ranking measures. The unique comparison of self, peer, and 
elite rankings, along with the analysis of the sources of discrepancy in 
these rankings, offers important lessons that can inform the targeting 
of welfare and social protection programs, especially in data-scarce 
contexts. For example, the generally weak concordance between sub-
jective measures and conventional welfare-based ranking suggests that 
targeting based on these subjective measures would be prone to sub-
stantial inclusion and exclusion errors. However, the slightly better 
performance of elite-based ranking compared to the other methods 
justifies its relevance in actual targeting for data-scarce settings, es-
pecially given that implementing elite-based ranking appears to be 
the least costly. Similarly, the evidence that these subjective rankings 
are better correlated with conventional measures of deprivation dur-
ing shocks (conflict and drought) is encouraging and confirms their 
potential and rationale for deploying them to identify those affected 
by covariate shocks. Finally, the evidence that these methods correlate 
better with overall consumption than per capita consumption can imply 
that they should only be used for household- and not individual-level 
targeting. The substantial deviations between subjective and conven-
tional welfare-based rankings, as well as the heterogeneities across 
contexts and social connections, point to the usual criticisms related 
to elite capture and favoritism in elite-based targeting (Bardhan and 
Mookherjee, 2005; Alatas et al., 2019; Basurto et al., 2020; Vera-Cossio, 
2022). Consistent with these patterns, we find suggestive evidence of 
favoritism toward closely related households, as well as information 
asymmetry associated with unknown households.

Finally, future research may investigate what subjective ranking 
methods actually capture. Similarly, examining the dynamics associ-
ated with these subjective rankings and their responsiveness to eco-
nomic shocks and policy interventions merits further research. Longi-
tudinal data on SPR are needed to provide valuable insights into the 
dynamics of poverty perceptions, the effectiveness of interventions, and 
the psychological and community-level impacts of alternative inter-
ventions. These insights are essential for effective utilization of these 
methods in the design of responsive social protection programs.
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