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Abstract

Edge computing is an emerging network paradigm based on the idea of
moving computational and storage resources closer to the end users. This type
of architecture can bring a variety of benefits compared to the traditional cloud-
based one, such as lower latency, higher throughput, increased privacy, and re-
duced congestion of the Internet core. However, making an effective use of edge
computing requires to monitor the performance of the network, e.g. to take ap-
propriate decisions about if and where computation should be offloaded, or
which server in the edge-cloud continuum is more suitable for a given opera-
tion.

Most of the existing networkmeasurementmethods and tools are not specif-
ically designed to operate in an edge computing scenario. For this reason, mech-
anisms aimed at collecting network metrics in an edge environment have been
first designed and then used to collect experimental data in a realistic testbed.
Network measurements can also be useful at design time, e.g. to evaluate dif-
ferent edge/cloud solutions by means of trace-driven simulations, as discussed
in this thesis. The energy needed by client devices to communicate with edge or
cloud resources is another important aspect, since such devices, which include
smartphones and IoT nodes, are generally battery-operated. To better under-
stand how the edge computing paradigm impacts the energy needed to com-
municate, an analyticalmodel of a request-response communication schemehas
been defined. Themodel highlights that the improved latency of an edge server,
compared to a cloud one, can reduce the energy needed by clients. Energy sav-
ings are particularly significant when communication takes place according to
a connection-oriented protocol.

This thesis also looks at the path between client nodes and cloud resources
from a purely topological perspective. Traceroute is the most commonly used
tool, not only for network diagnostics, but also for discovering all the nodes
towards a server. We evaluated the discovery capability of three variations of
TCP-based traceroute. The first version is the classical one and uses SYN seg-
ments as probes. The other two versions operate on a connection already estab-
lishedwith a server and useDATA andACK segments as probes. This is done to
possibly bypass traceroute suppression mechanisms or firewalls. Experimental
results show that using different types of probes is useful to obtain a richer view
of the path towards network resources.
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Chapter 1

Introduction

Over the past decade, the amount of data generated by mobile devices has seen a
significant growth, and this trend is expected to endure for the next years (Ericsson
Mobility Report, 2021). This increasing amount of data transmitted, combined with
the growing number of web services provided, has pushed the design of the Multi-
access EdgeComputing (MEC) architecture, which basically extends the centralized
cloud architecture, distributing computing and storage capabilities at the edges of
the network.

1.1 Multi-access Edge Computing
MEC (ETSI, 2018; Kekki et al., 2018) is a network paradigm that enables the shifting
of storage and computing capabilities from centralized remote clouds to points of
the network closer to end-users (Campbell, 2019; Pan andMcElhannon, 2018). Edge
servers may be placed on Base Station (BS) (Guo et al., 2018) or a few hops from
them (i.e., on Internet of Things (IoT) gateways (Bellavista et al., 2019) or on other
devices belonging to the network operator (Liu et al., 2020a)).

This kind of network architecture introduces several benefits when compared
with the classical cloud architecture (Campbell, 2019; Taleb et al., 2017; Filippou
et al., 2020). Firstly, edge servers provide lower latencies than cloud servers. This
is particularly important for applications that have particularly stringent latency re-
quirements such as online gaming (Zhang et al., 2019), Augmented Reality (AR)
(Braud et al., 2017a), Virtual Reality (VR) (Braud et al., 2017b), and connected ve-
hicles communications (Giust et al., 2018; 5GAA, 2017). Secondly, the use of edge
servers allows obtaining higher throughput, providing several advantages to appli-
cations that need to send or receive considerable amounts of data, such as real-time
video analytics (Wang et al., 2018) and other multimedia applications (Qadri et al.,
2020). Thirdly, when a client is communicating with an edge server, data packets
do not need to cross the public Internet. This has implications for the privacy of

11



12 Introduction

user’s data(Caprolu et al., 2019), which is a critical aspect for industrial 4.0 applica-
tions (Zheng and Cai, 2020; Krupitzer et al., 2020; Industrial Internet Consortium,
2019; 5G-ACIA, 2019; Reznik et al., 2018) or for other applications based on sensi-
tive data (i.e., healthcare applications (Nauman et al., 2020), facial/behavior recog-
nition (Wang et al., 2017), and so on). Furthermore, since the adoption of edge
servers ensures that data no longer has to leave the operator’s network, the use of
edge servers can diminish congestion within the core Internet network.

It should be also remarked that in this type of architecture the destination serv-
ers can be chosen among multiple servers placed in both edge and cloud networks.
Finding server placement and orchestration strategies that are local and globally
optimal is a convoluted optimization problem. Such optimization problems should
consider multiple factors such as application requirements, network load, energy
consumption, andprivacy constraints. However, current networkperformancemea-
surement strategies are designed for end-to-end applications running on cloud serv-
ers. In fact, in a MEC architecture, the client can interact with a myriad of servers
located in different parts of the infrastructure. For this reason, assessing the per-
formance of relevant network segments separately may be more beneficial than col-
lecting the performance of the entire path. For example, by considering the metrics
between the client and the BS and between the BS and a target server, it is possi-
ble to isolate the performance of the wireless link from that of the wired part of
the path. Using this type of knowledge, an orchestrator may take application place-
ment decisions without considering the wireless link, which is common to all the
possible paths between the client and both edge and cloud servers. Additionally, by
combining networkmetrics collected on different network segments, it is possible to
estimate the performance between the clients and both edge and cloud servers with-
out repeatingmeasures on some segments (e.g., the wireless link can bemeasured a
single time). Consequently, they do not provide measurement methodologies that
are appropriate for the systematic collection of metrics within the MEC environ-
ment. Consequently, they do not provide measurement methodologies that are ap-
propriate for the systematic collection of metrics within the MEC environment. For
example, runtime networkmetrics calculated between the client and the application
server can be used to assess whether the current deployment continues to meet the
application requirements or if some changes in the network conditions require to
relocate the application server. Alternatively, runtimemetrics collected between the
client andmultiple application servers can be compared to assesswhether a different
placement is able to introduce additional benefits (e.g, diminishing theworkload on
the edge node or decreasing the energy consumption). Similarly, metrics calculated
between edge and cloud servers can be used to assess the cost of propagating data.
Then, with the objective of gathering network performance metrics for the network
segments that connect Terminal Nodes (TNs) and application servers, running on
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both MEC and cloud networks, and the network segments that connect edge and
cloud servers a measurement tool called MECPerf was developed.

In the literature, several works attempt to study how the use of a MEC infras-
tructure can have an impact on the performance of applications running on TN. In
fact, offloading part of the operations to edge (or cloud) nodes can bring different
benefits to constrained devices such as smartphones, IoT nodes, and other similar
devices (Srinivasa et al., 2019). For example, the transfer of complex tasks allows
to run computationally demanding applications on devices that normally would
not have enough computational capabilities to run them (Hao and Wang, 2019; Za-
hed et al., 2020; Li et al., 2021a). Additionally, a node with sufficient computing
capacity may still choose to transfer a task in order to save power and extend its
battery life. In fact, it is important to note that constrained devices are generally
also battery-powered. Therefore, the reduction of energy consumption is often a
non-negligible requirement, while communication is an energy-demandingprocess.
Consequently, a trade-off between task offloading and the optimization of commu-
nication operations is required. Energy consumption optimization strategies in the
MEC environment are still an open research problem (Jiang et al., 2020) that could
affect not only the lifetime of the device but also the environmental impact of the
entire system. The second part of this thesis was devoted to evaluating how com-
munication latency can affect the energy consumption of a constrained Long Term
Evolution (LTE) end-device.

1.2 Understanding the paths towards remote cloud
servers

Finally, the last part of this thesis is aimed at studying network paths between TNs
and remote application services. Awidely adoptedmechanism for identifying hosts
belonging to the path that connects two hosts is the one based on traceroute. The
original implementation, developed by Van Jacobson, relies on UDP probes sent to
a target host, while other variants have been added in the following years. Basically,
the traceroute procedure is based on the use of IP packets, manipulating their Time
To Live (TTL) header fields. The procedure is based on the assumption that a packet
should be dropped whenever it is received by a router with TTL equal to 1. In ad-
dition, an ICMP Time Exceeded(Postel, 1981) message should be sent to the sender.
At this point, the sender can correlate the IP address of the source router, obtained
from the ICMP message, with the TTL value that elicited the ICMP message. In-
stead, different mechanisms are adopted to detect the target machine, depending
on the version of the traceroute used. For instance, the target hosts reply to UDP-
based probes using ICMP Port Unreachable messages, to TCP-based probes using
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a TCP SYN + ACK or a TCP RST packets, and to ICMP-based probes using ICMP
Echo Reply messages.

Investigating the topology of the Internet is a challenging task(Luckie et al., 2008a)
and numerous papers in the literature have attempted to use traceroute-basedmech-
anisms to carry out this type of investigation (claffy et al., 2009; Gregori et al., 2018;
Madhyastha et al., 2006; Shavitt and Shir, 2005; Luckie et al., 2008b). For example,
some routers may not send any ICMP packets, or they may only send them only
under specific conditions (e.g., when their workload is low or when a given request
rate was not exceeded). Additionally, firewalls, traffic shapers, and other similar
machines are capable of identifying traceroute traffic using deep packet inspection
techniques. Therefore, in some domains, probes and ICMP Time Exceeded mes-
sages can be eliminated according to completely arbitrary policies, even if these prac-
tices are prohibited within the European Union as they conflict with net neutrality
principles(Guidelines on the Implementation by National Regulators of European
Net Neutrality Rules , 2016). In any case, if packets are dropped at some point, the
last part of the Internet path will be undetectable by traceroute-based mechanisms.
Therefore it is important to implement mechanisms capable of circumventing these
classification and filtering mechanisms. With this objective, a traceroute variant has
been conceived. Basically, the main idea behind this mechanism is based on alter-
nating probe messages and legitimate application data. In other words, the probe
messages are sent together with the application data using an already established
TCP connection. The goal of this mechanism is to conceal the probes, making them
appear as genuine application data and bypassing possible classification and filter-
ing machines.

1.3 Contributions
In the following the contribution of this thesis will be outlined:

• A tool for the collection of network-related performance metrics in a MEC en-
vironment was designed. The tool, called MECPerf, was used during an ex-
tensive measurement campaign that involved various measurement methods.
Experiments were carried out in a testbed participating in a Fed4Fire+ project
funded by the European Commission within the H2020 program. Finally, the
dataset containing the collected metrics has been made publicly available.

• Two analytical models aimed at estimating the energy consumption of TNs
operating within a MEC environment using LTE connections were designed.
The former is an analytical model specifically designed for connectionless ap-
plications. Instead, the latter is a hybrid model designed for evaluating the
consumption of connection-oriented applications. Indeed, the hybrid model
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integrates the ideas behind the analytical model with a set of experimental
measurements, in order to adapt to the increased complexity of TCP connec-
tions. These two models have been used to compare the energy consumption
of a TN communicating with an edge server and the energy consumption of
a TN communicating with a cloud server. Results show that in many cases an
edge-based placement of the server is more energy efficient.

• A traceroute variant operating at the application level has been proposed. The
tool called camouflage traceroute (camotrace) aimed to study the network
path that connects a source node and a destinationWeb server using as probes
HTTP requests and acknowledgment packets sent over previously established
TCP connections. Fundamentally, the purpose of this tracerouting mecha-
nismwas to persuade firewalls to classify probes as normal application traffic,
avoiding filtering events.

1.4 Outline
This thesis is organized as follows.

First, Chapter 2 summarizes the relevant literature concerning the comparison of
performance in edge- and cloud-based environments, analyzing offloading strate-
gies, publicly available datasets containing edge computing data, benchmarking
tools for edge computing platforms, and emulators and simulators of edge network
systems. Then, some works that attempt to assess the energy consumption of LTE
TNswill be discussed. Finally, this chapter will concludewith an overview of works
based on the study of the topology of the public Internet.

Chapter 3 will briefly illustrate the MEC architecture. Then the types of metrics
that can be collected and the main idea behind their collection will be explained.

Chapter 4 will present MECPerf. First of all, the software modules that compose
MECPerf and their integration within a MEC architecture will be explained. Then,
MECPerf was used during an experimental campaign aimed at collecting network
metrics according to different methods in a MEC environment. The design of the
experiments and the metrics collected will be debated in Chapter 5. Finally, some
considerations regarding the computational load of MECPerf will be given in Ap-
pendix A.

Chapter 6 will illustrate the MECPerf Library, an Application Programming In-
terface (API) developed to allowprogrammers to easily access theMECPerf dataset,
which contains all the metrics collected during the European project. This Chapter
will conclude with a simple example of the usage of the library.

Chapter 7 will investigate how an edge-based architecture can affect the energy
consumption of an LTE TN operating in aMEC environment according to a request-
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response schema. Precisely, first I will provide a Finite State Machine (FSM) model
of the LTE interface. Then, analytical and hybrid energy-consumption models will
be provided. The twomodels will be used to assess the energy consumption of both
connectionless and connection-oriented applications. Finally, the Chapter will con-
clude with a comparison of the consumption of a TN interacting with both edge and
cloud servers, considering multiple amounts of data transmitted, multiple applica-
tion periods, multiple server-side computation delays, and multiple RTTs.

Chapter 8 will illustrate the implementation details of camotrace, debating both
the HTTP- and the ACK-based probes methods. Then, after a validation measure-
ment campaign, the discovery capabilities of camotracewill be comparedwith those
of the TCP traceroute.

Finally, Chapter 9 will conclude this thesis.



Chapter 2

Background

In the last few years, the edge computing network paradigm(Bellavista et al., 2019)
has received considerable attention in different research fields, such as computation
offloadingmodeling (Lin et al., 2020a), resource management (Hong and Varghese,
2019), communication (Porambage et al., 2018), and service orchestration (Taleb
et al., 2017).

2.1 Compare Edge- and cloud-based performance
Some works tried to assess the advantages introduced by edge computing elements
quantitatively.

For example, Vilela et al. (2019) presented a 3-layer architecture for a Fog Com-
puting system in a healthcare environment. The proposed architecture was formed
by a sensor network, a middle (fog) layer, and a remote cloud infrastructure layer.
The results were compared with a traditional cloud computing solution. As a re-
sult, the authors found that the energy consumption and the communication la-
tencies can be reduced by executing the tasks into the fog layer. Another compar-
ison between edge computing and traditional cloud-based architectures was pre-
sented by Hu et al. (2016a). The benefits introduced by the edge-computing in-
frastructure have been evaluated regarding response time and energy consump-
tion metrics. The experiments were conducted considering the offloading of both
processing-intensive and latency-sensitive applications and using different network
configurations and access technologies (i.e., Wi-Fi and cellular technologies). The
results showed that all the considered metrics enhanced when computations were
offloaded to the edge nodes.

SOUL (Jang et al., 2016) is an application framework intended for Android de-
vices. It aimed to aggregate multiple sensors on different devices transparently to
the programmer, moving on edge nodes the computational load of sensor-based
applications. The SOUL architecture is based on two main blocks called SOUL en-
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gine and SOUL Core. The SOUL Engine is executed on mobile devices and was in
charge of aggregating virtual sensors and virtual actuators. Instead, the SOUL Core
is implemented in edge nodes, and it is in charge of applying access control policies,
storing into a database the data collected from sensors, and distributing the load
of constrained devices. Results based on micro-benchmarks have shown that over-
head, scalability, and power consumption metrics achieved by SOUL are better than
those achievable by standard approaches.

The adoption of an edge-based solution in vehicle-to-pedestrian systems has
been studied by Nguyen et al. (2020). In this type of environment, collision detec-
tion algorithms can use contextual information generated by cars and users’ smart-
phones to prevent dangerous situations. The study evaluated the cost and the ben-
efits of offloading tasks from the smartphone to the edge, considering battery con-
sumption and processing time. Then, otherworks concerning the benefits ofmigrat-
ing applications from remote clouds to edge nodes in a Vehicle to Everything (V2E)
scenario can be found in (Napolitano et al., 2019), (Emara et al., 2018), and (Quadri
et al., 2022). Precisely, Napolitano et al. (2019) presented a warning system capable
of gathering context information from all the road users, notifying vulnerable users
(e.g., pedestrians, bicyclists, and other non-motorized vehicles) whenever a poten-
tially dangerous situation is detected. The results showed that the introduction of
the edge can reduce the time needed to propagate information. Similarly, Emara
et al. (2018) studied the impact of a MEC infrastructure on end-to-end latency met-
rics. The simulation-based results demonstrated that the introduction of edge nodes
can reduce end-to-end latency by up to 80% when compared to the conventional
cellular network architecture. Finally, Quadri et al. (2022) studied the feasibility of
migrating platooning control applications from vehicles to edge hosts considering
the impact of delay metrics, packet losses, coverage holes, and the scalability of the
system.

To conclude, De Vita et al. (2021) show DeepLeaf, an Artificial Intelligence (AI)
application based onConvolutional Neural Networks (CNN) and deployed on edge
nodes. To fulfill the hardware constraint of edge nodes, the application uses a dy-
namic K-Means-based compression algorithm to reduce the memory footprint of its
Deep Neural Networks (DNN) model.

Offloading strategies
In recent years, a large number of articles concerning task offloading strategies have
been presented in the literature. For example, Xu et al. (2019a) shows an offload-
ing strategy for deep-learning applications. The offloading decisions are based on
a heuristic algorithm aimed at minimizing the offloading transmission delay and
maximizing the number of offloaded tasks. Instead, iTaskOffloading (Hao et al.,
2019) was another offloading decision scheme for AI applications. Differently from
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the previous work, iTaskOffloading supports the offloading of tasks from TNs to
both edge and cloud nodes. Offloading decisions are computed using a cognitive
engine that considers a multiplicity of factors (i.e., latency, computing, and storage
requirements) to minimize the time needed to execute the task and the energy con-
sumption.

Cheng et al. (2020) presented an offloading strategy forAutomatic SpeechRecog-
nition (ASR). The tool provides two different offloading methods. In the first case,
the TNs can offload the task to the cloud, which executes the task entirely. Other-
wise, they can offload the task to an edge node, which only extracts the features of
the audio during a pre-processing phase. Then, the extracted features were sent to
the cloud for further processing. Instead, Yang et al. (2020) presented EdgeRNN,
a speech recognition tool developed to run on edge devices. EdgeRNN performed
speech recognition tasks by combining 1-Dimensional Convolutional Neural Net-
works (1-D CNN) with Recurrent Neural Networks (RNN) based on spatial and
temporal features.

Offloading strategies based on deep reinforcement learning solutions have been
studied by Rahman et al. (2020) and Nath and Wu (2020). Precisely, Rahman et al.
(2020) presented an offloading mechanism that minimized the overall latency, con-
sidering both power consumption and computing capabilities constraints. The re-
sults, obtained through simulation, showed that the proposed method can achieve
lower delays than other well-known benchmarking schemes. Instead, Nath andWu
(2020) presented an offloading strategy for cache-assisted MEC systems. Funda-
mentally, in this type of system, the edge nodes can store popular task data in their
caches. This reduces both the latency and the energy required to compute offloading
operations as popular tasks have not to be uploaded to edge nodes.

Zhao et al. (2020), Liu et al. (2020b), and Xu et al. (2019b) analyzed privacy-
related problems. The analysis conducted by Zhao et al. (2020) studied an offload-
ing strategy based on artificial neural networks and genetic algorithms. The model
was computed under the assumption of having an attacker capable of monitoring
the offloaded tasks by hacking the edge nodes. This vulnerability could lead to sev-
eral privacy-related problems. For example, by monitoring the frequency at which
the user offloads his tasks, an attacker may be able to discover the user’s identity.
Instead, Liu et al. (2020b) and Xu et al. (2019b) investigated about the secrecy of
the offloaded data. The former paper(Liu et al., 2020b) showed a framework, called
DataMix, strived to guarantee the privacy of the user data. DataMix was based on
the assumption that cloud servers should be considered malicious nodes unable to
meet privacy constraints, while edge nodes can be trusted. Consequently, the ma-
licious clouds should not receive user data in clear. However, they cannot be fully
decommissioned as edge nodes with poorer capabilities may not be sufficient to ex-
ecute users’ tasks. Then, to solve the problem, an inference process composed of
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three phases was proposed. During the first phase, raw inputs were sent in clear to
a trusted edge node. At this stage, the trusted edge is able to mix together multiple
different inputs in order to anonymize them. During the second phase, the mixed
data was then sent to a classifier running in the untrusted cloud. Finally, during
the third and last phase, the aggregated output is post-processed on an edge node
in order to generate a result for every single original input. Instead, an offloading
decision strategy based on a privacy entropymodelwas studied by Xu et al. (2019b).

Open Data on Edge Computing
In the following, some open datasets of edge applications will be discussed.

Toczé et al. (2020) used a prototype testbed to conduct a set of experiments aimed
to study Mixed Reality (MR) applications in an edge computing environment. The
data collected during the experiments was made publicly available for further stud-
ies. Similarly, Toczé et al. (2020) publicizedworkload traces regarding speech-based
andMR edge applications, while the dataset in (Rashed, 2019) contains data related
to both the placement and the execution of functions in a mixed cloud-edge clus-
ter. Similarly, the dataset in (Rashed and Rausch, 2020) published Machine Learn-
ing (ML) applications traces collected using a real testbed and several functions.
Then, the execution time and the time required to transmit the data were published
for each considered function. Furthermore, the collected traces were used to evalu-
ate different container scheduling strategies for serverless edge computing (Rausch
et al., 2021). A different dataset containing statistics about the edge-based architec-
ture can be found in (Apostolis, 2020). Instead, state machine replication perfor-
mance was analyzed in (Yan et al., 2020). Also for this case, the latency traces ob-
tainedweremade publicly available. However, differently from the previous works,
these traces belong to six different remote clouds and did not include any edge met-
rics. Finally, Lin et al. (2020b) presented a different approach based on generative
adversarial networks. Basically, the tool called DoppelGANger aimed to generate
synthetic datasets and required a minimal level of knowledge.

Benchmarking Edge Computing Platforms
EdgeBench (Das et al., 2019) is a benchmarking framework for serverless edge com-
puting systems. The paper shows a comparison between two commercial edge in-
frastructures (i.e., AWSGreengrass andAzure IoT Edge). Instead, a different bench-
marking framework calledDeFogwas presented byMcChesney et al. (2019). DeFog
aimed to compare the performance of fog- and cloud-based platforms. Benchmark-
ing operations were performed using various containerized applications, including
speech-to-text, real-time face recognition, and video streaming applications. Appli-
cations can be evaluated considering three different execution modes (i.e., a cloud-
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only, a fog-only, and a mixed cloud-fog mode). In addition, the framework col-
lected heterogeneous metrics such as the latency observed, the number of CPUs/-
cores, the execution time, and the number of bytes transferred. Instead, a different
work (Yeganeh et al., 2020) studied the performance of cloud providers by consider-
ing three distinct connectivity options. Precisely, connections based on (i) the public
Internet, (ii) private Cloud connectivity, and (iii) third-party private providers had
been taken into account. However, the active metrics collected by this framework
did not focus specifically on the edge concept.

Finally, the lack of publicly available benchmarkswas highlighted byMcChesney
et al. (2019). The authors stated that this could make comparing fog/edge- and
cloud-based solutions more difficult.

Edge Computing Emulators and Simulators

Applications and network protocols can be tested through the emulation of an edge
network, while simulators are more suitable for evaluating, and possibly tuning, the
impact of both design choices and operational parameters. In the following, some
edge emulators and simulators will be analyzed.

openLEON (Fiandrino et al., 2019) is an emulator for edge data centers. More
in detail, openLEON uses srsLTE (Gomez-Miguelez et al., 2016) to emulate the
wireless segment that connects TNs and the edge data centers, while Container-
net (Peuster et al., 2016) is used to emulate the data center. However, it is relevant
to note that openLEON is not a fully-software solution as it includes some hardware
devices.

Fernández-Cerero et al. (2020) presented a simulator designed for experiment-
ing with orchestration strategies for clusters of edge nodes. The simulator supports
centralized, distributed, and hybrid orchestration models. Additionally, clusters
could be powered on and off independently from each other, using different strate-
gies based on efficiency and performance metrics at both network-/cluster-level.
FogNetSim++ (Qayyum et al., 2018) is an OMNeT++-based simulator. It allowed
researchers to evaluate task scheduling algorithms, and it considers a multiplicity
of factors such as fog nodes utilization, Service Level Agreements (SLAs), and han-
dover events. Instead, iFogSim (Gupta et al., 2017) aimed at evaluating the perfor-
mance of IoT fog applications, considering multiple cost metrics (e.g., power con-
sumption, latency, network congestion, etc.). In addition, different placement strate-
gies have been provided. EdgeCloudSim (Sonmez et al., 2018) is a CloudSim-based
simulator. It was intended for the evaluation of Virtual Machines (VMs) orchestra-
tion strategies, resource management, and task offloading. Finally, the YAFS (Lera
et al., 2019) simulatorwas aimed to study IoT fog scenarios. YAFS allows researchers
to define network topologies, even complex ones, by importing from CAIDA and
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BRITE. However, the defined network topology is characterized by links with fixed
bandwidth and latency metrics.

The key characteristics of both emulation and simulation platforms listed in this
Section have been summarized in Table 2.1. Observing the table it is evident that
most of the described tools have relatively simple network models. For example,
the transport, network, data-link, and physical layers are not included in the model
for most of the tools analyzed, while the communication is characterized by simple
(and often deterministic) bandwidth and delay models. However, links character-
ized by realistic bandwidth and latency metrics are decisive prerequisites for prop-
erly simulating an edge network. For example, wireless links connecting TNs and
edge nodes could introduce intermittent distortions that could provoke significant
changes in the observed metrics, while this variability has a smaller effect in a cloud
scenario characterized by longer-haul links with higher latency. In the literature,
there are some simulators characterized by more complex network models. For
example, ECSim++ (Nguyen and Huh, 2018), a simulator based on OmNET++,
simulates the network stack in its entirety. However, some parts of the MEC in-
frastructure may still not be easy to model (e.g., the backhaul connections and the
presence of cross-traffic).

Open problems and filling the gap
As debated in this Section, a number of articles compared the performance of edge-
and cloud-based solutions. However, such works sporadically took into account
the effect of different network conditions. Moreover, as explained by Kolosov et al.
(2020) most of the edge-based datasets are based on computing aspects and did not
represent the MEC environment realistically. In the literature, other works take into
account network parameters. For instance, Harutyunyan et al. (2019) investigated
the problem of finding a latency-aware placement of service function chains. The
model was computed using Integer Linear Programming (ILP) techniques under
the assumption of knowing the capacity of the links between edge nodes and the
centralized cloud. Instead, for hierarchical edge networks, bandwidth information
of relevant network segments was considered by Tong et al. (2016). These papers
highlight the importance of collecting networkmetrics at runtime in order to ensure
to the end-users an adequate Quality of Experience (QoE), especially when appli-
cations with strict latency or high bandwidth requirements are considered. Further-
more, these works show how important it is to have public datasets built upon real
experiments. In fact, for example, they make possible to compare different edge ap-
plications under the same scenario, or they can be used to evaluate the performance
of an application when there is no real edge infrastructure at all.

To fill this gap, an extensive measurement campaign strived to collect network
performance metrics in a MEC environment has been performed. The tool and the
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experimental setups adopted will be described in Chapters 4 and 5, respectively.
Moreover, the dataset containing all the collected metrics was distributed on Zen-
odo(MECPerf experimentation results, 2020).

2.2 Evaluating the energy consumption of a Terminal
Node in an edge-computing system

Energy evaluation of task offloading strategies

A performance evaluation of a three-tier fog network for IoT applications has been
presented by Sarkar et al. (2018). The proposed schema considered service latency,
power consumption, and CO2 emission metrics. In particular, the overall power
consumption has been split into the power consumed to forward packets, perform
computation, store data, and migrate applications to the cloud. In contrast, latency
has been divided into the time needed to transmit and process the data.

Pei et al. (2020), and Zhang et al. (2018) investigated upon task offloadingmech-
anism for hierarchical edge computing networks. Basically, in this sort of network,
the edge servers can be deployed on both Small Base Stations (SBSs) andMacro Base
Stations (MBSs). Generally, SBSs are placed nearby of TNs and are distinguished
by limited computing capabilities and low latencies. So they are more suitable for
computing tasks with strict latency requirements. Conversely, MBSs are generally
placed farther than SBSs, but they are also more powerful. This means that they
could be more appropriate for executing tasks with heavy computational and loose
latency requirements. In the former paper (Pei et al., 2020), tasks can be partially
offloaded to both SBSs andMBSs. The offloading strategy aimed to compute the op-
timal workload placement characterized by the minimum energy consumption and
constrained latency. Instead, the algorithm proposed in the latter paper (Zhang
et al., 2018) aimed to compute the optimal computation offloading that minimizes
the weighted sum of energy consumption and the task latency. Furthermore, the
model also considers the residual amount of energy stored in the battery of the TN.

The work presented by Hu et al. (2016b) tested multiple applications with dif-
ferent computational and communication requirements, considering a smartphone
with LTE and Wi-Fi connectivity capabilities. The results showed that an edge sce-
nario can diminish both the energy consumption and the response delaywhen com-
pared with the local execution of tasks. Conversely, when far cloud servers charac-
terized by high RTT are considered, the local execution is demonstrated to be the
best approach in terms of both response delay and energy consumption.

Finally, other works concerning optimal energy-aware offloading schemes in a
MEC environment can be found in (Mazouzi et al., 2019) and (Li et al., 2021b).
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Energy Models for an LTE Interface
An overview of thework concerningmodels for a generic LTE network interfacewill
be discussed in the following. These models make feasible to analytically estimate
the energy consumption of network transmission, a problem that would otherwise
require expensive and complex hardware devices such as the monsoon power mon-
itor (Monsoon Power Monitor, 2022).

In the literature, several works described the LTE interface as a 4-state FSM (Hu-
ang et al., 2012; Chen et al., 2015). For example, the former work (Huang et al.,
2012) has presented a methodology to infer the operational parameters of the FSM.
A subsequent validation phase showed that the model and the inferred parame-
ters exhibited an error rate below 6%. Instead, the latter work (Chen et al., 2015)
compared the energy consumption of Wi-Fi, LTE, and 3G interfaces. Precisely, the
CPU, GPU, and screen consumption have beenmodeled using utilization-basedmod-
els, which assume that a component’s energy consumption is strictly related to its
utilization level. Instead, the three network interfaces weremodeled using three dif-
ferent FSMs. Finally, the overall energy consumption has been computed using real
traces belonging to 1520 smartphones from 56 countries. This approach was used
to assess the relationship between users’ behaviors and energy consumption. As a
result, the authors found that Wi-Fi and cellular interfaces required approximately
7.0% and 24.4% of the overall energy, respectively.

Fundamentally, some states of the LTE FSM are based on the Discontinuous Re-
ception (DRX) mechanism, which basically consists in the interleaving of sleeping
and wake-up periods. The DRXmechanism is fundamental for lowering the energy
consumption of the interface, however, it must be not too aggressive to meet trans-
mission latency constraints. Therefore the balancing of DRX parameters is a crucial
problem widely investigated in the literature. For example, Tseng et al. (2016) used
an approach based on Markov chains to evaluate the impact of DRX parameters on
both power-saving and wake-up delay constraints. Instead, Zhou et al. (2008) and
Mehmood et al. (2019) used semi-Markov processes. In particular, the latter work
studied the DRXmechanism problem for theMachine Type Communication (MTC)
environment. Instead, the work in (Brand et al., 2020) used two ML algorithms to
predict the optimal sleeping intervals. The first algorithm was based on supervised
learning, while the second onewas based on reinforcement learning. Essentially, the
two algorithms aimed to turn off the interface as soon as possible while minimizing
the number of transmissions lost from the BS.

Open problems and filling the gap
The reduction of energy consumption represents an important aspect that is grad-
ually becoming more and more relevant. Most of the paper in the literature shows
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how task offloading strategies can be used to reduce the energy consumption of
edge and cloud networks. This kind of optimization can lessen both the economic
cost and the environmental impact of the server infrastructure. However, the en-
ergy consumption of TNs is generally not considered in these works. It should be
remarked that other numerous works aimed to assess the energy consumption of
terminal devices connected through LTE connections. However, these works do not
involve the MEC environment, and generally, they do not exhaustively explore the
relationships between the network metrics and the energy consumption of TNs.

To fill this gap, Chapter 7 will present two models used to compute the energy
consumption of an application running on a TN operating in a MEC environment.
Therefore, the relationship between network metrics and energy consumption will
be examined considering different application and network parameters.

2.3 Evaluating the paths towards the cloud
In the past 15-20 years, multiple works tried to study the Internet topology (Donnet,
2013). Most of these works are based on traceroute measurement campaigns, con-
sidering multiple abstraction levels (Cheswick et al., 1999). For example, Keys et al.
(2013) and Keys (2010) used the alias resolution techniques to evaluate the path at
the router level. Instead, Chang et al. (2001) used IP-to-AS mapping strategies to
assess paths in terms of AS. Moreover, traceroute measurements have been adopted
by multiple Internet mapping projects, such as CAIDAArk (claffy et al., 2009; ARK,
2019), iPlane (Madhyastha et al., 2006), DIMES (Shavitt and Shir, 2005), RIPE At-
las (RIPEAtlas, 2019), M-Lab (Mlab, 2019), and Portolan (Faggiani et al., 2014, 2012;
Gregori et al., 2013).

However, in the last years, traceroute implementation has led to several prob-
lems. In fact, the presence of load balancers, firewalls, or other middleboxes (Au-
gustin et al., 2006; Detal et al., 2013) can bias the outcome of Internet mapping mea-
surements. For example, load balancers can operate following per-destination, per-
flow, or per-packet strategies. Basically, a per-destination load balancer forwards all
packetswith the samedestination on the same route. Aper-flow load balancer sends
all packets with the same flow on the same route. Finally, a per-packet load balancer
disseminates the packets on multiple paths, regardless of their destination or their
flow. These three types of load balancers can lead classic tracerouting algorithms
to not detect some nodes (i.e., when packets with the same destination are always
forwarded on the same route) or to detect false paths (i.e., when probeswith consec-
utive TTLs are forwarded to different paths). Paris traceroute (Augustin et al., 2006,
2007; Vermeulen et al., 2018) and its multipath detection algorithm (MDA) have
been implemented to overcome this limitation. To be more precise, Paris traceroute
manipulates the probe’s header at the transport level, while the IP header is kept
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fixed. This means that all the probes belong to the same flow and follow the same
path in presence of a per-flow load balancer. However, the incoming ICMP packets
still contain enough information to link each probe with the correspondent elicited
ICMP packet. Instead, Tracebox (Detal et al., 2013) is a tool capable of discover-
ing the presence of middleboxes along the path between two hosts. In other words,
it can be identifying non-destination machines operating above the network level.
Marchetta and Pescapé (2013) studied the problem of identifying hidden routers
along a path. Basically, a hidden router is a device that forwards the incoming pack-
ets without decreasing their TTL values, making impossible for traditional tracer-
outing mechanisms to detect them. The developed tool, called DRAGO, solved this
problem using IP probes with the Timestamp (TS) option set. From the analysis
of the ICMP packets, DRAGO can detect the number of hosts that managed the TS
option, estimating the number and location of hidden routers.

Moors (2004) and Huang et al. (2020) presented two strategies strived at reduc-
ing the time needed to collect tracerouting information. The former work (Moors,
2004) takes advantage of a scout packet sent to the target. The source node uses the
TTL of the response to estimate the length of the path and speed up the probing
phase. Two different probing methods, called raceroute and aceroute, have been
proposed. Basically, raceroute tries to speed up the tracerouting process by send-
ing the probes in quick succession. Instead, aceroute tries to reduce the number of
probes by starting to explore from the target and progressively decreasing the TTL
value. The process is interrupted when a hop on a known path is reached. Instead,
the latter work (Huang et al., 2020) is intended for massive tracerouting campaigns.
The developed tool, called FlashRoute, explores the paths toward multiple destina-
tions with a high level of parallelism. FlashRoute supports both forward probing
(i.e., probing from the source to the destination using increasing TTL values) and
backward probing (i.e., probing from the destination to the source using decreas-
ing TTL values). Finally, the discovery capabilities of Flashroute were compared
with those of Yarrp(Beverly, 2016) and scamper (Luckie, 2010) during an extensive
experimental campaign. The results demonstrated that FlashRoute succeeded in
decreasing the time needed to complete an entire scan.

Finally, Morandi et al. (2019) presented Service traceroute. The tool listens for
application traffic in a passiveway. Then, it automatically selects an application flow
and injects its probes within the target application traffic. Service traceroute sup-
ports applications based on multiple concurrent flows and applications that adopt
UDP flows. The experimental phase shows that the probes sent by Service tracer-
oute have no effect on the performance of the target application flow.
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Open problems and filling the gap
These tools discussed in this section perform complex analyses to discover the path
between twohostswith high accuracy. However, they cannot bypass firewalls specif-
ically configured to block traceroute-based applications.

Tofill this gap, differently from similar tools (Sherwood and Spring, 2006), camo-
trace uses legitimately establishes TCP connections and HTTP-based probes to con-
ceal its traffic, making more complex for its probes to be identified by stateful fire-
walls.
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Table 2.1: A comparison between emulators and simulators in the field of edge com-
puting systems. The comparison was based on network-related characteristics.
Tool Based on Type Simulated/emulated

devices
Network model

openLEON
Fiandrino et al.
(2019)

srsLTE,
mininet

Emulator Edge data center, and
cloud data center

End-devices access technology: LTE.
Network topology: a real smartphone connects
to the eNB using dedicated hardware. The rest
of the network is emulated using Containernet.
Link characteristics: real, between user equip-
ment and eNB, emulated according to mininet
the rest.
Network stack: real.

SPHERE
Fernández-
Cerero et al.
(2020)

SCORE sim-
ulator

Simulator IoT, mobile devices,
independent clusters
of cloudlets and
clouds

End-devices access technology: not simulated.
Network topology: defined by the program-
mer.
Link characteristics: deterministic latency and
bandwidth.
Network stack: not simulated.

FogNetSim++
Qayyum et al.
(2018)

OMNeT++,
INET

Simulator IoT, mobile devices,
fog nodes, and cloud
data center

End-devices access technology: both wired
and wireless.
Network topology: defined through a GUI or a
configuration file.
Link characteristics: according to INET mod-
els.
Network stack: simulated physical, link-layer,
network, transport, and application layers.

iFogSim Gupta
et al. (2017)

CloudSim Simulator IoT, fog nodes, cloud
data center

End-devices access technology: wireless
Network topology: defined by through a GUI
or a configuration file.
Link characteristics: fixed latency and band-
width.
Network stack: not simulated.

EdgeCloudSim
Sonmez et al.
(2018)

CloudSim Simulator Mobile devices, edge
servers, and cloud
data center

End-devices access technology: wireless.
Network topology: defined through an XML
file.
Link characteristics: simple queue model, em-
pirically derived properties.
Network stack: not simulated.

YAFS Lera et al.
(2019)

Python,
Simpy, and
NetworkX

Simulator IoT, fog nodes, and
cloud data center

End-devices access technology: not simulated.
Network topology: defined through a configu-
ration file or imported (CAIDA, BRITE topolo-
gies).
Link characteristics: fixed latency and band-
width.
Network stack: not simulated.

ECSim++
Nguyen and
Huh (2018)

OMNeT++,
INET

Simulator Mobile devices, edge
nodes, and clouds

End-devices access technology: both wired
and wireless.
Network topology: defined through a GUI or a
configuration file.
Link characteristics: according to INET mod-
els.
Network stack: simulated physical, link-layer,
network, transport, and application layers.



Chapter 3

Collecting performance metrics in a
MEC environment: challenges and
requirements

As previously stated, in a MEC architecture TNs can communicate with application
servers placed at the edge of the network. As a result, edge servers bring lower com-
munication latency and higher bandwidth. Moreover, edge nodes can be used to re-
duce the amount of traffic directed towards cloud application servers. Conversely,
cloud servers generally provide higher computational capabilities. Finally, in many
cases, an edge server can interact with a centralized cloud server to retrieve or prop-
agate data. In the following, some suggestions regarding the approaches that can
be used during the collection of network metrics within a MEC infrastructure and
their possible usage will be provided.

3.1 The MEC architecture
Figure 3.1 illustrates the general architecture of a MEC network. In this type of net-
work three relevant network segments can be identified. The first one is the access-
MEC segment that connects TNs with edge servers hosted into the MEC networks.
The second one is theMEC-cloud segment that connects edge and cloud servers. Fi-
nally, the third one is the access-cloud segment that connects TNs and cloud servers.

Collected metrics and possible uses
For what concerns the network performance of a MEC network, three relevant met-
rics can be collected: the network latency, the bottleneck capacity, and the available
bandwidth. Basically, the network latency can be defined as the amount of time
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MEC network Cloud

Internet

Cloud server

Access network

Terminal nodes Edge server

MEC-cloud segment
access-MEC segment

access-cloud segment

Figure 3.1: The high-level architecture of a MEC network.

Link 1 Link 2 Link 3

Link utilization level
Available bandwidth
Link capacity

Figure 3.2: A path composed of three links with different utilization levels, available
bandwidths, and capacities.

required to transfer a small amount of data across the network. Note that comput-
ing the network latency by collecting timestamps on different hosts is not a trivial
task. In fact, there is no guarantee that the clocks of the sender and the receiver are
synchronized. Hence, to avoid any synchronization problem, the network latency
is often computed considering the RTT between the two hosts.

network_latency =
RTT

2
(3.1)

Instead, both bottleneck capacity and bandwidth metrics provide a measure of the
amount of data that can be transmitted over a path in a time unit. These twometrics
may appear very similar to each other as they collect slightly different information.
In fact, the bottleneck capacity can be defined as the maximum data rate that can be
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achieved upon a given path. In other words, it is the smallest capacity found along
the links that form the path. It describes a physical property of a sequence of links
and it is ideally independent from the presence of cross-traffic. Instead, the avail-
able bandwidth can be defined as the maximum data rate that is currently available
upon a given path. This means that bandwidth metrics are strongly affected by the
utilization level of all the links along the path. Figure 3.2 shows a simple example
composed of a path made up of 3 links. For each link i, the utilization level (Ui),
the available bandwidth (Bi), and the nominal capacity (Ci) are displayed. Then
we can compute the bottleneck capacity and the available bandwidth as follows.

bottleneck_capacity = min(Ci) i ∈ 1, 2, 3 (3.2)

available_bandwidth = min(Bi) i ∈ 1, 2, 3 (3.3)
Once collected these metrics can be used by orchestrators and other similar de-

vices to take awide range of decisions, depending on the segment onwhich they are
collected. Network metrics calculated on the network segments that connect a TN
with a candidate application server can be used to determine whether a given appli-
cation can satisfy the application requirements. For instance, latency metrics com-
puted on access-MEC/access-cloudnetwork segments can be used to assesswhether
a candidate application deployment can deliver an upper bound on the communi-
cation latency, meeting the needs of a generic real-time application. Similarly, band-
width and bottleneck capacity metrics computed on access-MEC/access-cloud net-
work segments can be employed to determine whether the candidate deployment
is able to fulfill the minimum requirements of a generic bandwidth-intensive ap-
plication such as a video streaming application. Instead, the metrics collected on
the MEC-cloud segment can be used to assess the cost of retrieving or propagating
applications and context data from centralized clouds to the edges and vice-versa.

Measurements methods and possible uses
Network metrics can be gathered following both active and passive approaches. Ba-
sically, an active measurement method is based on the injection of traffic onto the
segment that needs to be measured. Then, the injected traffic is used to collect the
desired metric. As can be easily guessed, active measurement methods have the
cons of generating additional traffic within the network however, they have the pros
of controlling how this traffic is sent. Conversely, passivemeasurementmethods are
aimed at collecting network metrics without injecting new packets into the network
or manipulating the existing ones.

MECPerf can gather network performancemetrics following both active and pas-
sive approaches. In the remaining of this thesis, wewill use the termsMECPerf-active
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and MECPerf-passive to refer to these types of metrics. For example, the MECPerf-
active measurement methods can be used to check the actual network conditions
of a given network segment. This allows assessing whether a given deployment
is able to meet the requirements of an application before its placement. Instead,
MECPerf-passivemetrics can be computed by examining traffic traces received from
other devices. Therefore, to compute MECPerf-passive metrics which are represen-
tative of the current status of the network, packet sniffers or other similar devices
must be positioned at strategic points on the network so that all the traffic of inter-
est can be monitored. It is important to note that MECPerf-passive methods show
two advantages with respect to MECPerf-active measurement methods. In fact,
MECPerf-passive measurement methods do not increase the volume of traffic trans-
mitted within the network. Moreover, the traffic traces can be used to gather both
general network performance metrics, considering all the packets traveled within
the network, and application-specific network performance metrics that consider
only packets that match specific conditions (e.g, they can consider only the traf-
fic between two target hosts). In other words, these measurement methods can
be used by orchestrators to monitor the performance of a running application in
real-time and eventually implement relocation strategies. Finally, it should be noted
thatMECPerf-passivemeasurement methods have no knowledge about the internal
functioning mechanism of the application under analysis. Consequently, they can-
not take into account periods of legitimate inactivity. So it might be worthwhile to
permit an application of collecting its own metrics and sharing them with the col-
lection system. Note that also the application can compute its own metrics follow-
ing both active and passive approaches. Hereafter, we will use the terms self-active
and self-passive to refer to these types of metrics. Self-passive metrics can be used
jointly with the MECPerf-passive ones to conduct real-time monitoring and reloca-
tion activities as they collect the performance of a given application from different
viewpoints. In fact, MECPerf-passive metrics evaluate the performance of an appli-
cation from the outside and they are transparent to the application. In contrast, the
self-passive metrics enable the application to provide feedback on its own perfor-
mance. Furthermore, they represent the only reliable measurement methodology
for the monitoring of applications based on a sporadic communication schema and
characterized by the transmission of very small quantities of data.



Chapter 4

A tool for collecting network metrics
in a MEC environment

In the following will be illustrated MECPerf, a tool aimed at collecting and stor-
ing network metrics in a MEC environment. MECPerf aims to collect and share
network metrics in a MEC environment using multiple software components. As
rapidly stated in Chapter 1, MECPerf was developed during a Fed4Fire+ project
(FED4FIRE+ -MECPerf, 2022). Basically, Fed4Fire+ is a European project started in
January 2017 andfinanced by the EuropeanUnion under theHorizon 2020 program.
Fed4Fire+ offers a large set of open, accessible, and reliable federated Next Genera-
tion Internet (NGI) testbed facilities (Fed4Fire+, 2017; About Fed4Fire+, 2022). Ad-
ditionally, during the MECPerf project, was also conducted an extensive measure-
ment campaign that involved MECPerf-active, MECPerf-passive, and self-passive
measurementmethods. The experimentswere conducted usingNITOS (TheNITOS
facility, 2022), one of the federated Fed4Fire+ testbeds. Precisely, theNITOS testbed
is hosted at the University of Thessaly (Greece) and it provides three different de-
ployments that allow experimenters to test protocols and applications considering
outdoor, indoor, and office wireless scenarios. The testbed provides Software De-
finedNetworking (SDN) capabilities and the NITOS nodes supportWi-Fi, WiMAX,
and LTE communication technologies. In the following, the architecture ofMECPerf
will be illustrated considering its software components, their interaction, and the
collected metrics.

4.1 MECPerf architecture
The architecture of MECPerf is illustrated in Figure 4.1. MECPerf is composed of
a MECPerf Client (MC), a MECPerf Observer (MO), a MECPerf Remote Server
(MRS), and a MECPerf Aggregator (MA). The first three components cooperate in
collecting networkmetrics, while the last one has the purpose of storing and retriev-
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Third-party servers

MECPerf Observer

Third-party applications

MECPerf Client

Access network MEC network Cloud

Self-active and self-passive measurements
MECPerf-active measurements

Third-party application traffic
MECPerf-passive measurements

MECPerf Aggregator

MECPerf Remote Server

Third-party servers

Figure 4.1: The four components composing the MECPerf architecture and the in-
teraction between them during MECPerf-active, MECPerf-passive, self-active, and
self-passive measures.

ing them. The number of components involved in eachmeasure depends on the type
of metric collected. Basically, MECPerf supports MECPerf-active, MECPerf-passive,
self-active, and self-passive measurement methods. MECPerf-active measurement
methods are intended to measure the network performance independently from
the application executed on TNs, and they are based on additional traffic injected
into the network. MECPerf-passivemeasurement methods aim to compute network
metrics using traffic traces produced by third-party components. This method is in-
tended for measuring the network metrics of a specific application in a transparent
way. Finally, self-active and passive measurement methods allow third-party appli-
cations to store into MECPerf their self-computed metrics. More details about the
implementation of the measurement methods will be addressed in the following.

The MECPerf software components
The MECPerf Client (MC)
The MC is hosted in the access network, and it interacts only with the MO in order
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to collect MECPerf-active metrics for the access-MEC segment. Note that, due to its
location, the MC can be executed on both dedicated devices and user-owned TNs.

The MECPerf Observer (MO)
The MO resides on the MEC infrastructure of a network operator, and it interacts
with all the other components to collect and store bothMECPerf-active andMECPerf-
passive metrics. Precisely, during MECPerf-active measurement methods, the MO
interactswith theMC and theMRS to assess the performance of the access-MEC and
the MEC-cloud segments, respectively. Instead, during MECPerf-passive measure-
ment methods, the MO uses traffic traces to compute the performance of a specific
target application. Finally, theMOsends bothMECPerf-active andMECPerf-passive
metrics to the MA for storage.

The MECPerf Remote Server (MRS)
The MRS resides in the cloud network. The MRS is involved only during MECPerf-
activemeasurement methods, interactingwith theMO to computeMEC-cloudmet-
rics like the MC case.

The MECPerf Aggregator (MA)
The MA is the component entitled to collect, store, and distribute the network met-
rics collected from different components with different points of view. For both
MECPerf-active and MECPerf-passive measurement methods, the metrics are re-
ceived from the MO, while self-active and self-passive measurement metrics are
directly obtained from the third-party application that computes them. Finally, it
should be noted that the MA is never involved in any measure. This implies that it
can conceptually reside in any part of the network.

In this Section, we have seen how the MECPerf component can be used to collect
network performance metrics in a classical MEC architecture. However, it should
be noted that the architecture of MECPerf is generic enough that it can be employed
tomeasure the performance of different types of networks. For example, theMO can
be executed on hosts belonging to commercial edge networks such as those offered
by Cloudflare (Cloudflare - Security and innovation at the network edge, 2022),
Amazon (AWS for the Edge, 2022), and other similar content providers. Further-
more, the MO can be used also in a non-MEC scenario. For example, in this latter
case, the MO can be run in the cloud, near the MRS, to measure the performance
between different VMs hosted in the cloud(Liu et al., 2019).
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Collected measurement types

As stated earlier, MECPerf uses four different measurement methods to collect net-
work metrics. The first type of metric is based on MECPerf-active measurement
methods, used to collect access-MEC, access-cloud, and MEC-cloud network seg-
ment’s performance metrics without considering the specific application that needs
to be run. The second measurement mode is based on MECPerf-passive measure-
ment methods. These methods are designed to measure network metrics consider-
ing the traffic generated from the application. In other words, they can be used to
monitor the performance of a running application in real-time. Finally, the last two
types of measurement methods are based on network metrics computed by the ap-
plication itself following both self-active and self-passive approaches and shared with
the collection system. Note that both MECPerf-passive and self-passive metrics can
be used to conduct real-timemonitoring activities and eventually relocate the appli-
cation dynamically. However, these measurement methods collect the performance
of a given application from different viewpoints. In fact, MECPerf-passive metrics
evaluate the performance of an application from the outside and they are trans-
parent to the application. In contrast, the self-passive measured metrics enable the
application to provide feedback on its own performance.

MECPerf-active measurement methods

MECPerf supports four different types of MECPerf-active measurement methods:
TCP bandwidth, UDP bottleneck capacity, and both TCP and UDP latency. Addi-
tionally, metrics are collected for the two communication directions. For MECPerf-
active uplinkmeasures, additional traffic is injected from theMC to theMOand from
the MO to the MRS. Instead, the injected packets go from the MO to the MC and
from the MRS to the MO during MECPerf-active downlink measures.

The relevant interactions between the three components during aMECPerf-active
measure are shown in the sequence diagram of Figure 4.2. The MC always initiates
MECPerf-active measures. At the beginning of each measure, a request measurement
message is sent from the MC to the MO. The request specifies the metrics that have
to be collected and other measurement-specific parameters. Then, the MC and the
MO interact to measure the access-MEC segment. At this point, the MO uses the
MRS to repeat the measurements procedure on the second segment. Finally, the
MO collects the raw measurement data, sending them to the MA for storage. For
anymeasurementmethod, MECPerf performs up to three attempts to deal with fail-
ures. After that, the measure is aborted.
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Figure 4.2: The interaction between the MECPerf Client (MC), the MECPerf Ob-
server (MO), and the MECPerf Remote Server (MRS) during a generic MECPerf-
active measure.

MECPerf-active measurement methods: TCP bandwidth and UDP bottleneck ca-
pacity
MECPerf computes both the TCP bandwidth of a data stream and the UDP bottle-
neck capacity. A TCP bandwidth measure computes the application-level through-
put of a TCP connection. The behavior of a TCP bandwidth measure is depicted
in Figure 4.3. At the beginning, the sender sends a request message containing the
type of measures requested (e.g., a TCP bandwidth measure), the desired direction
(i.e., uplink/downlink), and the number of bytes that need to be sent. Then, the
sender starts to send its traffic, while the receiver starts to read the bytes from the
TCP stream. The number n_bytes of bytes read, and the time t at which the opera-
tion completes are collected for each reading operation. Then, for the n-th reading
operation, the TCP bandwidth can be computed at the receiving node as the number
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Figure 4.3: The sequence diagram of a TCP MECPerf-active bandwidth measure.

of bytes reads divided by the time elapsed from the previous read operation.

bandwidthn =
n_bytesn

tn − tn−1
(4.1)

Instead, the bottleneck capacity is defined as the capacity of the narrowest link
over a specific network path (Prasad et al., 2003). Thus, it can be used to estimate
the maximum obtainable throughput over a path. MECPerf computes bottleneck
capacity metrics using a well-known technique based on packet pairs which behave
as shown in Figure 4.4. At the beginning, the source host sends two packets of iden-
tical size back-to-back over a link characterized by a capacity C1. Each packet needs
a time equal to size(Pi)/C1 to be sent. At a certain point, a router receives P1 and
forwards the packet over a link characterized by a smaller capacity C2. Since the
capacity of the outbound link is smaller than the capacity of the inbound link, the
time needed to receive P2 is smaller than the time needed to transmit P1. Hence, it
is reasonable to assume that P1 and P2 are retransmitted back-to-back. Finally, the
two packets encounter a third link with higher capacity C3. In this circumstance,
the time required to receive P2 is greater than the time needed to transmit P1. There-
fore, the two packets cannot be forwarded back-to-back and the time between the
two packets can be used to infer the capacity of the narrowest link. Note that theMC,
the MO, and the MRS can behave as both sending and receiving nodes, depending
on the considered segment and the desired direction. For example, during an up-
link bottleneck capacity measure collected on the access-MEC network segment, the
source and the destination hosts are the MC and the MO, respectively. Conversely,
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Figure 4.4: The basic functioning mechanism behind the packet pair technique.

for a downlink bottleneck capacitymeasure collected on the same network segment,
the source host is the MO, while the MC is the destination host. The reader can find
a more detailed explanation of this technique on (Prasad et al., 2003) and (Gregori
et al., 2016).

Precisely, after the request message, two packets are sent back-to-back to the re-
ceiver. The receiver receives the two consecutive packets and stores the time t0 and
t1 of their reception. Then, the UDP bottleneck capacity is computed as the size of
a packet divided by the time elapsed between t0 and t1.

bottleneckcapacity =
packet_size

t1 − t0
(4.2)

The procedure is repeated a certain number of times to ensure that themeasurement
is affected by the minimum amount of cross-traffic. The number of repetitions k and
the size packet_size of each UDP packet are contained in the request message. The
execution of a UDP bottleneck measure execution is illustrated in Figure 4.5.
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Figure 4.5: The sequence diagram of a UDP MECPerf-active bottleneck capacity
measure.

MECPerf-active measurement methods: TCP and UDP latency
Latency measurement methods can be based on both TCP and UDP packets. A
TCP-based latency measure can be considered as an application layer measurement
since TCP is equipped with connection-oriented and reliability mechanisms. Con-
versely, a UDP-based latency measure can be regarded as the network/transport
layer since UDP is best effort. However, differently from bandwidth measurement
methods, their functioning mechanism is similar. After the request message, the
sender sends a certain amount of bytes to the receiver, which sends back the data as
soon as possible. For TCP latency metrics, this is performed by sending data over
a previously established TCP stream. Instead, for UDP latency metrics, the data is
sent as a UDP packet payload. Finally, after receiving the packet, the sender can
compute the Round Trip Time (RTT). Then the procedure is iterated several times.
The number of repetitions k and the size of each packet are contained in the request
message. The execution of a genericMECPerf-active latencymeasure is summarized
in Figure 4.6.

MECPerf-passive measurement methods

MECPerf-passivemeasurementmethods involve only theMOand theMA, and they
are used to compute transparently the TCPbandwidth, theUDPbandwidth, and the
TCP latency metrics of third-party applications. Basically, the MO uses pcap files
containing traffic traces to compute the metrics. The pcap file may be generated in
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Figure 4.6: The sequence diagram of a MECPerf-active latency measure.

different ways. For example, theymay be created by a packet sniffer able to intercept
all the application traffic. When a pcap file is received, the MO searches for packets
belonging to the target application. Then, for each selected packet, the MO collects
the timestamp and the size of the payload, using them to compute the bandwidth
of the target application at the application level. This methodology can be used to
compute bandwidth metrics for both TCP- and UDP-based applications.

Instead, latency metrics are calculated as the difference between the timestamp
of the ACK packet and the timestamp of the ACKed packet. Unfortunately, this
means that latency metrics can be computed only for TCP-based applications since
the UDP protocol lacks a mechanism for linking incoming and outgoing packets.

Finally, note that MECPerf-passive measures are computed from the MO, which
has no knowledge about the application behavior. This means that low throughput
metrics may be generated by legitimate idle periods. Consequently, applications
with intermittent transmission periods are not suitable for MECPerf-passive mea-
surement methods, whileMECPerf-passivemethods are more accurate in acquiring
metrics for applications with constant data stream transmissions.

Self-active and self-passive measurement methods

Finally, self-measuredmethods let third-party applications store their metrics to the
MA, the only component involved. This means that the application developers have
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to decide the metrics that need to be collected, implement their measurement meth-
ods, and whether to store them into the MECPerf collection system. Measurements
can be stored into the MA with HTTP POST requests, using the following JSON
object as payload.
{

"client_ip": "x.x.x.x",
"client_port": xxxx ,
"server_ip": "y.y.y.y",
"server_port": yyyy ,
"service": "<service_id >",
"protocol": "<protocol >",
"mode": "self -active "/"self -passive",
"uplink": {

"<timestamp >": value ,
...

},
"downlink": {

"<timestamp >": value ,
...

}
}

As can be seen, the JSON object contains the IP addresses and the ports used by the
client and the server, an ID that identifies the application to which the metrics refer,
the transport protocol used during the communication, and two arrays of metrics.
The first one contains the metrics for the uplink segment, while the second contains
the metrics for the downlink segment.

Note that self-passive measurement methods are more accurate than MECPerf-
passive ones as the application can compute the metrics only in relevant periods,
discarding the other ones. However, some developers may decide not to include
any self-passive metrics. Hence, MECPerf-passive measurement methods are also
needed.

Implementation details
The code of theMECPerf-active measurement methods is provided as a Java library,
shared between the MC, MO, and the MRS. Hence the code is the same for all the
components involved in measurements. Then, two different implementations of the
MCs have been provided. The first one is a command-line Java application that can
be used to perform automatic tests using dedicated hosts belonging to the network
operator. The second one is an Android app that requires human interaction. How-
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Figure 4.7: The setup used during the validation of the MECPerf collection system.

ever, the application can be easily adapted to be embedded into mobile applications
of network providers running on TNs. Finally, the MA is implemented as a python
Flask server(flask, 2021), while metrics are stored in aMySQL database. The source
code of the MECPerf components can be found on GitHub (The source code of the
MECPerf Collection system, 2021).

4.2 Validation
MECPerf has been validated in terms of both MECPerf-active andMECPerf-passive
methods. Instead, self measurements methods have not been validated as they are
under the application responsibility.

The validation of theMECPerf-basedmeasurementmethods has been conducted
by installing the MECPerf components on three machines belonging to the network
of the University of Pisa. Precisely theMCwas placed on Host1, the MOwas hosted
on Host2, while the MRS and the MA were deployed on Host3. The setup used
during the validation phase is depicted in Figure 4.7. Artificial restrictions were ap-
plied on the network interfaces of Host2 and Host3 employing tc-netem (tc (Traffic
Control), 2020; netem, 2020). These restrictions are always applied to the outgoing
interface. This means that they have to be configured on the node that sends the
measured traffic. Once the restriction was applied, we measured bandwidth and
latency metrics on the links that connected the MO and the MRS. Consequently, to
validate uplink and downlink bandwidth metrics computed on the link that con-
nects the MO and the MRS, rate-limiting constraints were applied on the outgoing
interface of Host2 and Host3, respectively. Instead, for both uplink and downlink
latency metrics computed on the MEC-cloud link, the artificial delays were applied
only on the interface of Host3. In fact, configuring the delay on a single host is suf-
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(a) MECPerf-active uplink UDP latency method
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(b) MECPerf-active downlink UDP latency
method
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(c) MECPerf-active uplink TCP latency method

0 20 40 60 80 100 120 140 160 180 200
Additional delay (ms)

0

25

50

75

100

125

150

175

200

RT
T 
(m

s)

Additional delay
TCP RTT measured

(d) MECPerf-active downlink TCP latency
method

Figure 4.8: The results of the validation for MECPerf-active latency measurement
methods. RTT values have been averaged among 10 repetitions.

ficient to validate the two directions since both hosts must send a packet during a
latency measure. Finally, we compared the collected result and the expected one.

Validation experiments for MECPerf-active latency, TCP bandwidth, and UDP
bottleneck capacity have been repeated 10 times. The MECPerf-active latency val-
ues, measured on the link between theMO and theMRS for increasing delay restric-
tions (from 0 ms up to 200 ms), are shown in Figure 4.8. As can be seen, tangible
differences between the delays applied and the collected latency metrics cannot be
observed. Hence, the validation of latency methods succeeded. Instead, the ob-
served MECPerf-active bandwidth metrics and the bandwidth restriction applied
cannot be directly compared. In fact, MECPerf computes the bandwidth at the ap-
plication level, while tc restrictions are applied at the data link layer. Let rpkt be the
rate limit applied at the data link layer, Lpkt be the total length of data link packets,
and Lapp the amount of application-layer data in each packet. Then we can compute
the expected application-level bandwidth as

rapp =
Lapp

Lpkt
· rpkt (4.3)

Let HIP and HUDP be the lengths of the IPv4 and the UDP headers. We considered
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(a) MECPerf-active uplink UDP bottleneck ca-
pacity
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(b)MECPerf-active downlinkUDP bottleneck ca-
pacity
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(c) MECPerf-active uplink TCP bandwidth
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(d) MECPerf-active downlink TCP bandwidth

Figure 4.9: The results of the validation for MECPerf-active TCP bandwidth and
UDP bottleneck capacity measurement methods. TCP bandwidth and UDP bottle-
neck capacity values have been averaged among 10 repetitions.

Parameter Size (bytes)
LappUDP 1024
MTU 1500
HIP 20
HTCP 20
HUDP 8
HETH 14
TETH 4

Table 4.1: The values of the operational parameters used during the validation of
both MECPerf-active TCP bandwidth andMECPerf-active UDP bottleneck capacity
methods.

Lapp values that are smaller than MTU − HIP − HUDP. Then, it is possible to as-
sume that the Operating System (OS) used a single packet to send the UDP data.
Consequently, the packet length Lpkt of each UDP datagram can be computed as

Lpkt = Lapp + HUDP + HIP + HETH + TETH (4.4)

where HETH and TETH are the lengths of the Ethernet header and trailer, respec-
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tively.
When TCP measures are considered, a stream of bytes is sent in a short amount

of time. This means that TCP packets can be assumed to be filled at their maximum
capacity. Then, the amount of application-level data contained in each packet can be
computed as theMaximumTransmissionUnit (MTU)minus the size of the headers.
In other words, Lapp and Lpkt can be computed as

Lapp = MTU − HIP − HTCP (4.5)

Lpkt = MTU + HETH + TETH (4.6)
where HTCP is the length of the TCP header.

The value of each parameter is reported in Table 4.1. Then, the application level
rate limit can be computed as

rapp_UDP = 0.957 · rpkt (4.7)

rapp_TCP = 0.962 · rpkt (4.8)
for UDP and TCP traffic, respectively.

Figure 4.9 compares theMECPerf-active bandwidthmetrics collected byMECPerf
during the validation and the correspondent expected rapp, considering rpkt values
that go from 10 KB/s to 200 KB/s. As canwe see, some differences can be noted only
for high rapp values. Moreover, more differences can be appreciated comparing the
TCP and the UDP case. This can be explained as the effect of the TCP slow-start
mechanism, which slightly reduces the average throughput. However, differences
between the measured bandwidth and the applied rapp limits are below 3%.

Finally, the MECPerf-passive measurement methods have been validated a sin-
gle time using an iperf TCP data transfer as target application and from 10 Mbps
to 50 Mbps of rate limits. Note that the amount of data transferred using iperf is
much greater than the amount of data used to validate MECPerf-active measure-
ment methods. Hence, since both the iperf and the MECPerf estimations are based
on a non-negligible amount of data, we decided not to repeat MECPerf-passive
experiments. Instead, latency measurement methods were validated using addi-
tional 10, 50, and 100 milliseconds of delay. The results of both MECPerf-passive
bandwidth and latency validation tests are summarized in Table 4.2. As expected,
bandwidth results are coherent with both the applied restriction and bandwidth
measured computed by iperf. Additionally, the latency measurements obtained
matched the additional delay imposed plus the latency computed when tc-netem
is disabled. Hence, also the validation of MECPerf-passive measurement methods
succeeded.
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tc bandwidth restriction
(Mbps)

MECPerf result
(Mbps)

iperf result
(Mbps)

10.0 9.60 9.60
20.0 19.1 19.1
30.0 28.7 28.7
40.0 38.3 38.2
50.0 47.4 47.4

(a) MECPerf-passive TCP bandwidth results

tc artificial latency
(ms)

MECPerf result
(ms)

0 0.8
10 10.8
50 50.8
100 100.8

(b) MECPerf-passive TCP latency results
Table 4.2: The results obtained during the validation for MECPerf-passive measure-
ment methods.





Chapter 5

Data collection and experimental
results

The MECPerf collection tool explained in the previous Chapter has been used to
collect MECPerf-active, MECPerf-passive, and self-passive metrics in an edge envi-
ronment. To evaluate an edge environmentwas used theNITOS testbed, while some
machines deployed at theUniversity of Pisa have been used as cloud servers. NITOS
is a testbed facility hosted at the University of Thessaly (Greece) participating in the
Fed4Fire+ European federation of Next- Generation Internet testbeds (Fed4Fire+,
2017). NITOS makes available nodes equipped with Wi-Fi and LTE interfaces. This
allows comparing edge and cloud performances, considering TNs connected with
different access technologies.

In the following will be explained the setup employed to conduct the experi-
ments. Then, edge and cloud performance will be compared considering different
access technologies and network conditions. The dataset containing the metrics col-
lected during the experiments is available on Zenodo(MECPerf experimentation re-
sults, 2020).

5.1 Network setup
This sectionwill explain the setup used to collectMECPerf-active, MECPerf-passive,
and self-passive metrics. Table 5.1 summarizes the characteristics of both NITOS
nodes and cloud servers belonging to the University of Pisa.

MECPerf-active measurement setup
The first set of experiments pointed at collecting MECPerf-active metrics for the
access-MEC, MEC-cloud, and access-cloud network segments. To this purpose, two
networks were built inside the testbed. The first one was a wireless access network

49
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NITOS Indoor RF Isolated Testbed details
Nodes 50 Icarus nodes
LTE connectivity 8 nodes equipped with LTE dongles
LTE dongles Huawei E392, Huawei E3272, and Huawei

E3372. LTE experiments were performed us-
ing theHuawei E3272 dongle characterized by
a maximum speed of 150 Mbps in download
and 50 Mbps in upload.

Topology Grid topology with adjacent nodes separated
by 1.2 meters

Icarus nodes details
OS Ubuntu 14.04.1 LTS for LTE nodes and

Ubuntu 12.04.1 LTS for the remaining nodes
CPU Intel® Core™ i7-2600 Processor, 8M Cache, at

3.40 GHz
RAM 8GiB DDR3
Wireless Interfaces Atheros 802.11a/b/g and Atheros

802.11a/b/g/n (MIMO)

University of Pisa cloud infrastructure details
Guest OS Ubuntu 18.04.3 LTS
Host CPU Intel(R) Xeon(R) Gold 5120 CPU @ 2.20GHz
Number of allocated cores 2
Guest RAM 4GiB

Table 5.1: The technical characteristics of the devices used during MECPerf-active,
MECPerf-passive, and self-passive experimental data collection.

that hosted anMC and a cross-traffic generator. Instead, the second onewas awired
MEC network, which hosted a MO and a cross-traffic receiver. Depending on the
access technology employed, the hosts within the access network received network
connectivity from a Wi-Fi Access Point (AP) or an LTE BS. Precisely, for experi-
ments based on Wi-Fi connections, a NITOS node was configured to act as a Wi-Fi
AP. Instead, during LTE-based experiments, a dedicated LTE BS provided by the
testbed gave connectivity to a set of NITOS nodes equipped with LTE dongles. Fi-
nally, a secondMO, anMRS, and anMAwere hosted at the University of Pisa. Note
that the edge and the cloud networks were deployed in two different countries. This
setup is coherent with aMEC scenario composed of an edge network deployed near
the user and a far cloud network that involves transit on the public Internet. Then,
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Figure 5.1: The setup used during the collection of MECPerf-active metrics.

it should also be noted that the setup used during the experimental phase slightly
differs from the generic MECPerf architecture depicted in Figure 4.1 as two MOs
were employed. The first MO, hosted inside the edge network, was used to collect
the metrics on the access-MEC (i.e., between the MC and the MO) and the MEC-
cloud segments (i.e., between the MO and the MRS). Instead, the MO hosted at the
University of Pisa collected the access-cloud metrics (i.e., between the MC and the
MO). Figure 5.1 depicts the setup used to collect MECPerf-active metrics for the
considered segments.

configure the Wi-Fi AP/LTE BS;
connect the MC and the cross-traffic generator to the AP/BS;
for c ∈ [0, 10, 20, 30, 40, 50] do

configure the cross-traffic generator to inject c Mbps of cross-traffic;
for i ∈ [1, ..., 10] do

collect MECPerf-active metrics using the MO deployed in the edge
network;
collect MECPerf-active metrics using the MO deployed in the cloud
network;

end
end

Algorithm 1: The setup used to collect MECPerf-active metrics using the NITOS
testbed.

Each experiment was organized as shown in the pseudo-code of Algorithm 1.
At the beginning of a Wi-Fi experiment, a NITOS node was configured to act as an
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Measurement
method

Measurement parameters
Payload size (bytes) Number of packets

TCP bandwidth 1420 1 TCP stream of 1024 packets
UDP bottleneck capacity 1420 25 packet pairs
TCP latency 1 25 RTT measures
UDP latency 1 25 RTT measures

Table 5.2: The operational parameters used to collect MECPerf-active metrics.

AP, providing connectivity to the MC and the cross-traffic generator. Similarly, at
the beginning of each LTE-based experiment, the dedicated LTE BS provided by the
testbed was connected with NITOS nodes equipped with LTE dongles. Then, the
cross-traffic generator used iPerf3 to inject cross-traffic into the access network. Once
the cross-traffic generator was configured, the MC started to use the MO hosted in
the edge network to collect uplink anddownlinkMECPerf-activemetrics on both the
access-MEC (between the MC and the MO) and the MEC-cloud segment (between
the MO and the MRS). Then, the MC repeated the same measures using the MO
hosted at the University of Pisa as target. As a result, access-cloud metrics were col-
lected, while metrics computed between the cloudMO and theMRSwere discarded
as they measured the performance of the wired University of Pisa’s network. For
each amount of cross-traffic, the MECPerf-active measurement methods were exe-
cuted 10 times. Then, the procedure was repeated considering an increasing quan-
tity of cross-traffic to evaluate the network metrics under different workload levels.
Note that the cross-traffic is consumed near the base station. This means that only
the wireless segment was affected by cross-traffic.

TCP bandwidth metrics were collected using a stream composed of 1024 pack-
ets with 1420 bytes of payload each. UDP capacity metrics were collected using 25
packet pairs, using packets with 1420 bytes of payload. Instead, TCP and UDP la-
tency metrics were computed using 25 RTT and packets with a payload of 1 byte.
The details of the MECPerf-active experiments are summarized in Table 5.2.

MECPerf-passive measurement setup: DASH application
MECPerf-passive experimentswere conducted considering a scenariowhere several
Dynamic Adaptive Streaming over HTTP protocol (DASH)(Sodagar, 2011) clients
and a DASH server are running on TNs and third-party application servers, respec-
tively. Basically, a DASH application behaves as follows. The DASH server provides
a video streaming service to multiple DASH clients, using videos encoded at differ-
ent bitrates. Instead, the goal of each DASH client is to download video chunks at
the maximum bitrate that does not generate re-buffering events. This task is accom-
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Figure 5.2: The setup used during the collection of MECPerf- and self-passive met-
rics for a DASH application.

plished using an Adaptive Bitrate (ABR) algorithm that can dynamically adapt the
bitrate of the requested video chunks to the status of the network. We had chosen
a DASH application for two reasons. Firstly, the video streaming application field
is one of the six relevant use cases identified by the European Telecommunications
Standards Institute (ETSI) for MEC (Hu et al., 2015). Secondly, a video streaming
application is well suited to be evaluated through MECPerf-passive measurements,
as it can generate a constant stream of data.

The setup used to collect MECPerf-passive metrics is shown in Figure 5.2. As
expected, the only MECPerf components involved in MECPerf-passive metrics col-
lection were the MO and the MA. Within the testbed, a wireless access network
and a wired MEC network were built similarly to the MECPerf-active experiments.
The access network hosted the cross-traffic generator and multiple TNs running the
DASH client. In addition, the Wi-Fi AP and the LTE BS have also been configured
as previously described. Instead, the MEC network hosted an MO, a cross-traffic
receiver, and a DASH server, while the cloud network contained a second applica-
tion server and theMA. Note that, also in this case, two application servers are used.
The first application serverwas used to compute the performance of the access-MEC
segment, while the second one was used to collect access-cloud metrics. Finally, to
generate the pcap file needed to compute MECPerf-passive metrics, a packet snif-
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fer run on a network point where all the traffic between DASH clients and the ap-
plication server can be captured. For Wi-Fi experiments, the sniffer was a process
running into the AP. Instead, for LTE experiments, the sniffer process was executed
directly on the application server since the LTE BS cannot be configured to run such
software.

configure the Wi-Fi AP/LTE BS;
connect the DASH client and the cross-traffic generator to the AP/BS;
for each video v do

for c ∈ [0, 10, 20, 30, 40, 50] do
configure the cross-traffic generator to inject c Mbps of cross-traffic;
start the packet sniffer;
for s ∈ [DASH sever 1, DASH server 2] do

for i in [0, NUM_Clients] do
the i-th DASH client starts to download the video v from the
s-th DASH server;

end
waits for all the DASH clients to complete their download ;

end
end

end
Algorithm 2: The setup used during the collection of MECPerf- and self-passive
metrics using the NITOS testbed.

In detail, each experiment was performed as illustrated in the pseudo-code of
Algorithm 2. At the beginning of each experiment, the Wi-Fi (LTE) AP (BS) was
configured to give connectivity to the hosts inside the access network. At this point,
for each video hosted on the application servers and for each amount of cross-traffic
considered, the cross-traffic generator and the packet sniffer were started. Then, the
clients began to download the selected video from the edge server producing access-
MEC metrics. Once each client completed the first download, the clients started
downloading the video from the cloud server, collecting access-cloudmetrics. Then,
the cross-traffic generator is configured to inject a new level of cross-traffic into the
access network.

Passive experiments were repeated using up to 10 clients for Wi-Fi experiments
and 2 clients for LTE-based experiments. Moreover, from 0 Mbps (i.e., no cross-
traffic is injected into the access network) to 50Mbps of cross-trafficwere considered.
The two DASH servers provided four videos of 1, 5, 12, and 25 minutes each. Each
video is encoded using 3 different bit rates (i.e., 200 Kbps, 500 Kbps, and 700 Kbps).
The operational parameters of MECPerf-passive experiments have been reported in
Table 5.3.
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Operational parameters parameters
File length 1, 5, 12, and 25 minutes
Encoding bitrate 200, 500, and 700 Kbps
Cross-traffic 0, 10, 20, 30, 40, and 50 MBps
Number of clients up to 2 for LTE-based experiments and up

to 10 for Wi-Fi-based experiments

Table 5.3: The operational parameters used to collectMECPerf- and self-passivemet-
rics.

Self-passive measurement setup: DASH application

DASH-basednetworkmetrics based on self-passivemeasurementmethods hadbeen
collected with the MECPerf-passive ones as the two methods do not interfere with
each other. In fact, when a video is downloaded, self-passive metrics are computed
directly by the client node. In contrast, MECPerf-passive methods are calculated
by the MO using pcap files generated on the AP (or on the application server for
LTE-based experiments). The only shared node is the MA, which only stores the
metrics and is not involved in any measure. This means that MECPerf- and self-
passive measured metrics could be gathered together within the same download.
This diminished the number of experiments that need to be performed, and conse-
quently, the time required to collect MECPerf- and self-passive metrics. Moreover,
MECPerf- and self-passive metrics can be compared as they refer to the same down-
load. Hence, the setup of Figure 5.2, the Algorithm 2, and the parameters of Table
5.3 are still valid.

5.2 MECPerf-active measurement results

TCP bandwidth results

TCP MECPerf-active bandwidth metrics are shown in Figure 5.3. The results are
expressed by means of boxplots where the median values are indicated by a hori-
zontal line inside the box, the interval Q1-Q3 is delimited by the borders of the box,
and IQR 1,5 interval is delimited by the whiskers. First of all, it can be seen that the
bandwidth metrics collected on the access-MEC segment are always higher than
those gathered on the access-cloud segment. This difference is particularly notice-
able for low cross-traffic values, while it is barely perceptible starting from 20 Mbps
of cross-traffic. This result was expected, and it can be mainly ascribed to the TCP
protocol. In fact, it is known that the throughput of a TCP connection is inversely
proportional to the RTT between the two endpoints. Hence, it is reasonable to as-
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Figure 5.3: The boxplots of MECPerf-active TCP bandwidth metrics computed dur-
ing Wi-Fi and LTE experiments.

sume that the segment with the lower latency is the one with the higher bandwidth
values.

Secondly, we can see that themetrics collectedduringWi-Fi andLTE experiments
show different behavior. The highest bandwidth values are collected for Wi-Fi ex-
periments when no cross-traffic is injected into the access network. Then, when a
higher level of cross-traffic is considered, the bandwidthmetrics decrease. These re-
sults can be explained by the fact that the MC and the cross-traffic generator shared
the same wireless link. Hence, higher cross-traffic levels could lead to the satura-
tion of the wireless connection. Instead, the LTE results show different behavior.
As can be seen, access-MEC uplink metrics (Figure 5.3d) are similar to the metrics
collected during theWi-Fi experiments. When no cross-traffic is injected into the ac-
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cess network, the access-MEC segment obtains higher metrics than those collected
for the access-cloud segment. When the cross-traffic was considered, the access-
MEC metrics stabilized on slightly lower values. Instead, metrics gathered on the
access-cloud segments appear to be wholly unaffected by the cross-traffic. More-
over, if we consider the downlink experiments of Figure 5.3b, it is possible to see
that the access-MEC bandwidth metrics increase when the level of cross-traffic in-
creases. Several reasons may contribute to this counter-intuitive result. Firstly, LTE
has a higher nominal capacity than Wi-Fi. This means that 50 Mbps of cross-traffic
may not be sufficient to saturate the link. Secondly, LTE scheduling mechanisms
may isolate the MC traffic and the cross-traffic. Moreover, other fluctuations may be
ascribed to other optimization mechanisms.

Latency results
The results of MECPerf-active latency experiments are shown in Figures 5.4 and 5.5
for Wi-Fi and LTE experiments, respectively. First, for both Wi-Fi and LTE results,
it can be noted that TCP and UDP metrics show similar behavior. During Wi-Fi ex-
periments, the latency metrics computed on the access-MEC segment are equal to a
fewmilliseconds and, as expected, seem to be affected by cross-traffic. Additionally,
it is possible to note that high cross-traffic values seem not to affect the MEC-cloud
segment. However, this last result is reasonable as the cross-traffic saturates only the
wireless link. Finally, it can be noted that latency values computed on the access-
cloud segments are just equal to the sum of access-MEC and MEC-cloud metrics.

When the LTE connection is involved, the access-MEC and the access-cloud seg-
ments obtain higher latency than those obtained duringWi-Fi experiments. Instead,
the latency values collected on theMEC-cloud segment are similar to those collected
during Wi-Fi experiments. This is an expected result as the MEC-cloud segment
did not include the wireless link. Then, it can be noted that LTE metrics are higher
when there is no cross-traffic injection into the access network. Instead, when there
is some cross-traffic into the access network, latencymetrics appear to be not affected
by the amount of cross-traffic. This result is coherent with the metrics collected dur-
ing TCP measurements. In fact, higher latency metrics are obtained when there is
no cross-traffic into the access network. Consequently, since the TCP throughput is
negatively affected by the RTT between the two endpoints, lower bandwidth values
are obtained. Furthermore, these results can confirm that LTE traffic optimization
mechanisms can introduce additional delays to packets in low traffic conditions.

UDP bottleneck capacity results
Finally, the results of UDP bottleneck capacity measures will be discussed in the fol-
lowing. As previously stated inChapter 4, UDPbottleneck capacitymeasures aimed
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Figure 5.4: The boxplots ofMECPerf-active UDP and TCP latencymetrics computed
during Wi-Fi experiments.

to measure the capacity of the narrowest link of the network. To further investigate
UDP capacity metrics, we adopted a statistical approach known in the literature
(Dovrolis et al., 2004). Basically, the metrics collected using the packet pair tech-
nique follow amultimodal distribution, and in a lowworkload scenario, the highest
peak represents the best estimation of the bottleneck capacity.

Then, let us analyze the results of Wi-Fi experiments, considering a scenario
where there is no cross-traffic within the access network. The distribution of UDP
bottleneck capacity downlink metrics is illustrated in Figure 5.6. As can be seen,
the distribution of access-MEC and access-cloud metrics show their highest peaks
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Figure 5.5: The boxplots ofMECPerf-active UDP and TCP latencymetrics computed
during LTE experiments.

between 8 and 20Mbps. This result is consistentwith the TCPMECPerf-active band-
width metrics of Figure 5.3a. Then, it is possible to note that the distribution has ad-
ditional peaks around approximately 800 and 1000Mbps. This result is not coherent
with the capacity of aWi-Fi link. However, the presence ofmultiple rightmost peaks
can be ascribed to buffering events that reduce the separation of the pair of packets.
Precisely, uplink packets may be buffered at the access point and subsequently sent
over a wired path characterized by higher capacity. Instead, for the downlink traffic,
the rightmost peaks can be generated by interrupt coalescence events on the receiver
interface. In other words, the incoming packets may be buffered at the receiving in-
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(a) Access-MEC metrics
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(b) Access-cloud metrics
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(c) MEC-cloud metrics

Figure 5.6: The results collected during UDP bottleneck capacity MECPerf-active
downlinkWi-Fi experiments considering a scenariowhere no cross-traffic is injected
into the access network.
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terface in order to reduce the number of interrupt events generated on the receiver
interface.

Finally, it can be noted that the MEC-cloud segment reached its highest peak at
about 750 Mbps. This result is much higher than that achievable through a TCP
connection. However, it must be remarked that TCP bandwidth and UDP bottle-
neck capacity measure two different properties of the path. In fact, TCP bandwidth
metrics measure the available bandwidth and they are subjected to slow-start, con-
gestion, and flow controlmechanisms. Instead, the UDP bottleneck capacitymetrics
measure the capacity of the narrowest link of a path. This means that it is reason-
able to assume that the TCP throughput is smaller than the bottleneck capacity of the
path. Moreover, both the NITOS hosts and the machines belonging to the Univer-
sity of Pisa are furnished with 1 Gbps network cards. Hence, a bottleneck capacity
of about 750 Mbps is coherent with a cabled high-speed network scenario. Finally,
it should be noted that there is an additional peak at about 10 Mbps. This behavior
is generally caused by cross-traffic packets interleaving the ones belonging to the
measure. Note that not considering the access network does not mean that there is
no cross-traffic as the MEC-cloud segment is affected by the interference caused by
legitimate Internet packets.

5.3 DASH measurement results
The results of self-passive and MECPerf-passive experiments will be illustrated be-
low, considering the impact on network performance of both the cross-traffic level
and the number of users.

Passive results will be evaluated in terms of both TCP latency and bandwidth
metrics. For a DASH application, the downlink traffic consists of video fragments
going from the server to the client. On the contrary, uplink traffic consists of only
a few sporadic DASH requests going in the opposite direction. Therefore, the up-
link traffic is not suitable for computingMECPerf-passive bandwidthmetrics due to
the too limited amount of traffic generated. For this reason, TCP bandwidth metrics
will be illustrated only for the downlink direction, while latencymetrics will be ana-
lyzed in both directions. Instead, self-passive results will consist only of bandwidth
metrics as the DASH client adopted did not compute any latency metric.

Evaluating the impact of different levels of cross-traffic
TCP bandwidth: MECPerf-passive results

TCP MECPerf-passive bandwidth metrics have been generated at the MECPerf ob-
server, considering the packet size and the time elapsed between the current packet
and the previous one. In other words, each bandwidth metric is computed upon a
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single packet. However, a bandwidth estimation based on a single packet could lead
to estimation errors. To solve this problem, we grouped the raw bandwidth metrics
into buckets of 0.5 seconds. Then, for each bucket, a single bandwidth metric has
been computed.

Figure 5.7 shows the boxplot of MECPerf-passive bandwidth metrics obtained
during Wi-Fi experiments, considering from 0 to 50 Mbps of cross-traffic and the
four videos provided by the server. First, it can be noted that files of 5, 12, and 25
minutes present similar results, while the shortest video shows lower performance.
Note that the DASH protocol operates over TCP connections. Consequently, the
download starts with a modest bitrate due to the slow start mechanism. The first
file contains only 1minute of video, and it generally is downloaded in a few seconds,
which is not sufficient to let the TCP connection reach the steady-state throughput.
Then, the results obtained for this file will be omitted from now on.

Then, for the remaining files, it can be seen that the highest performance is ob-
tained when there are a small number of clients, and there is no additional cross-
traffic injected into the network. When moderate levels of cross-traffic are consid-
ered, the bandwidthmetrics start to decrease. For cross-traffic values greater than 20
Mbps, the performance generally remains stable. This result is similar to the one ob-
tained during MECPerf-active experiments, and it can be ascribed to the utilization
level of the wireless link. Note that, even when no cross-traffic is injected into the
access network, the bandwidth metrics decrease also when the number of clients
increases. For example, let us consider the bandwidth metrics obtained when 12
minutes of video is downloaded (Figure 5.7c), and no cross-traffic is injected. As
can be seen, when a single user is considered, median values of approximately 18
Mbps and 10 Mbps are obtained for the edge and cloud servers, respectively. In-
stead, the median values decrease to around 9 Mbps and 8 Mbps for two clients,
while the median values decrease to approximately 4 Mbps for three clients. Two
factors may contribute to this result. First, when the number of clients increases,
the server has to manage a higher number of simultaneous downloads. This means
that some requestsmay incur additional delays depending on the server’sworkload.
Secondly, the traffic generated by each client can be considered as cross-traffic for the
others. In other words, a higher number of clients leads to a higher utilization level
of the wireless link and, consequently, to higher interference between the clients.

Instead, Figure 5.8 shows theMECPerf-passive results for LTE experiments. LTE
experiments have been computed using up to 2 clients. This does not allow us to
evaluate how the server workload affects the performance. However, it was impos-
sible to collect data for a higher number of clients as they started to disconnect from
the BS. As can be noted access-MEC metrics are higher than those collected for the
access-cloud segment. Moreover, bandwidth values are generally slowerwhen there
is no cross-traffic injected into the access network and they do not seem to be affected
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Figure 5.7: The results collected during MECPerf-passive downlink bandwidth Wi-
Fi experiments considering different levels of cross-traffic injected into the access
network. The bandwidth values have been computed considering buckets of 0.5
seconds.

by other amounts of cross-traffic. This result is consistent with the MECPerf-active
ones of Figure 5.3b.
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Figure 5.8: The results collected duringMECPerf-passive downlink bandwidth LTE
experiments considering different levels of cross-traffic injected into the access net-
work. The bandwidth values have been computed considering buckets of 0.5 sec-
onds.

TCP bandwidth: self-passive results

In this section, the bandwidthmetrics collected during self-passive experimentswill
be illustrated. Figure 5.9 shows themetrics collected duringWi-Fi experiments, con-
sidering from 0 to 50 Mbps of cross-traffic and up to 10 DASH clients. As stated be-
fore, self-passive andMECPerf-passive metrics have been collected during the same
experiments. Hence, Figures 5.9 and 5.7 can be directly compared. As can be seen,
the self-passive metrics are always higher than the MECPerf-passive ones. This dif-
ference reflects the differences between the twomeasurementmethods. Self-passive



5.3 DASH measurement results 65

0 10 20 30 40 50
CrossTraffic (Mbps)

0
5

10
15
20
25
30
35
40
45

Ba
nd

wi
dt

h 
(M

bp
s)

MEC 1 client
Cloud 1 client

MEC 2 clients
Cloud 2 clients

MEC 4 clients
Cloud 4 clients

MEC 6 clients
Cloud 6 clients

MEC 8 clients
Cloud 8 clients

MEC 10 clients
Cloud 10 clients

(a) video length = 5 minutes

0 10 20 30 40 50
CrossTraffic (Mbps)

0
5

10
15
20
25
30
35
40
45

Ba
nd

wi
dt

h 
(M

bp
s)

MEC 1 client
Cloud 1 client

MEC 2 clients
Cloud 2 clients

MEC 4 clients
Cloud 4 clients

MEC 6 clients
Cloud 6 clients

MEC 8 clients
Cloud 8 clients

MEC 10 clients
Cloud 10 clients

(b) video length = 12 minutes

0 10 20 30 40 50
CrossTraffic (Mbps)

0
5

10
15
20
25
30
35
40
45

Ba
nd

wi
dt

h 
(M

bp
s)

MEC 1 client
Cloud 1 client

MEC 2 clients
Cloud 2 clients

MEC 4 clients
Cloud 4 clients

MEC 6 clients
Cloud 6 clients

MEC 8 clients
Cloud 8 clients

MEC 10 clients
Cloud 10 clients

(c) video length = 25 minutes
Figure 5.9: The boxplots of self-passive bandwidthmetrics. The results are based on
Wi-Fi downlink experiments and consider a scenario where a cross-traffic generator
injects different levels of cross-traffic into the access network.

measurement methods are collected directly from the client application, which has
the complete knowledge of the download status. This means that the client can
compute the metrics only when the application effectively performs network oper-
ations, discarding idle periods. Instead, MECPerf-passive metrics are calculated by
the MO and based on a network trace. The MO, which did not have any knowl-
edge about the application logic, computes the metrics upon the whole execution
as it cannot identify and discard idle periods. This explains why MECPerf-passive
bandwidth metrics are smaller than the self-passive ones. Moreover, this highlights
how self-passive measurement methods are required to compute bandwidth met-
rics, especially when applications with sporadic transmissions are considered.

As can we see from Figure 5.9 the median values of self-passive bandwidth met-
rics decrease as the amount of cross-traffic increases. This is coherent with the satu-
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Figure 5.10: The boxplots of self-passive bandwidth metrics. The results are based
on LTE downlink experiments and consider a scenario where a cross-traffic genera-
tor injects different levels of cross-traffic into the access network.

ration of the wireless link. Instead, considering a fixed amount of cross-traffic and a
high number of users, it can be noted that higher median values can be appreciated
when a cloud server is adopted. For example, let us consider a scenario in which
10 clients download the file of 25 minutes (Figure 5.9c). When no cross-traffic is
injected into the access networks and the edge server is involved, a median band-
width value of approximately 5 Mbps can be appreciated. Instead, when the DASH
server hosted into the cloud network is considered, the same scenario leads to a me-
dian value of approximately 18 Mbps. We believe that the higher computational
capabilities of the machines located at the University of Pisa lead to this result. Fi-
nally, Figure 5.10 shows the results of LTE self-passive experiments. Also in this case,
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Figure 5.11: The uplink and downlink traffic during DASHWi-Fi experiments.

bandwidthmetrics are higher than those obtained during theMECPerf-passive ones
(Figure 5.8). However, it can be noted that during self-passive experiments the met-
rics collected on the access-MEC and the access-cloud metrics show similar median
values. This behavior, which is different from the one observed during MECPerf-
passive experiments, can be explained by the client’s ability to discard idle times.
Finally, it can be noted that this behavior can also be observed for self-passive Wi-Fi
experiments when a limited number of clients are involved.

TCP latency: MECPerf-passive results
As stated in Section 4.1, MECPerf-passive latency metrics are computed as tACK −
tACKED, where tACK and tACKED are the timestamps at which the AP sees the ACK
and the ACKed packets, respectively. For Wi-Fi experiments, the traffic sniffer was
deployed on the AP as shown in Figure 5.11. Then, uplink and downlink latency
metrics can be computed as follows. Uplink latency metrics had been computed as
the time elapsed between the timestamp in which the AP sees the DASH request
sent from the client (tACKED) and the instant in which it receives the correspondent
acknowledgment from the server (tACK). Hence, they can compute the performance
on the wired segments connecting the AP with the MEC and the cloud DASH serv-
ers. Instead, downlink latency metrics were computed using video fragments sent
from the server to the client. Precisely, they are computed as the time elapsed be-
tween the timestamp in which the AP sees the packet that contains the video frag-
ment (tACKED) and the instant in which it receives the corresponding ACK from the
client (tACK). Hence, they can be used to evaluate the performance of the wireless
link that connects the client and the AP.

The results of downlink and uplink metrics for the Wi-Fi experiments are illus-
trated in Figures 5.12 and 5.13, respectively. As can be seen, downlink and uplink
metrics present two different behaviors. In fact, downlink metrics increases as the
amount of cross-traffic increase. Moreover, when more than 2 clients are consid-
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Figure 5.12: The boxplots of MECPerf-passive downlink latency metrics, represent-
ing the performance of the wireless segment that connects the clients and the AP.
The results are based onWi-Fi experiments and consider different scenarios where a
cross-traffic generator injects different levels of cross-traffic into the access network.

ered, their values become slightly higher and less variable. Conversely, uplink met-
rics increase when more clients are involved, while they appear to be marginally
affected by the amount of cross-traffic considered. Moreover, uplink latency metrics
are more variable than those computed using downlink traffic. Note that downlink
uplink and downlink metrics compute latency metrics on different parts of the net-
work. Downlinkmetrics are computed as the time needed to send a packet from the
AP to the client and receive back the relative acknowledgment. Basically, downlink
metrics reflect the performance of the access-MECwireless segment and do not con-
sider the server workload. As a consequence, this type of metric is highly affected
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Figure 5.13: The boxplots of MECPerf-passive uplink latency metrics, representing
the performance of thewired network segments that connect the APwith bothMEC
and cloud servers. The results are based on Wi-Fi experiments and consider differ-
ent scenarios where a cross-traffic generator injects different levels of cross-traffic
into the access network.

by the utilization level of the wireless link but does not consider delays that can be
attributed to a higher workload level on the server. Therefore, as can be noted in
Figure 5.12, this type of metric is strongly influenced by the utilization level of the
wireless link. Instead, uplink latency metrics evaluate the performance between the
AP and the two servers. Therefore, since cross traffic does not involve the wired
segment, it is easy to understand why the collected metrics are marginally affected
by cross-traffic. Moreover, uplink shows a strong dependence on the number of
customers and an increasing variability. This last behavior can be ascribed to two
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Figure 5.14: The uplink and downlink traffic during DASH LTE experiments.
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Figure 5.15: The boxplots of MECPerf-passive downlink latency metrics, represent-
ing the performance of the wireless segment that connects the clients and the AP.
The results are based on LTE experiments and consider a scenario where a cross-
traffic generator injects different levels of cross-traffic into the access network.

different reasons. First, a higher amount of clients generates a higher workload on
the server, introducing additional delays on incoming requests. Second, the traffic
generated increases when the number of clients increases, saturating some links in
the wired path.

As previously described, during LTE experiments the sniffer was placed in the
destination server. Consequently, downlink latencymetrics represent the time elapsed
from the timestamp in which the AP sees a fragment of the video (tACKED) and the
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instant in which it receives the corresponding ACK from the client (tACK). Hence,
they can be used to evaluate the performance of both the access-MEC and the access-
cloud segment. Conversely, uplink metrics are computed as the time that goes from
the timestamp in which the sniffer hosted on the server sees the request for a frag-
ment (tACKED) to the timestamp in which it detects the corresponding ACK (tACK).
Hence, it simply represents the time needed to generate an acknowledgment packet
on the server machine. Thus, they will be omitted. Figure 5.14 depicts the setup
used.

Figures 5.15 depicts the latency metrics observed during the LTE experiments.
As can be seen, the LTE latency metrics are generally stable for all the considered
amounts of cross-traffic considered. This result should not surprise as the cross-
traffic affect only the wireless part of the path, and also the MECPerf-active latency
metrics show the same trend.

5.4 Lessons learned
To conclude, in the following the main results displayed in this Chapter will be out-
lined.

As regards the MECPerf-active metrics, it was observed that the performance of
the network is strongly influenced by the placement, the state of the network, and
the technology used. The results of the experiments based on MECPerf-active la-
tency metrics demonstrated that access-MEC metrics are not only lower than those
collected on the access-cloud server but also less affected by the presence of cross-
traffic. Therefore, applicationswith stringent latency requirements should be placed
within the edge networks, whenever possible. In addition, WI-Fi-based latency
metrics showed values below 5 milliseconds, while latency metrics collected on the
MEC-cloud segments are approximately equal to 40 milliseconds. These results re-
vealed the benefits introduced by edge nodes but they also showed the high cost
of propagating context data between edge servers and centralized remote repos-
itories. Similarly, as expected, the access-MEC segment performs better than the
MEC-cloud segment in terms of MECPerf-active bandwidth metrics. Therefore, it
would be preferable to deploy application servers on edge nodes wherever possible.
However, it can also be noted that the difference in the bandwidth metrics collected
on the access-MEC and the access-cloud network segments is often smaller than the
differences exhibited by the latency metrics on those segments. Thus, in the pres-
ence of congested edge nodes, it may be preferable to relocate bandwidth-intensive
applications. Finally, the results of experiments based onMECPerf- and self-passive
measurement methods revealed that cloud servers provided higher performance in
terms of both bandwidth and latency metrics when a large number of clients was
considered. Fundamentally, this result is due to the higher computational capa-
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bilities of cloud servers, which succeeded in compensating for the increased com-
munication latency. This result indicates how important it is to consider the server
workload during the deployment of application servers.



Chapter 6

Use MECPerf experimental results to
build a simple trace-based network
simulator

As stated in Chapter 2, most of the edge simulators currently available make use of
simple network models. For instance, some simulators consider bandwidth and/or
latency metrics as fixed characteristics of a link. Other frameworks are based on
the simulation of just a part of the network stack. However, these approaches may
not reflect the complexity of a real system. To fix this issue a trace-based simulator
can be employed. Essentially, a trace-based network simulator retrieves network
performance metrics from pre-generated traces. Therefore, to obtain noteworthy
results, it is necessary to use traces that are relevant for the scenario under analysis
and as complete as possible. This approach offers some advantages.

• The use of traces allows to include in the simulation phenomena that are dif-
ficult to consider. For example, they can introduce unexpected interactions
between hosts belonging to the system or they can reflect the influence of traf-
fic generated by hosts outside the system. Therefore, trace-based approaches
allow the performance evaluations of applications and placement strategies in
a real-world scenario.

• A trace advances over time in a totally deterministicway. This enables the eval-
uation of different applications and orchestration strategies under the same
network conditions.

• Trace-based simulators are less computationally demanding than other types
of simulators.

The rest of this Chapter is organized as follows. First, it will be presented the
MECPerf Library. Basically, the library provides an API to produce bandwidth and
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Figure 6.1: The interaction between the MECperf collection tools, the MECPerf Li-
brary, and third-party software that requires metrics to compute simulation or anal-
ysis activities.

latency traces starting from the metrics stored in the dataset containing the results
of the experiments collected using MECPerf. Then, some insights about the usage
of the MECPerfLibrary will be provided.

6.1 Using the experimental results to generate input
traces

MECPerf was used to collect a set of network metrics in an edge environment under
different network conditions. The setup used to collect the metrics and the results
of the experimental campaign have been provided in Chapter 5. Moreover, a dataset
containing the results of the experiments conducted using MECPerf has been made
publicly available. However, for programmers can be challenging to access directly
to the raw metrics stored since this operation required a complete knowledge of
the dataset’s internal structure. This makes the metrics difficult to be used. Hence,
the MECPerfLibrary was developed with the goal of simplifying the access to the
metrics contained within the dataset as much as possible.
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The MECPerfLibrary architecture
The library interacts withMECPerf as shown in Figure 6.1. The left side of the graph
shows the MECPerf components (i.e., the MC, the MO, the MRS, and the MA) and
how they interact to collectMECPerf-active, MECPerf-passive, and self-passivemet-
rics. The raw metrics collected during the MECPerf experiments have been stored
in a MySQL database administrated by the MECPerf Aggregator. Further details
about the interactions between the components and the collection methods have
been found in Chapter 4. Instead, the right side of the graph shows the MECPerfLi-
brary. As can be noted the library can access the raw metrics obtained through the
measurement campaign. Precisely, the MECPerf Library is composed of two differ-
ent components. The first one is a software utility that can be used to retrieve the
rawmetrics containedwithin the database, generating intermediate bandwidth and
latency input files. Instead, the second one is the NetworkTraceMenager class. Basi-
cally, this last component takes the intermediate input files, using them to produce
bandwidth and latency traces. Once generated, the traces can be used to emulate
a MEC network under specific network conditions (for example, when a particular
amount of cross-traffic is injected into the access network or when a specific access
technology is used to connect the TNs to the rest of the network). Finally, the Net-
workTraceManagermodule provides a set of APIs that can be used by programmers
to obtain trace-based network metrics.

The NetworkTraceManager module
TheNetworkTraceManager (NTM) class is the principalmodulewithin theMECPerf
library. It exposes APIs to generate the traces and obtain bandwidth and latency
metrics. Whenever a software component requires a new trace, it has to instantiate
a newNTM object. During the initialization, the NTM instance receives as input the
path of a JSON file, a network setup descriptor, and two seeds. The JSON file is used
to associate the rawmetricswith the setup used during the experiment that collected
them (e.g., it specifies the type of the experiment, the access technology used, the
amount of cross-traffic injected into the access network, etc.). The network setup
descriptor indicates the network configuration in which the caller is interested. It is
composed of the type of measurements, the transport layer protocol, the measured
network segment, the identity of the hosts involved in the measure, the direction of
communication, the access technology used to connect hosts in the access network,
and the amount of cross-traffic injected into the access network. However, not all the
parameters have to be specified. Finally, the two seeds are used to guarantee the re-
peatability of the experiments. The Library stores the rawmetrics intomultiple files,
where each of them contains homogeneous couples of <raw metrics, timestamps>
pairs collected under the same experiments and network conditions. After check-
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Figure 6.2: The interaction between the MECPerf Library and a generic third-party
software components.

ing the validity of the received input, the NTM instance uses the JSON files to select
all the input files with a setup that matches the network setup descriptor. Note that
several input files may be selected at this stage as experiments have been repeated
multiple times. Furthermore, the programmermay have expressed only a part of the
network setup descriptor. Consequently, input files containing raw values collected
under different configurations may be returned. At this point, the NTM instance
uses the seeds to initialize two random number generators. The first seed is used
to select one bandwidth and one latency input file among the ones available. Then,
the NTM instance generates bandwidth and latency traces from the two selected
files. Instead, the second seed is used to choose a starting point randomly within
the trace. Finally, it must be remarked that the traces had been generated starting
from real-world experiments. Thus, the collected metrics are not perfectly spaced
equally. Furthermore, some metrics may be missing due to unpredictable failures
during the collection phase. To bound the possible side effects introduced by pro-
tracted losses in the collection of metrics the two traces have been post-processed
so that two consecutive elements cannot differ by more than MAXTRACEGAP unit of
times. This completes the initialization of the NTM instance. From this time on, the
programmer can ask for network metrics using methods provided by the library.
Note that the raw metrics have been collected through experiments. Hence, only
some timestamps have associated metrics. To overcome this restriction, the traces
are managed following a sample-and-hold strategy. Finally, when the last trace el-
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ement has been asked, the NTM shifts the timestamp associated with each value
contained in the trace. In other words, <raw metric, timestamp> couples are man-
aged as a circular array. The Library also aligns the bandwidth and latency traces
when collected samples are not perfectly synchronized. The behavior of the NTM
module is pictured in Figure 6.2.

The MECPerf library had been implemented in Python, and it is available on
GitHub(The source code of the MECPerf library, 2021).

A simple example of usage
The following code shows a simple example of the usage of the library.

1 import configparser
2 from network_trace_manager import NetworkTraceManager
3

4 config = configparser.ConfigParser()
5 config.read("conf.ini")
6

7 network_traces = NetworkTraceManager(config["configuration_name"])
8 print(network_traces.get_rtt(1))
9 print(network_traces.get_bandwidth(3.1))
10 print(network_traces.get_networkvalues(2.3))
11

12 for e in NetworkTraceManager.get_tracelist("inputFiles/mapping.json",
13 command="TCPRTT",
14 direction="upstream",
15 typeofmeasure="active"):
16 print (e)

At first, the programmermust provide an ini file containing the targeted network
setup. This operation is performed at Lines 4-5. Then, it is possible to call the Net-
workTraceManager constructor (Line 7). The constructor takes as input a network
configuration and returns a NetworkTraceManager object containing a bandwidth
and a latency trace. From this time on it is possible to ask for networkmetrics. The li-
brary provides three different methods that can be used by programmers to retrieve
network metrics.

• Line 8 - get_rtt(sec): gets as input a floating number sec and push forward the
simulated time by sec seconds. Returns a negative number if an error occurs.
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Otherwise, it returns a python list composed of the latency metric associated
with the current simulated time, a datetime object containing the current simu-
lated time, and a datetime object containing the timestamp at which themetric
was collected.

• Line 9 - get_bandwidth(sec): gets as input a floating number sec and push
forward the simulated time by sec seconds. Returns a negative number if an
error occurs. Otherwise, it returns a python list composed of the bandwidth
metric associatedwith the current simulated time, a datetime object containing
the current simulated time, and a datetime object containing the timestamp at
which the metric was collected.

• Line 10 - get_networkvalues(sec): gets as input a floating number sec and
push forward the simulated time by sec seconds. Returns a negative number
if an error occurs. Otherwise, it returns a python list composed of both the
latency and the bandwidth metric associated with the current simulated time,
a datetime object containing the current simulated time, and a datetime object
containing the timestamp in which the metric was collected.

Finally, the library provides the get_tracelist() method, which takes as input the
path of the mapping file and other parameters. The method scans the mapping file
and returns the list of configuration that matches the provided input. Basically, this
method can be used by programmers to explore the set of available configurations.
An example of the usage of this method can be found in Lines 12-16.

6.2 Use the NetworkTraceManager to implement a
simple simulator

TheMECPerf Library had been used in a paper to implement a simple network sim-
ulator in an edge environment (Caiazza et al., 2021).

The work considered the scenario depicted in Figure 6.3 where a TN was ca-
pable of obtaining network connectivity from two different edge networks. In this
scenario, the MC was supposed to be running on the TN, while each edge network
is supposed to contain an MO and a MA. Finally, there was supposed to be present
an orchestrator capable of retrieving networkmetrics from the twoMAs in real-time
and capable of migrating a fraction of clients γ with the poorest performance from
one edge to the other one.

The paper presented a time-discrete simulation, performed considering 100 in-
dependent clients. Each client interleaved active and inactive periods and the du-
ration of each period was randomly chosen following an exponential distribution
with a mean of 10 slots. Precisely, at the beginning, each client obtained two latency
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Figure 6.3: The simulated architecture.
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Figure 6.4: The 0,5, 0,75, 0,95 RTT quantiles for γ values that goes form 0 to 0,5.
Values are plotted considering a 95% confidence interval.

traces for the two edge networks. The setup used to generate each trace considered
both LTE andWi-Fi experiments and values of cross-traffic that go from 0Mbps to 50
Mbps. Then the TN was connected to an edge network randomly selected. Finally,
at the end of every slot, the orchestrator collected the latency metrics from the sub-
scribed clients. Then, a fraction γ of users characterized by high RTT metrics were
forced to migrate to the other operator, while the clients with smaller RTT values
were retained.

Figure 6.4 shows the 0,5, 0,75, and 0,95 quantiles of RTT computed upon 20 in-
dependent repetitions of each scenario. Values have been plotted considering a 95%
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confidence interval and γ values that goes from 0 (i.e., no migration) to 0,5 (i.e., at
every time slot half clients are migrated to the peer operator). First, it is possible to
see that the RTT shows a non-monotone trend in each quantile. This indicates that
a low migration can keep the RTT low, while high migration obtains the opposite
result. For example, considering the 0.95 quantile, the RTT decreases from 50 mil-
liseconds to approximately 43 milliseconds where γ goes from 0 to 0,1. Then, when
γ increases, the RTT increases as well. For γ equal to or greater than 0,3 the RTT
returns to approximately 50 milliseconds. In general, the optimal values of γ are
equal to 0,1 for all the considered quantiles.

The results presented in (Caiazza et al., 2021)make clear how edge orchestration
strategies can benefit from the collected network metrics. The paper also demon-
strates how traces collected in the real world can be used to feed a simple simulator.



Chapter 7

Estimating the energy consumption of
terminal nodes in edge/cloud
scenarios

In this Chapter the energy consumption of a client-server application operating in
a MEC environment following a request-response scheme will be evaluated. Let
us consider the reference architecture of Figure 7.1. The application is assumed to
be running on TNs, which are hosted in the access network and connected to both
edge and cloud servers using LTE connections. Assessing the client-side energy
consumption helps to understand the server’s location’s impact on TN’s energy con-
sumption. As stated in Section 2.2, several offloading strategies have been proposed
in the literature. Most of them have been evaluated with the aim of minimizing
the energy consumption of the server infrastructure, while the energy consump-
tion of TNs is generally not sufficiently investigated in those works. However, it is
reasonable to assume that the energy consumption of a TN can be affected by the
communication latency between the device and the application server. Therefore,
a deeper understanding of the relationships between communication latency and
power consumption of TNs would allow improving the design of energy-efficient
application placement strategies.

The rest of this Chapter is organized as follows. First, the FSM of an LTE in-
terface is provided. Then, two models will be given. The first one is an analytical
model suited to evaluate the energy consumption of a connectionless application.
Instead, the second one is a hybrid model used to assess the energy consumption
of a connection-oriented client application. Finally, the energy consumption of the
two models will be estimated considering both edge and cloud servers.

81
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Figure 7.1: The reference architecture considered in this Chapter. The client appli-
cation is running on TNs hosted in the access network using LTE connections to
communicate with servers located on both edge and cloud networks.

TC

CR

IDLE LONG DRX

Receive/send a packet
SHORT DRX

Receive/send a packet

T
S

TL

R
ec

ei
ve

/s
en

d 
a 

pa
ck

et DRXCR

R
ec

ei
ve

/s
en

d 
a 

pa
ck

et

Figure 7.2: The finite state machine of an LTE module.

7.1 Modeling the LTE interface as a finite state
machine

The LTE interface of TNs has been modeled using the FSM shown in (Huang et al.,
2012) and (Chen et al., 2015). Fundamentally, an LTE interface operates according
to two different modes. The former is the Continuous Reception (CR) mode, while
the latter is the DRX mode. During CR, the interface is continuously switched on,
waiting to send or receive packets. Therefore, CR is characterized by the highest
energy consumption level. Instead, during DRX, the interface alternates sleeping
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Phase Symbol Mean power consumption (mW)
CR when sending PTX 1200
CR when receiving PRX 1000
CR when idle PC 1000
SHORT DRX PS 359.07
LONG DRX PL 163.23
IDLE PI 14.25
Promotion PPROM 1200

Table 7.1: The mean power consumption of the LTE interface adopted.

and wake-up periods. The sleeping periods reduce the energy consumption of the
network interface, but they also introduce additional delays since no packet can be
received during sleeping periods. The DRX mode is composed of three different
states characterized by different duty cycles. The first state is called SHORT DRX,
which is characterized by small sleeping periods. Hence, energy consumption is
lower than the one experienced during CR, however additional delays are also been
introduced. The second state is called LONG DRX. During this state, the sleeping
periods are longer than those experienced during SHORT DRX. Consequently, less
energy is needed to remain in the LONG DRX, but higher delays are introduced.
Finally, the third state is called IDLE. In this case, the interface sleeps most of its
time. As a result, the energy consumption is minimized and the highest delays are
introduced.

Figure 7.2 illustrates the FSM of the LTE interface. As can be seen, every time
a packet needs to be sent or received, the interface goes into CR. Once the packet
has been sent (or received), the interface remains in CR for an additional time TC. If
no transmission occurs during TC, the interface goes into SHORT DRX and starts to
interleave sleeping and wake-up periods. The interface remains into SHORT DRX
for at most TS units of time. If a packet is sent or received during SHORT DRX, the
interface returns to CR. Otherwise, it goes into LONG DRX. This state is similar to
SHORTDRX as it also operates according to a duty cycle. However, sleeping periods
are longer. Consequently, the energy consumption decreases while higher delays
may be applied on incoming packets. Finally, if no packets are sent or received for
TL, the interface enters into IDLE. In this last state, the interface sleeps for most of
the time. Consequently, this state is characterized by the smallest consumption, but
it can also introduce higher delays. Note that timers do not trigger any transition
from IDLE. Thus, the interface goes back to CR only when a new packet needs to be
sent or received.

In the rest of this Chapter, we will consider the LTE interface described by Chen
et al. (2015) and characterized by the following operational parameters. Let PC,
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Phase Symbol Duration (ms)
CR when idle TC 200
SHORT DRX TS 400
LONG DRX TL 11000
Promotion TPROM 200

Table 7.2: The maximum time spent in each state of the adopted FSM.

PS, PL, and PI the power consumption needed to stay in CR without transmitting
any data, in SHORT DRX, in LONG DRX, and in IDLE, respectively. TC, TS, and
TL are equal to 200, 400, and 11000 milliseconds, respectively. When the interface
is idle in CR, then PC is equal to 1000 mW. Instead, the energy needed to stay in
CR during a data transmission depends on the Reference Signal Received Power
(RSRP). However, for simplicity, we considered amean power consumption of 1200
mW for the sending phase and 1000 mW for the receiving phase. During SHORT
DRX, the interface required 788 mW during a wake-up period of 41 ms and 61 mW
during the sleeping period. The interface wakes upwith a period of 100 ms. During
LONG DRX, the interface required 788 mW during a wake-up period of 45 ms and
61 mW during the sleeping period. The interface wakes up with a period of 320 ms.
Finally, in IDLE, the interface consumed 570 mW during the wake-up period of 32
ms, while the energy consumption during the sleeping phase is negligible. During
IDLE, the interface woke up with a period of 1280 ms. For simplicity, we considered
the mean power consumption of 359.07 mW, 163.23 mW, and 14.25 mW for PS , PL,
and PI , respectively. To conclude, it should be said that the transitions from SHORT
DRX and LONG DRX to CR are performed immediately. In contrast, transitions
from IDLE are completed only after a promotion period. The power consumption
needed to promote the interface from IDLE to CR is the same for both the sending
and the receiving phases. Hence, PPROMTX == PPROMRX == PPROM. The considered
interface has a PPROM equal to 1200 mW for 200 ms. Tables 7.1 and 7.2 summarized
the parameters of the considered interface.

7.2 Estimating the energy consumption of a
connectionless application

Modeling a connectionless request-response schema

The energy consumption of a connectionless application has been evaluated consid-
ering the request-response schema illustrated in Figure 7.3. Let TI be the application
period. As can be seen, at the beginning of each period, the client sends to the server
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Figure 7.3: The interaction between the client and the server considering a connec-
tionless application operating on an application period TI .

amessage. Thismessage can represent a small request for a resource that needs to be
downloaded, or it can represent the upload of some data to a centralized repository.
In general, the message requires a time TTX to be transmitted. For a connection-
less communication, TTX depends on the amount of data that needs to be sent and
the bandwidth available on the wireless segment. Once the transmission has been
completed, the client remains idle for TW , waiting to receive a response from the
server. In other words, TW is the time between the end of TTX and the beginning
of TRX. We assumed to have an idle server capable of immediately processing in-
coming messages, generating a reply in a time TELAB. Then, TW can be rewritten as

TW = TELAB + RTT (7.1)

This suggests that TW depends on the location of the destination server. Conse-
quently, the energy consumption EW , needed during TW , depends on the server’s
location. Finally, once the response has been fully received in a time TRX, the client
remains idle for a time TQ, waiting for the beginning of a newperiod. In otherwords,
TQ can be written as:

TQ = TI − TTX − TRX − TW − TPROMTX − TPROMRX (7.2)

Then, given Equation 7.1 also TQ depends on the RTT. This means that also the en-
ergy consumption EQ, needed during TQ, depends on the server’s location.
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Modeling the client-side energy consumption
Let ETX, EW , ERX, and EQ be the energy spent during TTX, TW , TRX, and TQ, re-
spectively. Instead, let EPROMTX and EPROMRX be the energy required during the
promotion period eventually needed before TTX and TRX, respectively.

The energy EI can be estimated as the sumof the energy spent during the periods
that form TI plus the energy employed to promote the interface from IDLE to CR
eventually. Then, EI can be computed as:

EI = ETX + EW + ERX + EQ + EPROMTX + EPROMRX (7.3)

First of all, ETX can be computed considering both the time needed to send the
message to the server and the power required to send data.

ETX = TTX · PTX (7.4)

Similarly, ERX can be computed as:

ERX = TRX · PRX (7.5)

Note that when packets need to be sent or received, the interface remains in CR.
Hence, ETX and ERX are always characterized by high power consumption.

To compute EW , two things have to be noted. Firstly, at the beginning of TW , the
interface is still in CR. Secondly, there are no packets transmitted during TW . Con-
sequently, depending on the length of TW , the FSMmay perform several transitions.
Precisely, if TW is smaller than TC, the interface remains in CR for the whole interval
TW . Hence, EW can be computed as:

EW = TW · PC

Otherwise, the interface stays in CR for TC. Then it goes in SHORT DRX for the
residual time. If TW is smaller than TC + TS the interface completed its TW in SHORT
DRX. In this case, EW can be computed as

EW = TC · PC + (TW − TC) · PS

Instead, if TW is larger than TC + TS, the interface goes from SHORT DRX to LONG
DRX. Then, if TW is shorter than TC + TS + TL the interface completes its TW when
it is still into LONG DRX. Then, EW can be computed as

EW = TC · PC + TS · PS + (TW − TC − TS) · PL

Finally, if TC + TS + TL is not sufficient to complete TW the interface enters into IDLE.
Note that the interface remains in IDLE until TW is concluded as the interface exits
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from IDLE only when a packet is sent or received. In this last case, EW is computed
as

TC · PC + TS · PS + TL · PL + (TW − TC − TS − TL) · PI

To summarize, EW can be computed as

EW =



TW · PC if TW ≤ TC

TC · PC + (TW − TC) · PS if TC < TW ≤ (TC + TS)

TC · PC + TS · PS if (TC + TS) < TW ≤ (TC + TS + TL)

+(TW − TC − TS) · PL

TC · PC + TS · PS + TL · PL if (TC + TS + TL) < TW

+(TW − TC − TS − TL) · PI
(7.6)

Finally, TQ is the time that goes from the end of TRX to the beginning of a new
period, and it can be computed as previously shown in Equation 7.2. At this point,
it must be remarked that TW and TQ are similar as there are no network operations
during these intervals. Hence, the argumentation that leads to Equation 7.6 can also
be applied to compute EQ.

EQ =



TQ · PC if TQ ≤ TC

TC · PC + (TQ − TC) · PS if TC < TQ ≤ (TC + TS)

TC · PC + TS · PS if (TC + TS) < TQ ≤ (TC + TS + TL)

+(TQ − TC − TS) · PL

TC · PC + TS · PS + TL · PL if (TC + TS + TL) < TQ

+(TQ − TC − TS − TL) · PI
(7.7)

Finally, EPROMTX and EPROMRX are different from 0 only if the interface is into
IDLE at the beginning of TTX and TRX.

7.3 Estimating the client-side energy consumption of
a connection-oriented application

Modeling a connection-oriented request-response scheme
The energy consumption of a client application that periodically exchanges data
with a server using an existing TCP connection has been computed accordingly to
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Figure 7.4: The interaction between the client and the server, considering a
connection-oriented application operating on an application period TI .

twodifferent scenarios. The first one examines an application that periodically sends
a moderately large amount of data to the server, receiving a response of a few bytes.
The second scenario considers the opposite situation where the application sends
a small request, receiving a larger quantity of bytes. In both scenarios, the two ap-
plications operate with a period TI . These two applications can represent an IoT
scenario where some nodes upload collected data receiving a confirmationmessage
(scenario 1), and others periodically ask a server for some data (scenario 2). Figure
7.4 depicts the considered scenarios.

The energy consumption for the two scenarios was evaluated using a hybrid ap-
proach based on the integration of the analytical model shown in Section 7.2 and
experimental results collected in a realistic setting. This strategy was chosen to deal
with the TCP protocol, which is muchmore complex than UDP. In fact, multiple fac-
tors affect the TCP throughput. For instance, the flow control mechanism will limit
the throughput if the receiver cannotmanage the incoming traffic. In other cases, the
congestion control mechanism dominates the TCP throughput at the steady-state.
Various congestion control strategies have been shown in the literature (e.g., Reno,
Vegas, CUBIC, etc.), and multiple models have been proposed to estimate the max-
imum achievable TCP throughput (Mathis et al., 1997; Padhye et al., 1998; Cardwell
et al., 1998; Bao et al., 2010). However, these models are valid only under rigid as-
sumptions. Moreover, they make use of parameters whose values are not constant
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Figure 7.5: The TCP-based application used to collect TTX, TRX, and TW values in a
real environment.

over time and can only be collected through network measurements (such as the
packet loss probability and the RTT). Consequently, providing a reliable estimation
of TTX and TRX is not trivial.

Collecting TTX, TRX, and TW from a real environment
Wegathered TTX and TRX values from a set of experiments based onHTTP requests.
Precisely, the first application is accustomed to an HTTP POST request as depicted
in Figure 7.5a. For this case, TTX has been computed as the times between the HTTP
POST request and the last TCP acknowledgment received from the server. Instead,
TRX has been calculated as the time between the HTTP 200 OK message received
from the server and its acknowledgment. Conversely, the metrics for the second
scenario have been collected considering the HTTP GET request of Figure 7.5b. In
this case, TTX is the time that goes from the HTTP GET request to the reception of
the acknowledgment for the request packet, while TRX is the time needed to receive
the response from the server, considering the download of the resource, the HTTP
reply, and the acknowledgment packets. Finally, TW is computed as the time that
goes from the end of TTX and the beginning of TRX for both applications.

The experiments were performed using the setup of Figure 7.6. The client ap-
plication was hosted on a Raspberry Pi. We chose such a device as it has poorer
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Figure 7.6: The setup used to collect TTX, TRX, and TW values in a real environment
for a connection-oriented application.

computational capabilities with respect to a PC. Consequently, it is more similar to
a generic constrained TN. The Raspberry Pi gets the LTE connectivity from an An-
droid smartphone, connected using a USB cable. Instead, an NGINX server was
deployed on a machine belonging to the University of Pisa, which is considered the
edge server. To mimic a cloud server, 100 milliseconds of delay had been applied
on the server machine for both incoming and outgoing packets using tc. In other
words, for the cloud configuration, a ∆RTT equal to 200 ms had been used.

for i ∈ [1, ..., 10] do
for f ∈ [2, ..., 12] MB do

for s ∈ [serverEDGE, serverCLOUD] do
start the tshark session;
send an HTTP POST request, uploading a file of size f on server s;
send an HTTP GET request, downloading a file of size f from
server s;
stop the tshark session and store the cap file ;

end
end

end
Algorithm 3: The setup used to collect TTX, TRX, and TW values.

At the beginning of each experiment, the client starts a tshark(tshark, 2021) ses-
sion to sniff the packets between the client and the server. Then, the client applica-
tion uses curl to send an HTTP POST request to the server, uploading to the edge
a file of known size f . Once the first request is completed, the client uses curl to
send the GET requests, downloading a file of identical size. Finally, the client stops
the packet sniffer and stores the sniffed traffic trace into a cap file. At this point, the
procedure is repeated using the cloud server as target. The HTTP requests were re-
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peated using files of different sizes (from 2MB to 12MB) and performed using up to
10 repetitions. The collection of the experimental data is outlined in the pseudocode
of Algorithm 3.

We performed 2 experiments. The first one was conducted during the day and
aimed to assess transfer times in a scenario where multiple devices are sharing the
radio resources. Instead, the second one was performed overnight to reduce the
probabilities of cell congestion interference. In other words, it aimed to assess a low
congestion scenario.

To conclude, the cap files had been post-processed to retrieve TTX, TRX, and TW
values. Then, to compute the energy consumption of a TCP-based application, the
collected values were used as input parameters for the model presented in Section
7.2.

7.4 The Energy evaluator module
The code used to assess the energy consumption of connectionless and connection-
oriented applications can be found on GitHub (The source code of the energy eval-
uator, 2021).

The EnergyEvaluator and LTEEnergy classes are the main modules within the
developed software. Basically, the EnergyEvaluator object is in charge of computing
all the components that compose the overall energy consumption and updating the
LTEEnergy object, which maintains the interface status. The code was developed
in C ++ and it uses the MATLAB Engine API for C ++ (MATLAB Engine API for
C++, 2021) for generating the graphs.

7.5 The energy consumption of an ideal
connectionless application

In the following, the consumption of an application that uses UDP sockets to ex-
change data accordingly to the schema of Figure 7.3 was evaluated. EI values will be
computed considering two different scenarios. The former involves an edge server,
while the latter includes a cloud server. Then, results will be expressed in terms of
the ρ index, which is computed as

ρ =
EE

I

EC
I

(7.8)

where EE
I is the energy consumption within a period when the edge server is con-

sidered, and EC
I is the energy required to run a period when the cloud server was

involved. Then, ρ values can be used to compare the two configurations. ρ values
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smaller than 1 indicate that a lower amount of energy is required when the edge
server is used. Conversely, ρ values greater than 1 indicate that the cloud server is
the one that minimizes the energy consumption.

The analysis has been performed varying the application period TI , the elabo-
ration time TELAB, the RTT toward the cloud (hereafter RTTC), and the amount of
data transferred. Instead, the RTT toward the edge (RTTE) of 40 ms was adopted,
which is themedian latency value obtained using theMECPerf-active LTEmeasure-
ment method when no cross-traffic is injected into the access network (see Figure
5.5). We will define ∆RTT as the difference between the cloud and the edge RTT. In
other words, ∆RTT can be computed as

∆RTT = RTTC − RTTE (7.9)

Consequently, we can use Equation 7.1 to compute

TC
W = TE

W + ∆RTT (7.10)

where TE
W and TC

W are TW values computed when the edge and the cloud server are
involved, respectively. Then, if we consider Equation 7.2 we can compute

TC
Q = TE

Q − ∆RTT (7.11)

where TE
Q and TC

Q are TQ values computedwhen the edge and the cloud server are in-
volved, respectively. Then from Equations 7.10 and 7.11 it can be seen that the cloud
configuration is characterized by higher TW and lower TQ values. Consequently,
when the cloud is involved, higher EW and lower EQ will be obtained.

Finally, it should be noted that TTX and TRX are computed starting from the
amount of data transferred and the bitrate of the interface. Precisely, TTX has been
computed as

TTX =
8 · BTX

bitrateuplink
(7.12)

where BTX is the number of bytes sent during TTX, including both the application
data and the overhead introduced by the underlying network stack levels. Instead,
bitrateuplink is the bitrate of the interface in the uplink direction. It must be noted
that Equation 7.12 does not consider the RTT between the client and the server as
the UDP protocol lacks of any rate control mechanism. Hence, the time required
to send the data does not depend on the RTT. Then, considering Equation 7.4, it
can be easily concluded that also ETX is independent from the RTT. To compute
TTX and TRX an uplink bitrate bitrateuplink equals to 1 Mbps and a downlink bitrate
bitratedownlink equals to 0.8 Mbps were adopted, respectively. These bitrates comply
with those offered by a well-known Italian operator (Tim: Le tecnologie abilitanti
per l’IoT, 2021). Since low performance characterizes the adopted interface, it can
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Figure 7.7: The values of ρ obtained setting the
amount of transmitted data and the elaboration
time, while variable RTTC and TI are adopted.
The red area identifies those configurations pro-
ducing ρ values greater than 1. For these points,
using the cloud is the most convenient choice.
Conversely, for the blue area, the most convenient
choice is using the edge.

Sent data 16 000 B
Recv data 16 000 B
RTTE 40ms
RTTC from 50ms to 300ms
TELAB 150ms
TI from 750ms to 60s

Table 7.3: The setup used to com-
pute the ρ values of Figure 7.7.

be assumed that the bottleneck of the path between the client and the server will
be located on the wireless link that connects the client interface with the LTE BS.
Consequently, it is reasonable to assume that incoming packets are received back-
to-back during TRX. Then TRX can be considered independent from the RTT, and it
can be computed similarly to TTX.

TRX =
8 · BRX

bitratedownlink
(7.13)

where BRX is the amount of bytes receivedwithin a single period, including the data
introduced by the underlying network stack levels.

Evaluating ρ considering different combinations of application
periods and RTTC

First, the energy consumption of both the edge and the cloud configuration has been
evaluated considering a scenariowhere the amount of transmitteddata and the elab-
oration time are constant and the application period (TI) and the RTT toward the
cloud (RTTC) vary.

Figure 7.7 shows a 3D surface of ρ values, while Table 7.3 summarizes the setup
adopted. The red area of the surface identifies those combinations of parameters
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that produce ρ values greater than 1. Thus, for the red area, the interaction with the
remote server is less energy demanding than the interaction with the edge server.
Conversely, the blue area of the surface indicates combinationswith ρ values smaller
than 1. Hence, interactingwith the edge server is themost convenient choice for this
area.

As can be seen, when low TI values and high RTTC values are considered, the
energy needed to interact with the remote server is lower than the energy required
to communicate with the edge server. Instead, when TI is greater than 750ms, the
edge server is always the best choice. Note that when the RTT increases ETX and
ERX do not change as they depend only on the amount of data transmitted and on
the bitrate of the interface. This means that all the differences between the two con-
figurations can be ascribed to EW and EQ. Let TE

W and TC
W be the TW computed for

the edge and the cloud configurations, respectively. As stated before, Equation 7.1
can be used to compute TW . With a TELAB of 150 milliseconds and a RTTE of 40
milliseconds, we obtain a TE

W equal to 190 milliseconds. Note that the considered in-
terface has a TC of 200milliseconds. Hence, since TE

W is smaller than TC, the interface
spent its TE

W entirely into CR. Instead, when the cloud server is considered, the RTT
increases. Consequently, TC

W becomes higher than TE
W . This means that EE

W is always
smaller than EC

W . When the cloud server is used, the interface stays in CR only for
10 milliseconds longer, while most of its ∆RTT is consumed in SHORT DRX (and
eventually in LONG DRX and in IDLE). In other words, the interface spent most of
its ∆RTT in a state characterized by lower power consumption. Instead, TQ is com-
puted as the time needed to complete the current period. Note that TI , TTX, and TRX
are fixed and TE

W is always smaller than TC
W (see Equation 7.10). Consequently, TE

Q
is always greater than TC

Q (see Equation 7.11). For TI equal to 750ms, TC
Q is equal

to a few milliseconds. This means that, when the edge configuration is considered,
the interface spent most of its ∆RTT into CR with the highest power consumption.
Consequently, when the edge server is considered, the additional energy spent in
TQ is higher than the energy saved during TW . Hence, the EE

I is greater than EC
I , and

ρ is higher than 1. The values EW , EQ, and EI for the two configurations, computed
using TI equal to 750 and 1 000 milliseconds are summarized in Table 7.4.

Instead, when large TI values are considered, the edge configuration is always
the most convenient. Note that TW is independent from TI . Consequently, when
a higher TI is considered EE

W and EC
W do not change. Instead, when TI increases,

TQ increases in both configurations. When TI is equal to 1 second, TC
Q is barely

sufficient to enter into SHORTDRX. Thismeans that the cloud configuration spends
a small portion of its ∆RTT into CR, while the edge configurations spend its ∆RTT
entirely into SHORT DRX. Consequently, at the end of the period, the additional
energy spent into TE

Q is lower than the additional energy spent into TC
W for a cloud

configuration. Thus, the edge configuration demonstrates to require lower energy.
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Table 7.4: EW , EQ, and EI values for the edge- and the cloud-based configurations
considering a connectionless applicationwith TI equal to 750 and 1 000milliseconds,
RTTC values ranging from 50 to 300 milliseconds, TELAB equals to 150 milliseconds,
RTTE equals to 40 milliseconds, and 16 000 bytes for both BTX and BRX.

Evaluating ρ considering different combinations of transmitted
data and RTTC

Figure 7.8 shows the ρ values computed considering different amounts of data trans-
ferred. The setup used to collect the results is summarized in Table 7.5. As can be
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Figure 7.8: The values of ρ obtained setting the
application period and the elaboration time,
while a variable RTTC and a variable amount
of transmitted data are considered. The red
area identifies those configurations producing
ρ values greater than 1. For these points, using
the cloud is the most convenient choice. Con-
versely, for the blue area, the most convenient
choice is using the edge.

Sent data from 100B to 256 000B
Recv data from 100B to 256 000B
RTTE 40ms
RTTC from 50 to 300 ms
TELAB 150ms
TI 5 000 ms

Table 7.5: The setup used to com-
pute the ρ values of Figure 7.8.

seen, for a low amount of data transferred, the edge configuration demonstrates to
be always the one that minimizes the energy consumption. This behavior is similar
to the one explained in the previous case. Since elaboration time is equal to 150 ms
and the RTT toward the edge is equal to 40 ms, the TE

W is equal to 190ms. Since TC
is equal to 200 milliseconds, the interface spent a small fraction of its ∆RTT into CR
when the cloud server is considered. If the amount of data transmitted is small, then
also TTX and TRX are small for both the configurations. Since TI is equal to 5 seconds,
then TQ is big enough to let the interface go into a state characterized by lower power
consumption. This means that the interface spends its ∆RTT entirely out of CR dur-
ing TE

Q. Consequently, the edge configuration demonstrates lower consumption at
the end of the period.

In addition, for a given amount of data transferred, it can be noted that ρ val-
ues decrease as the RTT toward the cloud server increases. This behavior can be
explained as follows. When the RTTC increases, the ∆RTT increases as the RTT to-
ward the edge is a fixed value. This means that the gain obtained during TE

W and
TC

Q increases. When the cloud server is considered, the interface spends a higher
fraction of its ∆RTT into SHORT DRX. Instead, when the edge configuration and
a small amount of data are considered, the interface spends this higher ∆RTT into
LONGDRX.Note that it was considered an interface characterized by amean power
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Figure 7.9: The values of ρ obtained setting the
application period and the amount of transmit-
ted data, while variable RTTC and elaboration
times are adopted. The red area identifies those
configurations producing ρ values greater than 1.
For these points, using the cloud is the most con-
venient choice. Conversely, for the blue area, the
most convenient choice is using the edge.

Sent data 16 000 B
Recv data 16 000 B
RTTE 40ms
RTTC from 50 to 300 ms
TELAB from 0 to 1500 ms
TI 5 000 ms

Table 7.6: The setup used to com-
pute the ρ values of Figure 7.9.

consumption of 163.23 mW and 359.07 mWwhen the interface is in LONGDRX and
SHORTDRX, respectively. Since LONGDRX has smaller consumption with respect
to SHORT DRX, it can be easily understood why ρ values decrease.

Finally, we can see that when a higher amount of data are considered, the cloud
configuration becomes the most favorable configuration. For example, when 100
bytes are transmitted and RTTC is equal to 150 milliseconds a ρ of 0.978 is obtained.
Instead, for 256 000 bytes transmitted and a RTTC of 150 milliseconds ρ is equal to
1.012. In fact, if the amount of data transmitted increases then TTX and TRX increase,
while TQ decreases. At a certain point, TQ becomes so tiny that the interface spends
a relevant part of its ∆RTT into CR when the edge is involved. As a consequence,
the edge configuration becomes the worst one.

Evaluating ρ considering different combinations of elaboration
time and RTTC

Figure 7.9 show the dependency of ρ values with different combination of TELAB
and RTTC, considering the setup of Table 7.6.

First, it can be noted that the edge configuration is always convenient when low
elaboration times are considered. This result can be explained as follows. When a
low elaboration time is considered, TE

W is small, and the interface stays in CR for a
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Figure 7.10: The values of ρ obtained setting
the amount of transmitted data, while variable
elaboration times and application periods are
adopted. The red area identifies those configu-
rations producing ρ values greater than 1. For
these points, using the cloud is the most conve-
nient choice. Conversely, for the blue area, the
most convenient choice is using the edge.

Sent data 16 000 B
Recv data 16 000 B
RTTE 40ms
RTTC 170ms
TELAB from 0 to 1 500 ms
TI from 750ms to 60s

Table 7.7: The setup used to com-
pute the ρ values of Figure 7.10.

limited amount of time. Then, when the cloud configuration is considered, the in-
terface spent most of its ∆RTT into CR, consuming a relevant amount of power. If
we consider a TI of 5 seconds and a transfer of 16 000 bytes, TQ is sufficient to bring
the interface outside of CR. Consequently, the interface spent its ∆RTT in a power-
saving mode. This means that more energy is needed to interact with a far cloud
server during a single period. When TELAB increases, TE

W and TC
W increase. This

means that a smaller fraction of ∆RTTC is spent in CR. Consequently, the difference
between the EC

W and EE
W decreases, and ρ increases. Note that, if TELAB is sufficient

to bring the interface LONGDRX for both the two configurations, the additional en-
ergy spent during ∆RTTC and ∆RTTE is the same. Consequently, ρ becomes equal
to 1. In other words, the location of the destination server does not affect the energy
needed to run the application.

Evaluating ρ considering different combinations of elaboration
time and application period
Finally, the impact of both the elaboration time and the application period has been
evaluated, considering the setup of Table 7.7. Figure 7.10 depicts the results. As can
be noted, the cloud configuration demonstrated to be the best one for low TI values.
Conversely, the edge configuration brings benefits only when a short elaboration



7.6 The energy consumption of a trace-based connection-oriented application 99

time is involved. In general, for most of the considered combinations, the location
of the destination server does not affect the overall energy consumption. The reasons
that led to this result have been explained in the previous part of this section. When
a small TI is considered, TC

Q is small. Then, the interface spends a relevant fraction
of the ∆RTTE into CR, with consequently higher consumption. Instead, when the
elaboration time is small, the interface spends most of its ∆RTTC into CR. Thus, the
edge configuration exhibited the best behavior at the end of the period. However,
for most of the configuration, ∆RTTE and ∆RTTC are both spent into LONG DRX.
Hence, the additional energy consumed during ∆RTTE and ∆RTTC is the same.
Then, EE

I is equal to EC
I and ρ is equal to 1.

7.6 The energy consumption of a trace-based
connection-oriented application

Finally, this section contains the results for the two connection-oriented scenarios.
Let N be the number of experimental results collected for each configuration con-
sidered. Then, the values of ρ will be calculated as the ratio between the energy
required to perform N iterations using the edge-based experimental results and the
energy needed to run N iterations using the cloud-based experimental results. In
other words, ρ is computed as

ρ =
∑N

j=1 EE
I (j)

∑N
j=1 EC

I (j)
(7.14)

where EI(j) is the energy spent in the j-th iteration. Figure 7.11 shows the ρ

values computed considering the experimental TTX, TW , and TRX values gathered
during the night. Moreover, ρ values have been computed considering increasing
TI values and an increasing amount of data. The setup used to collect the ρ values
is summarized in Table 7.8. First of all, it can be noted that the edge configuration
is always the most convenient one as the ρ values are always smaller than 1. Figure
7.12 confirmed this result. The two plots show the mean energy consumption for
the two applications in both the edge- and cloud-based experiments, considering
the set of experiments conducted during the night using a period (TI) equal to 40
seconds. The 99% confidence intervals over the N repetitions are depicted. As can
be seen, the mean energy consumption over a period is lower when an edge server
is involved. In other words, EE

I is always smaller than EC
I . This was an expected

result since ρ values are always smaller than 1. Then, we can note that the EI values
computed for the second application (i.e., an application characterized by a con-
sistent download of data) have small confidence intervals in both the edge- and the
cloud-based scenarios. Instead, the EI values computed for the first application (i.e.,
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(a) Application #1: uploading some data to the server during the
night.

(b) Application #2: downloading some data from the server during
the night.

Figure 7.11: The value of ρ collected for a connection-
oriented application when an increasing amount of
data transferred is considered. The results are based
on TTX, TW , and TRX values collected at night.

RTTE ≈ 85 ms
RTTC ≈ 285 ms
TI from 20 to 60 s

Table 7.8: The setup used
to compute the ρ values of
Figure 7.11.

an application based on a consistent upload of data) show higher variability when
a cloud server is involved. Anyway, for both applications, the results for the edge
and the cloud scenarios are well separated and there are no overlapping confidence
intervals.
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(a)Application #1: uploading somedata to the
server during the night.
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(b) Application #2: downloading some data
from the server during the night.

Figure 7.12: The mean energy consumption (EI) required to transmit data upon the
10 repetitions, considering a ∆RTT of 200 milliseconds and an application period
(TI) of 40 seconds. The TTX and TRX values were collected during a set of mea-
surements performed at night. The plot shows the 99% of confidence interval of the
mean values.

Moreover, it can be pointed out that the ρ values obtained for a connection-
oriented application are lower than the ones obtained when a connectionless ap-
plication is considered. In fact, the ρ values depicted in Figures 7.7, 7.8, 7.9, and 7.10
never go below 0.90, while connection-oriented ρ values stay always below 0.68.
This means that, for a connection-oriented application, the edge brings higher ben-
efits. This result can be attributed to the dependency between the TCP throughput
and the RTT between the two end-points. In fact, when the edge server is involved,
the RTT is smaller, and consequently, the throughput is higher. This means that
a smaller amount of time is needed to send or receive a certain amount of data.
Consequently, TE

TX and TE
RX are shorter, and the interface stays in CR for a lower

amount of time. Note that the mean power consumption in CR is equal to 1200 mW
when the interface is transmitting and to 1000mWwhen the interface is receiving or
idle. Instead, the mean power consumption is equal to 359.07 mW, 163.23 mW, and
14.25mWwhen the interface is in SHORTDRX, LONGDRX, and IDLE, respectively.
Hence, since CR is the most consuming state, the time spent in TTX and in TRX has
a relevant impact on the overall energy consumption. To confirm this result, TTX
and TRX values have been plotted in Figure 7.13. As can be seen, TTX and TRX val-
ues collected considering an edge configuration are systematically lower than those
gathered considering a cloud-based scenario. For example, let us consider Figure
7.13a. When the edge server is involved, TTX values go from 2 to 8 seconds. Instead,
when the cloud server is considered, TTX values go from 4 to 16 seconds. The sec-
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(a) Application #1: uploading some data to the
server.

(b) Application #2: downloading some data
from the server.

(c) The ratio between the time needed to transfer
a file of a given size to the edge server and to the
cloud server.

Figure 7.13: The mean time required to transmit data upon the 10 repetitions, con-
sidering a ∆RTT of 200milliseconds. The TTX and TRX values were collected during
a set of measurements performed at night. The plot shows the 99% of confidence
interval of the mean values.

ond application (Figure 7.13b) shows a similar behavior as TRX edge-based values
go from 1 to 4 seconds, while cloud-based values go from 4 to 16 seconds.

Then we can note that ρ values computed for connection-oriented and connec-
tionless applications have a different trend. This is evident if we compare Figure
7.11 and Figure 7.8. In fact, for each RTTC, the value of ρ computed considering
an application based on UDP increases as the amount of data transmitted increases.
Instead, the ρ values computed considering the first application remain quite stable,
while those computed considering the second application decrease. This difference
can be explained as follows. First, the setup used to evaluate the two applications is
slightly different. The model based on UDP considers an interface with a poorer bi-
trate and a smaller amount of data transmissions. Additionally, themodel considers
the number of bytes transmitted at the interface level. This includes the application-
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level data and all the headers and trailers introduced by the underlying stack layers.
Instead, the data considered for the TCP-based model refers only to the application-
level data. Secondly, the values of TTX and TRX retrieved during the experimental
phase are based on the HTTP protocol, and they had been collected using existing
tools that may introduce additional overhead on both the Raspberry and the server.
Finally, the transmission rate of a TCP throughput is adapted to the status of the net-
work by several mechanisms. Instead, UDP does not have such mechanisms. This
means that TTX and TRX are ideally independent from the RTT. Consequently, when
a connectionless application is involved, TW and TQ are the only sources of differ-
ences, and the value of ρ is dominated by the minor differences that occur when the
interface is in a power-savingmode (i.e., SHORTDRX, LONGDRX, and IDLE). This
last factor also explains why the ρ values computed for a UDP connectionless appli-
cation are almost above 0.90. Instead, the application throughput is strictly related
to the RTT when a connection-oriented application is considered and differences in
the order of seconds can be observed during TTX and TRX. This means that a con-
sistent amount of energy can be saved by choosing a closer destination server. Note
that differences in the energy consumption during TW and TQ still arise. However,
they are generally negligible when compared with those observed during TTX and
TRX.

Finally, Figure 7.14 shows the TTX and the TRX values collected during the day.
As can be noted, the ratio between the time needed to upload a file to the edge
server and the time needed to upload a file of identical size to the cloud server is
higher than those collected overnight (Figure 7.13). In fact, TEDGE/TCLOUD metrics
go from 0.5 and to 0.8 during the day, while they go from 0.45 to 0.6 during the
night. This behavior can be ascribed to a higher utilization level of the wireless link,
which is generated by the higher number of clients connected to the cell during the
day. Then, Figure 7.15 shows the ρ values computed using the daytime results. As
expected, the uplink results depicted in Figures 7.15a and 7.11a shows a similar be-
havior. However, ρ values based on daytime metrics are higher. Finally, Figure 7.16
show themean energy consumption for the edge and the cloud configurations at the
99% of confidence intervals, considering the set of experiments conducted during
the day using an application period (TI) of 40 seconds. The mean energy consump-
tion values collected during the day and those collected during the night (Figure
7.12) show a similar trend. But daytime results show larger confidence intervals.
Additionally, they are coherent with both ρ values (Figure 7.15) and both TTX and
TRX values (7.14).
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(a) Application #1: uploading some data to the
server.

(b) Application #2: downloading some data
from the server.

(c) The ratio between the time needed to transfer
a file of a given size to the edge server and to the
cloud sever.

Figure 7.14: The mean time required to transmit data upon the 10 repetitions, con-
sidering a ∆RTT of 200milliseconds. The TTX and TRX values were collected during
a set of measurements performed during the day. The plot shows the 99% of confi-
dence interval of the mean values.
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(a) Application #1: uploading some data to the server.

(b) Application #2: downloading some data from the server.

Figure 7.15: The value of ρ collected for a connection-
oriented application when an increasing amount of
data transferred is considered. The results are based
on TTX, TW , and TRX values collected during the day.

RTTE ≈ 75 ms
RTTC ≈ 275 ms
TI from 20 to 60 s

Table 7.9: The setup used
to compute the ρ values of
Figure 7.15.
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(a)Application #1: uploading somedata to the
server during the day.
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(b) Application #2: downloading some data
from the server during the day.

Figure 7.16: The mean energy consumption (EI) required to transmit data upon the
10 repetitions, considering a ∆RTT of 200 milliseconds and an application period
(TI) of 40 seconds. The TTX and TRX values were collected during a set of measure-
ments performed during the day. The plot shows the 99% of confidence interval of
the mean values.



Chapter 8

Evaluating the path to remote clouds

Finally, this Chapter will propose an approach devised for analyzing the network
paths that separate a couple of hosts. A deeper understanding of the entire network
path between a TN and the target application server can be used by orchestrators to
adoptmore complex placement strategies. For example, this knowledge can be used
to discourage the deployment of an application on a server that would establish a
path that involves links that are already widely used by other applications. Alter-
natively, this information could be used to stimulate the use of servers that would
establish a path via links andASs that have alreadydemonstrated goodperformance
in other applications.

Traceroute is a widely adopted tool for investigating Internet paths between a
couple of hosts. Basically, traceroute sends to a target host IP packetswith increasing
TTL. Generally, TTL values start from 1, going up to a maximum value (hereafter
MAX_DEPTH). When a probe reaches an intermediate hop, an Internet Control
Message Protocol (ICMP) Time Exceeded packet is sent to the source node. Instead,
when the probe reaches the target, the source node receives a message that depends
on the type of the protocol used (i.e., UDP probes generate ICMP Port Unreachable
messages, ICMP probes generate ICMP Echo Reply messages, and TCP probes gen-
erate TCP RST or SYN + ACK messages). However, firewalls, traffic shapers, and
other similar devices placed close to the target can easily detect the traceroute data.
Then, these packets can be discarded for security reasons, for reducing the traffic
within the destination network, or for other arbitrary reasons. To solve this issue,
the following will present a connection-oriented probing methodology. Fundamen-
tally, the proposed method aims at concealing the probes, making them appear as
legitimateHTTP traffic andmasking the real intentions of themechanism. The basic
functioning mechanism of the proposed probing method is depicted in Figure 8.1.

The rest of this Chapter is organized as follows. First, the connection-based prob-
ing method will be presented. Then its performance will be compared with those
of the TCP traceroute.

107
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Figure 8.1: The basic operating principles of camotrace. The source node combines
probes and legitimate HTTP GET requests, eliciting some ICMP Time Exceeded
messages from the intermediate routers.

8.1 The camouflage traceroute software modules
Two different kinds of probes are used to discover the intermediate hops along a
path. The first one is based on data segments, while the latter uses acknowledgment
packets. In the following, we will refer to these two probing methods as DATA- and
ACK-based methods, respectively. The source code of camotrace can be found as
open-source on bitbucket (The source code of camotrace, 2021).

The Data segment-based camouflage traceroute implementation
TheDATA-basedmethod usesHypertext Transfer Protocol (HTTP)GET requests as
probes. Therefore, the targetmust be listening forGET requests to function properly.

As already stated, camotrace operates in two phases. The first one is the connec-
tion phase, used to establish a TCP connection with the target host. Camotrace uses
the raw stream socket interface offered by the OS to make the connection handling
as easy as possible. Consequently, camotrace acts on packets only at the applica-
tion level for both outgoing and incoming traffic. Instead, the second phase is the
probing phase, summarized in the pseudo-code of Algorithm 4. For each value of x
between 1 and MAX_DEPTH, camotrace operates as follows. First, at Line 7, camo-
trace sets to x the TTL value associated with the socket between the sender and the
target. Then, the socket is used to send the following HTTP request:
"GET / HTTP/1.1\r\nHost: <target host name>\r\nConnection: Keep-Alive\r\n\r\n"

At Line 11, camotrace starts to consume the incoming traffic. If the path between the
sender and the target is longer than x hops, an ICMP time exceededmessagemay1 be
generated at the x-th hop. When camotrace receives an ICMPmessage, it associates
the IP address of the x-th router with the TTL value that elicited the ICMPmessage.
Then it immediately starts to probe the next hop. If the ICMP packet did not arrive

1For several reasons, some ICMP packets may not arrive (e.g., the intermediate router is config-
ured to send no ICMP messages).
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1 MAX_TTL← System default TTL
2 MAX_DEPTH← 40
3 MAX_ATTEMPT← 3
4

5 nAttempt = 0
6 for all x ∈ {1..MAX_DEPTH} do
7 setTTL(x)
8 send an HTTP request to the target host
9 start timer
10 setTTL(MAX_TTL)
11 while True do
12 try:
13 listen for incoming traffic
14 if ICMP Time Exceeded packets arrives then
15 store the IP address of the x-th host
16 nAttempt = 0
17 break
18 end
19 catch timer expired
20 break
21 end
22 if the server closes the socket then
23 establish a new connection with the server
24 end
25 if ICMP Time Exc. not received && nAttempt < N_ATTEMPT_MAX

then
26 x = x - 1
27 nAttempt = nAttempt + 1
28 end
29 if ICMP Time Exc. not received && nAttempt ≥ N_ATTEMPT_MAX

then
30 nAttempt = 0
31 end
32 end
33 end

Algorithm 4: Data-based Camouflage traceroute probing phase.
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in time, the timer associatedwith the socket expires (Line 19), and a newprobewith
TTL equal to xwas sent. Camotrace sends up toMAX_ATTEMPT probes to discover
the x-th hop. Then it starts to probe the next hop. Note that the TTL associated with
the socket is restored to its original value immediately after sending the request
(Line 10). This allows interleaving probes and requests. In fact, the source will
not receive any acknowledgment for the probe. Consequently, at a certain point, the
message will be retransmitted using the default TTL. Finally, it should be noted that
camotrace cannot elicit any ICMP packet on the target machine. This means that it
is not able to detect the target host. Therefore, the algorithm always continues until
MAX_DEPTH is reached in its current implementation.

Managing unexpected connection closures

To function correctly, camotrace must have full control of the source machine. How-
ever, no assumptions can be made on the target machine that is owned by a third-
party organization. This means that the target server canmake arbitrary and unpre-
dictable decisions that need to be managed. A common problem is represented by
the closure of the connection by the server. To deal with the anomalous closure of
the connection between the two hosts, the following two improvements have been
introduced.

Managing non-persistent connections
As declared in the Request for Comments (RFC) 2616 (Nielsen et al., 1999) anHTTP
1.1 connection should be persistent. Using a limited number of TCP connections
brings several advantages. For example, using fewer connections allows saving
resources on the hosts, while reducing the number of TCP handshakes reduces
the number of packets transmitted and the communication latency. However, a
servermay still close the connection immediately after completing to serve a request.
Camotrace can use probes with two different payload types to manage anomalous
connection closures. The former consists of a full HTTP request as previously de-
scribed in Section 8.1. Instead, the latter uses only one byte of the original request
as payloads. Consequently, since the request was not fully received, the server is
dissuaded from closing the connection.

Managing other unexpected connection closures
Although the request has not been received in its entirety, the server can still decide
to close the connection with the client. This behavior can be due to multiple rea-
sons. For example, the connection could be closed because the server is subjected to
a high workload, or server-side timers could be triggered since too much time has
been elapsed between two consecutive requests. To manage these problems, camo-
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trace constantly checks the status of the connection (Line 22), establishing a new
connection when required.

The ACK-based camouflage traceroute
Similarly to the data segment-based version of camotrace, this version of camotrace
operates using an already established connection. However, this method is based
on ACK probes.

The ACK-based camotrace comprises two software modules residing in the ker-
nel and the user space. The kernel module was developed employing the Linux
Netfilter library (netfilter project home page, 2021), which provides hooks that can
be used to intercept packets at different levels of the network stack. The kernel-
space module is implemented as an FSM with 6 states: INITIALIZING, DISCON-
NECTED, CONNECTING, SEND_MODIFIED, SEND_UNMODIFIED, and CLOS-
ING. The kernel module behaves as a filter, intercepting the packets belonging to the
connection between the user code and the target web server. Then, it manipulates a
part of the acknowledgment packets. The TTL applied to the forged ACK is chosen
dynamically, depending on the information received from the user code during the
initialization, the internal state of FSM, and the information retrieved from the stack.
Instead, the user-space module always initiates the discovery procedure, and it is in
charge of consuming the ICMP time exceeded messages elicited by the forged ACK
packets.

Precisely, for each target, the two modules operate as follows. In the beginning,
the user-space module opens a Netlink socket (netlink, 7) to communicate with the
kernel filter. Then, the user-space module sends three parameters to the kernel.
The first parameter is the IP address of the target host (TARGET_IP), the second
parameter is the maximum number of hops that can be probed (TTL_MAX), and
the third parameter is the maximum number of attempts that can be performed at
each hop (N_ATTEMPT_MAX). The kernel module starts into INITIALIZING,
waiting to receive the parameters from the user module. Once the parameters have
been received, the START command is sent to the user space. Then themodule goes
into DISCONNECTED. Upon receiving the START command, the user code opens
a TCP connection with the target web server using a raw socket. Consequently, the
filter goes first into CONNECTING and, when the three-ways handshake is com-
pleted, in SEND_UNMODIFIED. At this point, the user-side code starts to send
HTTP requests, while the filter begins to intercept the outgoing acknowledgments.
If the filter is into SEND_UNMODIFIED, the ACK packet is sent without any mod-
ification, and the filter goes into SEND_MODIFIED. Otherwise, the filter changes
the TTL of the acknowledgment packet, computes a new IP header checksum for
the modified ACK, sends to the user module some information about the forged
packet, and finally goes back to SEND_UNMODIFIED. In other words, the filter
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Figure 8.2: The software components of the ACK-based version of camotrace and
their interactions.
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Source Target 
Web server

IIT-CNR network

Internet

Unipi network

Figure 8.3: The setup used to validate the data segment-based version of camotrace.

starts to alternate transitions between the SEND_UNMODIFIED and SEND_MOD-
IFIED states. Consequently, manipulated and regular ACKs are alternated as well.
Note that the modified ACKs are likely discarded before reaching the target, elicit-
ing ICMP packets. While the unmodified ACKs are required to maintain the TCP
connection alive. The two software components and their interactions have been
depicted in Figure 8.2.

8.2 The camouflage traceroute discovery capabilities

Validation
The data segment-based version of camotrace has been validated twice. The first val-
idation test aimed to assess whether camotrace is able to discover the path between
two nodes correctly. Instead, the second validation test was aimed to evaluate its
ability to bypass a firewall configured to identify and filter traceroute traffic.

The first validation test involved a source node, hosted at the University of Pisa,
and 17 target Web sites belonging to different Italian universities. First of all, we
checked that all the target Web servers were hosted within their University net-
works. This step guarantees that all the hosts involved in the validation are part
of the GARR network (Consortium GARR Home Page, 2021), which connects all
Italian universities and provides a publicly accessible map (The map of the GARR
network, 2021) of its network. Therefore, since the paths between the hosts are well
known, the correctness of the results obtained by camotrace can be easily checked.
As a result, all 17 paths were correctly discovered at the end of the validation.

For the second validation test, a machine belonging to the IIT-CNR network was
used as source, while the target Web server was hosted on a machine located at
the University of Pisa. Additionally, the IIT-CNR network hosted a Palo Alto fire-
wall (Palo Alto Networks, 2021). This firewall can identify traffic belonging to spe-
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cific applications through deep packet inspection techniques. Then, depending on
the configured policies, a packet can be forwarded, shaped, or blocked. In detail,
the firewall is configured to block all the traceroute traffic between the source and
the target machine. Then we ran traceroute, using UDP, ICMP, TCP probes, and
camotrace between the two hosts. To make a fair comparison, the TCP version of
traceroute was launched using the destination port 80 since it is the same port used
by camotrace. As expected, the firewall blocked all the traceroute traffic. Instead,
camotrace succeeded in discovering all the hosts between the source and the tar-
get. In other words, camotrace could bypass a Palo Alto firewall configured to block
traceroute. The setup used to conduct this second validation experiment is shown
in Figure 8.3.

Experimental setup

We perform an experimental campaign aimed to compare traceroute (version 2.1.0
for Ubuntu) with both the DATA- and the ACK-based version of camotrace. As
source, a host belonging to the University of Pisa was used. This choice makes pos-
sible to simplify the setup of the experiment as much as possible while continuing
to provide reliable results2. Instead, the targets were selected as follows. First, ap-
proximately one million domains from the .it Top-Level Domain (TLD) were col-
lected. This list was resolved in approximately 800 000 IPv4 addresses while the
remaining 200 000 names, registered but not associated with any IP address, were
discarded. Then, the duplicate addresses were removed, obtaining a new set of
about 92 000 addresses. The fact that most of the IP addresses were duplicate is not
surprising. In fact, most of the domains are hosted on cloud or hosting services,
which generally execute multiple websites onto the same physical machine. Note
that traceroute and camotrace are time-consuming applications. Therefore, the set
of targets was reduced as much as possible so that experiments could be completed
in a reasonable amount of time. To this purpose, each IP addresswas associatedwith
its Autonomous System (AS) using the Team Cymru Whois service (Team Cymru,
2021). Then, for each AS in the list, only a single IP address was randomly selected.
At the end of this step, we obtained a set of approximately 3 260 targets Web serv-
ers, each one hosted on different machines belonging to a different ASes. Note that
selecting one IP for each AS significantly reduces the list of targets while the hetero-
geneity of the targets was preserved since it is reasonable to assume that policies are
homogeneous within a single AS. Finally, for 629 targets, camotrace was unable to
establish a Transmission Control Protocol (TCP) connection. Multiple reasons can
cause this: there may not be a Web server running on the target machine, the Web

2Results presented in a similar study that not included connection-based mechanisms(Luckie
et al., 2008a) showed that the vantage point does not significantly affect the results.
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server may be configured not to reply to GET requests, or a firewall may block all
the traffic between the source and the target. For 89.5% of these 629 targets, the TCP
traceroute could not discover the target interface. However, traceroute collected in-
formation about the intermediate nodes even if the target was not discovered. In
any case, the experiments were carried out in the remaining set of 2 323 targets for
which a TCP connection can be successfully established.

The experimentswere conducted using the TCP traceroute (hereafter SYN-based
method) and both the DATA- and ACK-based camotrace. To compare all the meth-
ods fairly, we configured traceroute as follows. Firstly, the traceroute can send only
one probe at a time since the DATA-based camotrace cannot send multiple probes
simultaneously. Secondly, the TCP traceroute has been configured to send probes
using destination port 80, the same as that used by the HTTP protocol. Generally,
traceroute has a defaultMAX_DEPTH of 30 hops. However, preliminary tests based
on traceroute showed that some paths are longer than 30 hops. For this reason, a
MAX_DEPTH equal to 40 hops was configured for all the considered methods. Fi-
nally, since camotrace cannot detect the target, we excluded the destination from the
traceroute results.

Experimental results
In the following, the results obtained during the experiment campaign are pre-
sented. First, to contextualize the set of targets used, the geographical location of
each target was analyzed. Then the discovery capabilities of camotrace were ana-
lyzed.

Evaluate the location of the targets

First of all, theMaxMindGeoLite2 Database(Maxmind, 2021)was used to geolocate
the targets. Although the target selection has been limited to Italian domains, the
targets can be located anywhere in the world. Then, the results obtained show that
the target machines are spread across 70 different countries. This means that some
of the targets are located outside the European Union. Additionally, for each target,
the distance from the source node was calculated using a delay-to-distance conver-
sion factor of ∼72 km/ms (Candela et al., 2019). The bar chart of Figure 8.4 shows
the ranking of the top 20 countries that hosts the larger number of targets, while the
box plot shows the estimated distance between the source and the targets in the cor-
responding country. It can be seen that the top 3 countries hosted a similar number
of targets, and only a tiny fraction of the targets were hosted in Italy. Moreover, the
second country for target density is a non-European country.

At this point, to better characterize the targets, the DATA-, the ACK-, and the
SYN-based methods were used to compute the empirical Cumulative Distribution
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Figure 8.4: The 20 stateswhere themajority of the targets are hosted and the distance
in kilometers between the source and the target in the corresponding country.

Function (eCDF) of the AS path length and the eCDF of the number of interfaces
per AS. The results are shown in Figures 8.5 and 8.6, respectively. First, we can see
that the three methods show similar distributions, and a significant portion of the
targets have short-length paths. For example, approximately 40% of the targets see
at most 3 ASes. This result is coherent with Figure 8.4 since most of the targets are
located in a European country. However, the number of long paths is not negligible
and can be reasonably attributed to targets located in other continents. Finally, only
one interfacewas identified for about half of the ASes considered. In general, almost
all the ASes contain less than 100 IP interfaces, while only a minority part of them
contains a relevant amount of interfaces. In particular, Cogent and Telia contain
approximately ∼800 and ∼400 interfaces, respectively. However, this result is not
surprising since these twoASes are the two upstream providers of the GARR,which
contain the source hosts.

Compare the discovery capabilities of a connection-based method

At first, we analyzed the discovery capabilities of camotrace in terms of unique IP
interfaces discovered. An UpSet plot(Lex et al., 2014), a visualization technique for
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Figure 8.5: The eCDFof theASpath length using the data segment-based camotrace,
the ACK-based camotrace, and the TCP traceroute probing methods.

analyzing sets and their intersections, was used to show this information. As can be
seen in Figure 8.7a, the intersection between the methods includes 7 113 distinct IP
interfaces. In other words, most of the interfaces are discovered by all the methods.
The first three rows represent the set of unique IP interfaces discovered by only one
method. Thus, we can appreciate that the SYN-based method can discover a higher
number of interfaces. In fact, using SYN-based probes, 101 distinct IP interfaces
were discovered, while only 33 and 51 interfaces were discovered using DATA- and
ACK-based probes, respectively. However, it can be noted that the union of the set
of interfaces discovered by the two connection-based methods ((DATA ∪ ACK)−
SYN) found 178 interfaces, while the SYN-basedmethod only 101. Precisely, the 178
interfaces are divided as follows: 33were found only by theDATA-basedmethod, 51
were found by the ACK-based method alone, and 94 were found by both the DATA-
based and the ACK-based method ((DATA ∩ ACK)− SYN). This indicates that a
connection-based method can discover a relevant amount of IP interfaces that tradi-
tional probe methods cannot identify. However, it is better to use multiple probing
methods to maximize the number of hops discovered.

The IP addresses have been converted into their AS numbers to investigate this
result better. Hence, the discovery capability of camotrace was assessed in terms of
bothAS numbers andAS links. TheUpSet plots of these results are shown in Figures
8.7b and 8.7c, respectively. As can we see, these results are coherent with those of
Figure 8.7a. In fact, the SYN-based method found more ASes and more AS links
than the connection-based methods. Precisely, the SYN-based methods discovered
21 unique ASes, while the DATA- and the ACK-based methods found 2 ASes each.
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Instead, 77 AS links were uniquely discovered by the SYN-based method, while the
DATA- and theACK-basedmethods have found only 45 and 16 links. However, if we
considered the intersection between the two connection-based methods ((DATA ∩
ACK)− SYN), it is possible to note that a relevant amount of additional information
was obtained. In fact, the (DATA ∩ ACK)− SYN set contains 30 unique ASes and
75 AS links.

Finally, the right side of the UpSet plot shows the deviation of both the sets and
their intersections. It is possible to notice that exclusive sets have positive variations,
while intersections between couples of methods have negative ones. This indicates
that the sets aremore separated than expected. In otherwords, eachmethod appears
to be slightly more effective than the other two on a subset of targets.

Then, the discovery capabilities of camotrace were evaluated in terms of discov-
ered paths. First, we analyzed the number of paths for which differences emerged,
considering the DATA- and the SYN-based methods. Given methods M and N, we
say that method M detected an additional hop if ICMP messages from the i-th hop
were received only for probes belonging to method M. We additionally defined
IDATA and ISYN as the set of intermediate hops discovered in a path for the DATA-
based version of camotrace and the TCP traceroute, respectively. Then the following
four cases were identified:

• Case 1: set of paths for which only the DATA-based method has identified at
least an additional hop(IDATA ⊃ ISYN).
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(a) unique IP interfaces

(b) unique ASes

(c) unique AS links
Figure 8.7: The upset plots of the number of unique IP interfaces, unique AS num-
bers, unique AS links found by the SYN-, the DATA-, and the ACK-based methods.
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Figure 8.8: The percentage of paths forwhich differences in terms of number of hops
can be appreciated when (1) the DATA-based methods found at least one hop that
cannot be discovered using the SYN-based method, (2) the SYN-based methods
found at least one hop that cannot be discovered using the DATA-based method,
(3) both methods found at least one hop that cannot be discovered using the other
method, or (4) the two methods found the same hops.

• Case 2: set of paths for which only the SYN-based method has identified at
least an additional hop (IDATA ⊂ ISYN).

• Case 3: set of paths for which both the DATA- and ACK-based methods have
identified at least an additional hop (IDATA 6= ISYN and IDATA, ISYN ⊂ (IDATA∪
ISYN)).

• Case 4: set of paths for which no additional hops can be identified (IDATA =

ISYN).

The results have been plotted in Figure 8.8. First, we can see that about 83% of the
paths fall into case 4. This means that, for most of the targets, the DATA- and the
SYN-based methods can correctly detect the same number of hops, while only in
approximately 17% of the paths the chosen algorithm is able to discover additional
hops. Case 1 accounts for about 10% of the paths, whereas case 2 accounts for about
6%. This means that the DATA-based methods can provide more information than
the SYN-based method for a higher amount of targets. Finally, case 3 includes only
∼1% amount of paths.

Then, Figure 8.9 compares the number of additional hops discovered, consider-
ing paths towards the same destination obtained using different probing methods.
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Figure 8.9: The number of additional hops discovered.

As can be seen, only a few additional hops can be identified for most of the targets.
In other words, it is unlikely to find significant differences within a single path. In-
stead, Figure 8.10 shows where the additional hops are located. The positions are
expressed as a percentage so that paths of different lengths can be compared. Note
that the two connection-based methods found most of their additional hops in the
last 50% of the path. This behavior could be attributed to the presence of a firewall
placed in the target AS and configured to block traceroute traffic. Instead, in Fig-
ures 8.10a and 8.10c can be seen that both the ACK- and the SYN-based methods,
when compared with the DATA-based method, identified some additional hops in
the first 25% of the path. This means that the DATA-basedmethods failed in discov-
ering some hops located in the proximity of the source machine. This phenomenon
was further investigated employing Wireshark(The Wireshark Home Page, 2021),
detecting two anomalous behavior to which the DATA-based version of camotrace
is subjected. The first situation involved a set of servers that send a TCP window
update message immediately after the connection setup. Once a window update
message is received, the sender resets the TTL to its default value. This means that
the GET message is sent directly to the target, and no ICMP packet is elicited. Once
a GET request is received, these servers either send a new TCPwindow updatemes-
sage or close the connection. Thismeans that the followingGET requestswill also be
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Figure 8.10: The normalized position of groups of additional hops

sent directly to the target. At the end of the discovery procedure, the data segment-
based version of camotrace can only send GET requests with TTL equal to 64, and
consequently, no hop can be discovered. Instead, the second anomalous situation
involved servers that did not reply to GET requests despite accepting the TCP con-
nection. Let us try to understand in more detail the problem. At the beginning of
the discovery procedure, camotrace sends the first message using a TTL of 1 and
receives an ICMPmessage from the first intermediate router. Then, the TTL is set to
its default value (see Algorithm 4, Line10). This means that the TCP retransmission
of the GET request is sent to the target. However, it does not send any reply. This
forces the underlying TCP layer to waste time on retransmissions while queuing all
the following requests. Only one ICMP message was received from the first inter-
mediate routers. After a while, sometimes, the server sends a TCP reset, and the
connection is established for a second time. However, since the server maintains its
non-responsive behavior, only an additional intermediate node can be discovered.
Note that after N_ATTEMPT_MAX GET requests, camotrace starts to send probe
the x+1 intermediate node. At some point, after sending probes for TTL values from
1 to MAX_DEPTH, camotrace terminates, discovering very few nodes.
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HTTP GET request
ICMP Time exceeding message

Figure 8.11: An example of dk∗
M computation.

Evaluating the characteristics of the discovered paths

Finally, the characteristics of the paths between the source and the destination were
evaluated.

First of all, let us define a complete path as a path inwhich all the intermediate hops
have been discovered. First of all, for each method, the complete paths were calcu-
lated considering only one probe attempt. For example, using the SYN-, DATA-, and
ACK-based methods, 1024, 878, and 933 complete paths were found, respectively.
Instead, from the union of all methods (DATA∪ ACK∪ SYN), 1068 complete paths
were identified. Thismeans thatmost of the complete paths can be found using only
the TCP traceroute. However, the combination of multiple probingmechanisms can
still provide additional information. The increase in the number of complete paths
identified was further investigated. The detection of these additional paths can be
attributed to different probing mechanisms, or it may be due to multiple probing
attempts. For this purpose, the full paths for the TCP-based methods were calcu-
lated using a N_ATTEMPT_MAX equal to 3, discovering 1046 complete paths. Note
that, although the greater number of attempts has led to an increase in the number
of paths discovered, the use of three different probing methods continues to have
slightly better performance.

Finally, the length of each path was assessed. Let dk∗
M be the distance expressed

in terms of encountered intermediate routers between the source node and the last
responding hop, where M is the method used to probe the intermediate nodes and
k is the maximum number of not responding hops allowed. For example, the path
of Figure 8.11 has a d0∗

M of 2 since the third node did not respond and k is equal to 0
was used, d1∗

M is equal to 4 since the third, and the fifth router did not respond, and
k is equal to 1, etc.

Then, considering values of k belonging to the [0, 5] interval, we computed

δk∗
M =

∑∀ tk

[
dk∗

M −min
(
dk∗

SYN, dk∗
DATA, dk∗

ACK
)]

|tk|
(8.1)

where tk is the subset of targets for which differences in the dk∗ values arise. In
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Method k
0 1 2 3 4 5

SYN-based 2.10 2.29 1.61 1.50 1.41 1.39
DATA-based 2.31 2.34 2.01 2.13 2.19 2.22
ACK-based 1.84 1.93 1.90 1.91 1.88 1.81

Table 8.1: δk∗ values obtained with the three different probing methods

other words, δk∗
M is the additional distance traveled by method M with respect to the

shortest one. The values of δk∗
M are summarized in Table 8.1. When low k values are

used, the SYN- and the DATA-based methods have similar performances, while the
ACK-based method shows poorer performance. Instead, when higher values of k
are considered, the SYN-based method obtains the poorer performance while the
DATA-based method remains the most successful method. Overall, this behavior
suggests using the connectionless traceroute mechanism to explore most of the net-
work (because of its simplicity and effectiveness), switching to DATA/ACK-based
probing in the presence of non-responsive segments of the path close to the desti-
nation.



Chapter 9

Conclusions

TheMEC architecture is a network paradigm based on shifting storage and comput-
ing capabilities from centralized remote clouds to the edge of the network. Basically,
the MEC architecture introduces lower latencies, higher throughput, improved pri-
vacy, and reduced network congestion compared to the classic cloud architecture.

In this thesis, amethodology aimed at collecting network performancemetrics in
a MEC network was presented. Precisely, the collection methodology makes use of
several software components, which cooperate to collect and storemetrics following
MECPerf-active, MECPerf-passive, self-active, and self-passive approaches. Each
of these different measurement methods enables the collection of network metrics
from a different perspective. Starting from this general idea, a tool called MECPerf
was developed. Then, MECPerf was used during an extensive set of edge-based
experiments performed using MECPerf-active, MECPerf-passive, and self-passive
measurement methods. Moreover, the experiments involved TNs connected both
via Wi-Fi and LTE connection and considered different network and server work-
loads. The results of MECPerf-active experiments displayed that slightly higher
bandwidth and significantly lower latency metrics can be achieved by considering
an edge server. Consequently, applications that require high bandwidth or strict
latency requirements should run on edge servers. Furthermore, bandwidth met-
rics collected considering TNs connected using a Wi-Fi connection were revealed
to be significantly affected by the presence of cross-traffic. The same did not occur
for experiments based on LTE connections. Finally, MECPerf- and self-passive ex-
periments had shown that higher bandwidth metrics can be achieved by using a
cloud server if the server was under a high workload. Furthermore, latency metrics
have also been shown to be affected by the number of users. This indicates that the
choice of server placement cannot be based only on networkmetrics but should also
take into account the system workload since cloud servers are generally equipped
with more computing power than edge servers. After the experimental phase, a last
series of measures aimed at evaluating the computational load of MECPerf was per-
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formed. More details about this topic can be found in Appendix A. Finally, it was
presented a library, calledMECPerfLibrary, which provides an API for accessing the
results collected during the experimental phase. Precisely, the library is capable of
processing the raw metrics and generating bandwidth and latency traces based on
experimental results. These traces can be used by researchers to emulate a MEC
network under specific network conditions and do not require in-depth knowledge
of the structure of the database in which the results are stored.

Then, the impact of the communication latency upon the energy consumption of
an LTE TN operating in a MEC environment was investigated. This evaluation can
be particularly beneficial to all those applications that are concerned with battery-
powered devices as they need to optimize their overall power consumption as much
as possible. First, the FSM model of the LTE interface was provided and an analyt-
ical energy consumption model for connectionless applications had been provided.
Then, the analytical model had been integrated with real-world measurement re-
sults to deal with the complexities introduces by connection-oriented protocols. The
results revealed that in a connectionless scenario using an edge server is generally
the best choice and that the benefit introduced by edge servers are generally in the
order of 5%. However, there exist also some operating conditions where cloud serv-
ers proved to be the best choice. Instead, in a connection-oriented scenario, the best
choice in terms of energy consumption always involved the edge server, which can
introduce benefits in the order of 30-40%. These differences between connection-
less and connection-oriented applications can be explained as follows. The TCP
throughput is highly influenced by the RTT between the two end-points. As a con-
sequence, when the client interacts with a remote cloud server using a connection-
oriented application, the throughput grows more slowly because of the higher RTT.
In the end, the amount of time needed to send and receive the data using a cloud
server is higher, and the interface is forced to remain continuously turned on for a
longer interval, increasing the overall energy consumption. Instead, the same did
not emerge forUDP-based applications, as they lack rate-limitingmechanisms. Con-
sequently, the time required to send (or receive) some data is independent of the lo-
cation of the server, which had a marginal impact on the energy needed to transmit
the data.

Finally, a study aimed at evaluating the paths that separate a TN and an appli-
cation server was presented. Fundamentally, the main idea is to exploit pre-existing
TCP connections to mask probing mechanisms within HTTP traffic, to eventually
elude filtering mechanisms. This allowed us to deepen our knowledge of the net-
work paths that separate TNs from cloud servers. Furthermore, this type of knowl-
edge can be used by orchestrators to improve the complexity of placement strategies.
With this goalwas developed camotrace, a traceroutingmechanismbased on the use
of TCP connections. A set of experiments were then performed using the targetWeb
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servers, and then the results obtained with the two versions of camotrace had been
compared with those obtained using the TCP traceroute. The results showed that
differences emerged only for some destinations. In fact, for approximately 10% of
the paths, the version of camotrace based on the usage of HTTP messages was able
to findmore information than TCP traceroute, while the opposite happened only for
about 6%of the targets. Furthermore, the two versions of camotracewere able to dis-
cover more IP interfaces, more ASs, andmore AS links than those found by the TCP
traceroute. These results demonstrate that connection-based probing methods are
capable of gathering information that could not be obtained through the traditional
TCP traceroute. However, it loses some other information. Hence, to get a complete
picture of the network, probing methods based on established connections should
be used in conjunction with classic connectionless traceroute approaches. Finally,
we found that most of the differences emerged in the last 50% of the path where
it is reasonable to assume that most of the classification and filtering systems are
located. This could confirm the presence of traceroute suppression mechanisms in
the proximity of the destination host.





Appendix A

Evaluating the computational load of
MECPerf

Finally, a last set of experiments aimed at evaluating the computational load of the
MECPerf collection systemwere performed. We executed theMECPerf components
on three machines belonging to the network of the University of Pisa. Precisely,
the first machine hosted an MC, the second hosted an MO, and finally the third
hosted anMRS and anMA. The technical characteristics of the three machines used
during the experiment are reported in Table A.1. The setup employed during the
experiments is pictured in Figure A.1.

Each experiment consists of a set of TCP MECPerf-active bandwidth measures
in the uplink direction. Each of these measures is initiated by the MC immediately
after the end of the previous one. Then, after the beginning of the first measure, a
CPU performance monitoring session was started on the MO. Note that a MECPerf-
active measurement can be initiated only by theMC and it assesses the performance
of both the access-MEC (i.e., the network segment that connects the MC and the

Compute the metricsMC MO MRS

MA

Compute the metrics

Store the metrics
Host1

Host2

Host3

sar

Figure A.1: The setup used to assess the computational load of MECPerf.
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Table A.1: The technical characteristics of the devices used to assess the computa-
tional load of MECPerf.

Host 1 Host 2 Host 3
OS Ubuntu 18.04.3 LTS Ubuntu 18.04.6 LTS Ubuntu 18.04.3 LTS
CPU Intel(R) Xeon(R) Gold

5120 CPU @ 2.20GHz
Intel(R) Core(TM) i7-3770
CPU @ 3.40GHz

Intel(R) Xeon(R) Gold 5120
CPU @ 2.20GHz

Number of cores 2 4 2
RAM 4GiB 8GiB 4GiB
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Figure A.2: The CPU usage rate measured on the MO during a set of experiments
aimed at evaluating the computational load of MECPerf. Precisely, each value rep-
resents the average rate monitored for 1000 seconds during a set of TCP uplinkmea-
sures.

MO) and the MEC-cloud network segment (i.e., the network segment that connects
the MO and the MRS). This means that the MO is always involved in a measure
or in the upload of the results of a measure. Hence, we decided to monitor the
performance of the MO as it is the node under the greatest computational load.
The CPU usage rate of the MO was monitored using sar(sar(1) — Linux manual
page, 2020), a tool contained in the sysstat package (sysstat - System performance
tools for the Linux operating system, 2022). Each monitoring session lasted 1000
seconds. The average CPU usage rates are shown in Figure A.2. As can be noted
only a marginal amount of CPU is used by the system, I/O, and other non-user
processes, while most of the CPU usage can be ascribed to the MO. In addition,
the amount of CPU required increases as the amount of data used to perform the
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Figure A.3: The CPU usage rate with and without the optimizations applied to the
measurement library.

measurements increases. If the MO would be hosted on constrained devices this
may become a problem. To overcome this problem we implemented an optimized
version of the measurement library. This latest version was still developed in Java
andmakes use of the SocketChannel and the ByteBuffer classes. Then, we ran a new
set of experiments to evaluate the CPU usage of theMECPerf collection system. The
results, shown in FigureA.3, demonstrate that the newversion of the library succeed
in reducing the amount of CPU used by the MECPerf collection system.





Appendix B

List of Acronyms

1-D CNN 1-Dimensional Convolutional Neural Networks

ABR Adaptive Bitrate

AI Artificial Intelligence

AR Augmented Reality

AS Autonomous System

AP Access Point

API Application Programming Interface

ASR Automatic Speech Recognition

BS Base Station

CNN Convolutional Neural Networks

CR Continuous Reception
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DASH Dynamic Adaptive Streaming over HTTP protocol

DNN Deep Neural Networks

DRX Discontinuous Reception

eCDF empirical Cumulative Distribution Function

ETSI European Telecommunications Standards Institute

FSM Finite State Machine

HTTP Hypertext Transfer Protocol

ICMP Internet Control Message Protocol

IoT Internet of Things

LTE Long Term Evolution

MA MECPerf Aggregator

MBS Macro Base Station

MC MECPerf Client

MEC Multi-access Edge Computing

ML Machine Learning

MO MECPerf Observer
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MR Mixed Reality

MRS MECPerf Remote Server

MTC Machine Type Communication

MTU Maximum Transmission Unit

NGI Next Generation Internet

NTM NetworkTraceManager

OS Operating System

QoE Quality of Experience

RFC Request for Comments

RNN Recurrent Neural Networks

RSRP Reference Signal Received Power

RTT Round Trip Time

SBS Small Base Station

SDN Software Defined Networking

SLA Service Level Agreement

TCP Transmission Control Protocol
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TLD Top-Level Domain

TN Terminal Node

TTL Time To Live

V2E Vehicle to Everything

VM Virtual Machine

VR Virtual Reality



Appendix C

Publications

Finally, the paper done during the Doctorate will be listed below. For each work,
the candidate’s contributions will be explicitly listed. The roles taxonomy adopted
is summarized in Table C.1 and it can be consulted at the following link 1.

Journal papers
1. C.Caiazza, V. Luconi, A. Vecchio, “TCP-based traceroute: An evaluation of dif-

ferent probingmethods”, Internet Technology Letters, pages: 6, 2020,Wiley, DOI:
https://doi.org/10.1002/itl2.134. Candidate’s contributions: Conceptu-
alization, Investigation,Methodology, Software, Validation,Writing –Original
Draft.

2. C. Caiazza, C. Cicconetti, V. Luconi, A. Vecchio, “Measurement-driven de-
sign and runtime optimization in edge computing: Methodology and tools”,
Computer Networks, pages: 108–140, 2021, Elsevier, DOI: https://doi.org/10.
1016/j.comnet.2021.108140. Candidate’s contributions: Software, Formal
analysis, Data curation, Writing – Original Draft, Visualization.

Peer reviewed conference papers
1. C. Caiazza, E. Gregori , V. Luconi, F. Mione, A. Vecchio, “Application-Level

Traceroute: Adopting Mimetic Mechanisms to Increase Discovery Capabili-
ties”, International Conference onWired/Wireless Internet Communications (WWIC),
pages: 66–77 , 2019, DOI: https://doi.org/10.1007/978-3-030-30523-9_6.
Candidate’s contributions: Conceptualization, Investigation, Methodology,
Software, Validation, Writing – Original Draft.

2. C. Caiazza, L. Bernardi, M. Bevilacqua, A. Cabras, C. Cicconetti, V. Luconi,
G. Sciurti, E. Senore, E. Vallati, A. Vecchio, “MECPerf: An Application-Level

1https://casrai.org/credit/
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https://doi.org/10.1002/itl2.134
https://doi.org/10.1016/j.comnet.2021.108140
https://doi.org/10.1016/j.comnet.2021.108140
https://doi.org/10.1007/978-3-030-30523-9_6
https://casrai.org/credit/
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Tool for Estimating the Network Performance in Edge Computing Environ-
ments”, Computers, Software, and Applications Conference (COMPSAC), pages:
1163–1168, 2020, IEEE, DOI: https://doi.org/10.1109/COMPSAC48688.2020.
00-99. Candidate’s contributions: Investigation,Methodology, Software,Writ-
ing – Original Draft

Other
1. C. Caiazza, S. Giordano, V. Luconi, A. Vecchio, “Edge Computing vs Cen-

tralized Cloud: Impact of Communication Latency on the Energy Consump-
tion of LTE Terminal Nodes”, ArXiv preprints, to be submitted to a journal,
https://arxiv.org/abs/2111.10076. Candidate’s contributions: Conceptu-
alization, Investigation,Methodology, Software, Validation,Writing –Original
Draft.

https://doi.org/10.1109/COMPSAC48688.2020.00-99
https://doi.org/10.1109/COMPSAC48688.2020.00-99
https://arxiv.org/abs/2111.10076
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Conceptualization Ideas; formulation or evolution of overarching re-
search goals and aims.

Data curation Management activities to annotate (produce meta-
data), scrub data and maintain research data (includ-
ing software code, where it is necessary for interpret-
ing the data itself) for initial use and later re-use.

Formal analysis Application of statistical, mathematical, computa-
tional, or other formal techniques to analyze or syn-
thesize study data.

Investigation Conducting a research and investigation process,
specifically performing the experiments, or data/evi-
dence collection.

Methodology Development or design of methodology; creation of
models.

Software Programming, software development; designing com-
puter programs; implementation of the computer code
and supporting algorithms; testing of existing code
components.

Validation Verification, whether as a part of the activity or sep-
arate, of the overall replication/reproducibility of re-
sults/experiments and other research outputs.

Visualization Preparation, creation and/or presentation of the pub-
lished work, specifically visualization/data presenta-
tion.

Writing – original draft Preparation, creation and/or presentation of the pub-
lished work, specifically writing the initial draft (in-
cluding substantive translation).

Table C.1: CRediT – Contributor Roles Taxonomy.
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