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Abstract

Operation of a variety of natural or man-made systems subject to uncer-
tainty ismaintainedwithin a range of safe behavior through run-time sensing of
the system state and control actions selected according to some strategy. When
the system is observed from an external perspective, the control strategy may
be not known and should rather be reconstructed by joint observation of the ap-
plied control actions and the corresponding evolution of the system state. This
is largely hurdled by limitations in sensing the state of the system and different
levels of noise.
We address the problem of optimal selection of control actions for a stochastic
systemwith unknowndynamics operating under a controller with an unknown
strategy, for which we can observe trajectories made of the sequence of control
actions and noisy observations of the system state which are labeled by the ex-
act value of some reward functions.
To this end, we present an approach to train an input-output hidden Markov
model (IO-HMM) as a generative stochastic model that describes the state dy-
namics of a POMDPby the application of a novel optimization objective adopted
from the literature. The learning task is hurdled by two restrictions: the only
available sensed data is the limited number of trajectories of applied actions,
noisy observations of the system state, and system state; and, the high failure
costs prevent interaction with the online environment, preventing exploratory
testing. Traditionally, stochastic generative models have been used to learn the
dynamics of the underlying system and select appropriate actions in the defined
task. However, current state-of-the-art techniques, in which the state dynamics
of the POMDP is first learned and then strategies are optimized over it, fre-
quently fail because the model that best fits the data may not be well suited for
controlling. Using the aforementioned optimization objective, we try to tackle
the problems related to model misspecification.
The proposed methodology is illustrated in a scenario of failure avoidance for a
multi-component system. The quality of decision-making is evaluated using the
collected reward from the test data and compared with the standard approach
of the previous literature.
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Chapter 1

Introduction

1.1 Motivations
In recent years, automatic control of stochastic systems [1] has been increasingly
applied to the industrial world. However, numerous systems are still controlled by
human experts such as medical practitioners, pilots, train drivers. In [2] a thor-
ough study has been done to automate the personalized dosage prescription for
the patients with blood clotting problem. Considering the aforementioned cases,
designing an automatic controller by application of the collected trajectories, is a
challenging task.

A viable way for formulating the problems is to formulate them as Partially Ob-
servable Markov Decision Processes(POMDPs)— an usual approach for decision-
making under uncertainty [3]. In the most recent researches in this particular field,
where POMDPs are applied, it is supposed that parameters are knowna-priori[4][5][6].

The collected trajectories from the interaction between the controller and the sys-
tem consist of system observations, actions selected by the controller, and the col-
lected rewards. Taking this notice into account that we do not know the exact state
dynamics of the system and it is demanding to formulate the problem of optimal
decision-making on every possible system observation, we formulate the problem
as a data-driven Partially Observable Markov Decision Process(POMDP).

To this end, we need to train a stochastic generative model to learn the underly-
ing system dynamics from the collected trajectories afterwards finding a policy for
optimal decision making on the trained model.

The general purpose of this research can be explained as providing an automatic
controller(Regarding an optimal policy) to closely follow the decision making strat-
egy of the system expert in every possible noisy observation of the system state
besides controlling the system in an optimal manner under particular predefined
objectives and constraints.

In particular in this research we tackle the problem of multi-variable optimiza-
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4 Introduction

tion where we deal with optimizing the learned model over two distinct objectives:
• Quality of learning the system dynamics from the collected trajectories.
• Optimality measure of decisions made by the policy solved on the POMDP

defined on top of the trained generative stochastic model.In this research the
optmilaity of the decision making is measured by the collected rewards.

In this research the decision making task that we address is optimal action se-
lection in the multi-component systems that the selected actions modify the system
dynamics and the main purpose of the task is decreasing the number of system fail-
ures.

1.2 Usual reinforcement learning approaches
Model-based Reinforcement learning(RL) is a well known field of research related
to the decision making problem formulations, and even early works such as [7] in-
vestigated the learning models that are still useful for Reinforcement learning(RL).

However more widely, usual optimization methods closely incorporate a down-
stream decision-making task during model training, and are growing in popularity
across machine learning, from graphical models [8] to sub-modular optimization
recent decision-aware optimization efforts have explored partially-observed prob-
lems in both model based and model-free.

1.3 Separation from the usual Reinforcement
Learning methodology

The point that separates the problem formulation that we consider from the studied
methodologies in the literature is that we are interested in the cases that just limited
number of data collected by the interaction between the controller(an human expert
or the current controller of the system) and the environment are available. Besides
considering this important fact that the data is composed of collected trajectories
from different number of sensors that is prone to randomly missed observations.

Typical model-based Reinforcement Learning (RL) approach, such as [9], pro-
vide a variety of strategies for learning optimum policies based on predefined ob-
jectives through online interactions, and the model is handled as an abstraction,
removing the requirement for an explicit model.

Furthermore, these methods are frequently used in an online learning environ-
ment, and they need the agent to explore all possible state-action combinations,
which is not feasible in this particular case that we study due to the system failure
penalty.
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In this work, considering the fact that the parameters of the POMDP except for
the number of possible states and actions are not known a-priori, we need to learn
the topology of the underlyingmodel from the noisy observations of the system state
vectors that are labeled by deterministic labels which can be considered as rewards.
These labels are result of system execution that are probabilistic.

1.4 Limitations
In this research we face three limitations in the introduced setting:

• The parameters of the POMDP are not known a-priori so we need to learn
them from the collected trajectories.

• There is no guaranteedway to examine the solved policy and evaluate the policy
value on an online environment regarding the failure cost.

• Training a stochastic generative model by using data contains numerous miss-
ing observations

1.5 Contributions
In this research, to avoid the aforementioned model misspecification related prob-
lems, a novel optimization objective is adopted from[10] to train an IO-HMM [11],
as the generative part that describes the state dynamics of a POMDP. Planning the
POMDP using a Point Based Value iteration(PBVI) algorithm, the target policy (πθ)

will be found that can be evaluated to collect high rewards in the test trajectories.
Since, interacting with the online environment is not feasible the policy value is cal-
culated utilising the Offline Policy Evaluation(OPE).

As a specified case, we are interested in the study the applicability of the pro-
posed methodology in the field of optimal controlling of systems composed of dif-
ferent number of components. In such systems under-performance or failure of even
one of the components can fail the whole system. Occasionally, it is likely that the
components experience low performance or failure for some time steps.

We suppose it is costly and not possible to have a system expert make decision
on selecting actions for each noisy observed situation and in addition, in practice, it
is hurdled to have a hand-made policy that have solution for all possible partially
observations of the components’ levels. Moreover, since the observed patterns of
components are different than each other, it is probable to miss some observations
for some of the components irregularly.

To reduce the number of failures in such systems, often some automatic policies or
controllers are used to choose appropriate actions based on the systemobservations[12].
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To answer the aforementioned research questions, we clarify our novel contributions
as:

• A novel problem formulation in the field of model learning and planning of
stochastic systemswhich is specified inmulti-component system failure avoid-
ance strategy is discussed.

• Offline reinforcement learning and offline policy evaluation(OPE) are applied
to avoid directly applying the policy to the online environment.

• An innovative synthetic environment is discussed

• Solving the problem ofmissing observations during optimization of themodel
parameters

1.6 Modelling Healthcare Professionals’
Decision-Making for Coumadin Dosage
Prescriptions

The international normalised ratio (INR) is a measure of how long it takes your
blood to clot. The longer it takes your blood to clot, the higher your INR. Your INR
will be used to determine the dose of warfarin you need to take[13].

Warfarin, sold under the brand name Coumadin among others, is a medication
that is used as an anticoagulant. It is commonly used to prevent blood clots such
as deep vein thrombosis and pulmonary embolism, and to prevent stroke in people
who have atrial fibrillation, valvular heart disease, or artificial heart valves[14].

We have access to a confidential data consists of 10 years of INR response to
Warfarin of a single patient however based on the data analysis methods applied
here ,that is explained in the Section 5, based on high percentage(almost 75%) of
missing measurements and having just a single periodic measurement of INR the
data did not show the promising value to be considered as a continuation for the
data modeling part of this thesis. The dataset provided for our study consisted of
a single patient’s data related to International Normalized Ratio (INR), Prothrom-
bin Time and Thromboplastin Time Ratio (PTTR), and the corresponding dosage
of Coumadin over a ten-year period. Our goal was to utilize offline reinforcement
learning techniques to gain insights from this data. However, we found that this
dataset was not appropriate for our analysis due to a substantial amount of missing
data.
The INR and PTTR measurements were taken every two weeks while the dosage of
Coumadin was recorded daily, resulting in a significant number of missing values.
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Although machine learning models can handle missing data, the extent of missing-
ness in this dataset was too substantial to providemeaningful insights for our offline
reinforcement learning experiments. Therefore, we decided to exclude this dataset
from our analysis and seek alternative datasets for our experiments. This experience
emphasizes the importance of carefully selecting datasets for machine learning ex-
periments, especially in the context of offline reinforcement learning, and ensuring
that the data is of sufficient quality to provide valuable insights.

1.7 Synthetic environment
The applicability of the proposed approach is illustrated using synthetic yet realistic
environment under discussed conditionswhich is generated according to the failure
avoidance scenario in a stochastic system consists different number of components.

1.8 Thesis structure
This thesis is structured as follows. We start by describing the background founda-
tions of machine learning utilized in our work in Section 2. Section 3 the fundamen-
tal ground of the Markov decision process is given. Afterwards, Section 4 describes
stationary and hiddenMarkov models basics and Section 5 Stationary and non- sta-
tionary random variables in Section 6 the INR response to the Warfarin in a single
patient data are represented and in Section 7 all the experiments and material re-
lated to the proposed approach are presented.





Chapter 2

Machine Learning and Reinforcement
Learning Preliminaries

Machine Learning (ML) is a branch of Artificial Intelligence (AI) where the focus
is to develop systems that learn from the data. Machine Learning is a field that is
located in the intersection of different disciplines:

statistics deal with the uncertainty of the world and, as we will see, ML can be
framed as a probability estimation;

data science is the science that interpreters and study the information contained in
the data and how can be used;

optimization theory is the mathematical branch that define methods to optimize
functions, ML can be seen as an optimization problem;

computer science is the science that studies algorithms and their complexity;

computer engineering focuses on the development of efficient software.

In order to learn we must provide some data. The data can be of different kinds.
We can denote three different types of ML, based on the type of data and problem
that we need to resolve: supervised, unsupervised, and reinforcement learning.

2.1 Supervised Learning
In supervised learning we posses a dataset S of samples xi each one labeled with yi:

S = ((x1, y1), . . . , (xn, yn)) ,

where each xi ∈ X and yi ∈ Y. Usually the data is prepared such that X is a space of
integer or real tensors of certain dimensionality, and Y is a space of integer vectors

9



10 Machine Learning and Reinforcement Learning Preliminaries

for classification tasks and real vectors for regression tasks. In binary classification
tasks Y = 0, 1, in multilabel classification Y = 0, 1k with k possible labels, and in
multiclass classification Y = 0, 1k with only one value equal to 1 and the rest 0. The
samples xi of a dataset must be drawn from the same unknown distribution xi ∼
D. The relationship between the samples and the labels is defined by an unknown
labeling function f : X→ Y such that for each sample yi = f (xi).

A learning algorithm receives as input a training set S, and should output a pre-
dictor hS : X → Y that minimize the prediction error. For a generic predictor h, the
prediction error is:

LD, f (h)
def
= Px∼D[h(x) 6= f (x)] def

= D({x : h(x) 6= f (x)}), (2.1)

where for A ⊂ X, the probability D assign a likelihood D(A) of observing a value
x ∈ A. Given that both D and f are unknown, to find hS the learning algorithm
minimizes the empirical prediction error (or empirical risk):

LS(h)
def
=
|i ∈ {1, . . . , n} : h(xi) 6= yi|

n
. (2.2)

This learning paradigm of finding hS is called Empirical Risk Minimization (ERM).
ERM rulemight lead to overfitting if not restricted. A predictor can performswell

over the training set S — having a low empirical error — but it can performs badly
over the entire distribution D with an high prediction error. A solution is to apply
ERM over a restricted search space. We denote with H the hypothesis class of the
possible predictors h ∈ HSet : X→ Y. For a given class H and a training sample S,
the ERMH learner uses the ERM rule to choose a predictor hS ∈H with the lowest
possible empirical error over S:

hS = ERMH(S) ∈ arg min
h∈H

LS(h).

We induce an inductive bias introducing restrictions over H. Intuitively, choosing
amore restricted hypothesis class better protect us against overfitting but at the same
time might cause a stronger bias.

2.2 Unsupervised Learning
Unsupervised Learning is a type ofMachine Learning that involves finding patterns
or structure in unlabeled data without explicit supervision. The main goal of un-
supervised learning is to discover the underlying structure of the data and use it
to generate insights or improve the performance of supervised learning algorithms.
There are twomain categories of unsupervised learning: clustering and dimension-
ality reduction.
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Clustering algorithms group similar data points together into clusters based on
their similarity. One of the most popular clustering algorithms is K-means, which
partitions the data into K clusters, with each cluster center representing a prototype
of the group. Another commonly used clustering algorithm is Hierarchical cluster-
ing, which creates a hierarchy of nested clusters by iteratively merging or splitting
clusters based on their similarity.

Dimensionality reduction algorithms, on the other hand, aim to reduce the di-
mensionality of the data by extracting the most important features or components.
Principal Component Analysis (PCA) is a widely used dimensionality reduction
technique that identifies the directions ofmaximumvariance in the data andprojects
it onto a lower-dimensional space. Another popular technique is t-SNE, which is
used for visualizing high-dimensional data by preserving the local structure of the
data.

The formulation of unsupervised learning can be expressed as finding a function
f that maps the input data X to a set of latent variables Z, such that Z captures the
underlying structure of the data. The goal is to optimize f to minimize a certain
objective function, such as the reconstruction error or the likelihood of the data.
Unsupervised learning is a challenging problem, as the lack of labeled data makes
it difficult to evaluate the quality of the learned representations.

Unsupervised learning has a wide range of applications, including image and
speech recognition, natural language processing, and anomaly detection. By dis-
covering the underlying structure of the data, unsupervised learning can provide
valuable insights into the nature of the data and improve the performance of super-
vised learning algorithms.

In summary, unsupervised learning is a powerful technique for discovering the
underlying structure of unlabeled data. Clustering and dimensionality reduction
are the twomain categories of unsupervised learning, with various algorithms such
as K-means, Hierarchical clustering, PCA, and t-SNE used to achieve these goals.
The formulation of unsupervised learning involves finding a function that maps the
input data to a set of latent variables that capture the underlying structure of the
data. Unsupervised learning has a wide range of applications, and it can provide
valuable insights and improve the performance of supervised learning algorithms.

2.3 Reinforcement Learning
Reinforcement Learning (RL) is a type of Machine Learning that deals with how
an agent can learn to make sequential decisions in an uncertain environment in or-
der to maximize a reward signal. The RL framework is typically defined using a
Markov Decision Process (MDP), which is a tuple of the form 〈S, A, P, R, γ〉. In this
formulation, S represents the set of all possible states of the environment, A repre-
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sents the set of all possible actions that the agent can take, P represents the transition
probabilities between states, R represents the reward function, and γ represents the
discount factor. The goal of RL is to learn a policy π : S → A that maps states to
actions, in order to maximize the expected cumulative reward over time.

There are various algorithms used for RL, including Value Iteration, Policy It-
eration, and Monte Carlo methods. One of the most well-known RL algorithms is
Q-learning, which is a model-free, off-policy algorithm that learns an action-value
function Q(s, a) for a given policy. Another popular RL algorithm is the policy gra-
dientmethod, which is amodel-free, on-policy algorithm that directly optimizes the
policy parameters using the gradient of the expected reward.

Deep Reinforcement Learning (DRL) is a recent and rapidly growing area of re-
search that combines RL with Deep Learning techniques. DRL algorithms use deep
neural networks to approximate the value function or the policy, allowing agents to
learn complex decision-making strategies in high-dimensional state spaces. Some
popular DRL algorithms include Deep Q-Networks (DQN), Actor-Critic methods,
and Proximal Policy Optimization (PPO).

RL has been successfully applied in various domains, such as robotics, game
playing, and autonomous driving. One of the most famous examples of RL is Deep-
Mind’s AlphaGo, which uses a combination of RL and Monte Carlo Tree Search to
play the game of Go at a superhuman level.

In summary, RL is a powerful framework for learning how to make sequential
decisions in an uncertain environment. The use of MDPs, Q-learning, policy gradi-
ent methods, and DRL has led to impressive results in various domains.

2.4 Offline Reinforcement Learning
Offline reinforcement learning is a type of machine learning where an agent learns
from a pre-collected dataset of experiences, rather than interactingwith the environ-
ment in real-time. This approach has several advantages over online reinforcement
learning, such as reduced time and resource requirements, improved safety, and the
ability to learn from a diverse range of environments and scenarios.

The core challenge of offline reinforcement learning is to learn a policy thatmaxi-
mizes the cumulative reward over a fixed dataset of observations and corresponding
actions. This can be formulatedmathematically as finding a policy π thatmaximizes
the expected sum of rewards over the dataset

D = (s1, a1, r1, s2), (s2, a2, r2, s3), . . . , (sN−1, aN−1, rN−1, sN) (2.3)

, where st is the state at time t, at is the action taken at time t, rt is the reward received
at time t, and N is the length of the dataset. This objective function can be optimized
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using value-based methods, such as Q-learning or SARSA, which aim to learn the
optimal Q-values for each state-action pair.

One of the main challenges of offline reinforcement learning is the limited gen-
eralizability of the learned policy. This is because the policy is learned solely from
the fixed dataset, and may not generalize well to new environments or scenarios.
To address this limitation, researchers are exploring ways to incorporate additional
sources of information, such as expert demonstrations or prior knowledge of the
environment, into the learning process. These approaches can help improve the
generalizability of the learned policy and enable the agent to make better decisions
in new, unseen environments.

In summary, offline reinforcement learning is a powerful approach to machine
learning that has many potential applications in areas such as robotics, autonomous
driving, and healthcare. By learning from a pre-collected dataset of experiences,
offline reinforcement learning can reduce the time, resource, and safety require-
ments of learning in real-time environments. While the limited generalizability of
the learned policy is a major challenge, researchers are actively working to address
this limitation and improve the performance of offline reinforcement learning algo-
rithms.

2.5 Markov decision Process (MDP)

We consider a discrete-time nonlinear stochastic system modeled by the Markov
decision process (MDP).
A MDP is defined by the tuple (S, A, C, P, ρ), where S ∈ RN is the set of states,
A is the set of actions,
c(st, st−1, at−1) : St → Rt is the cost function which maps every state at time t to a
reward,
P(s0 | s, a) is the transition probability function,
and ρ(s) is the starting state distribution.
The state dynamics of an MDP is depicted in Figure 2.1.
Policy: A policy of anMDP(which also called a strategy or scheduler in the literature)
is a way to choose an action in each state.
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Figure 2.1: Probabilistic graphicalmodel of aMDP.St is the state at time t and At is the action
at time t and Rt is the reward at time t that is dependent on the state of the system at time t
and time t− 1 and action taken in time t− 1.

2.6 Partially Observable Markov decision
Process(POMDP)

Formally, a POMDP is a 7-tuple (S, A, T, R, Ω, O, γ), where S is a set of states, A
is a set of actions, T is a set of conditional transition probabilities between states,
R : S× A→ R is the reward function, Ω is a set of observations, O is a set of condi-
tional observation probabilities, and γ ∈ [0, 1] is the discount factor. state dynamics
of a POMDP is illustrated in Figure 2.2. Parameter set of a POMDP can be separated
into two distinct parts that describe the state dynamics(S, A, T, O, Ω) and planing
objectives(R, γ).
Agent: An agent can be a controller of a system or also can be considered as a system
expert that we desire to model its behavior.
Discount factor: The discount factor γ influences how much immediate gratification
is preferable to longer-term gratification. When γ = 0, the agent is solely concerned
with maximizing the expected immediate reward, but when γ = 1, the agent is
concerned with maximizing the expected total of future rewards. Belief : In the case
of a POMDP M, belief B(M) is a probability distribution over M’s state space. Al-
thoughwe do not know the present state of the system, wemay use the probabilistic
dynamics of M to estimate the chances of being in each state of the underlyingMDP.

A Markovian belief state allows a POMDP to be expressed as a Markov decision
process (MDP) in which each belief represents a state.

The conviction MDP that results will be defined on a continuous state space.
There exist infinite belief states B because there are an unlimited number of proba-
bility distributions over the states S, even though the POMDP has a finite number
of states.
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Figure 2.2: Probabilistic graphical model of the state dynamics of a POMDP.Ot is the obser-
vation at time t, At is the action at time t, St is the system state at time t, and Rt is the reward
at time t.

We use a famous problem given in [15] as an example of a POMDP. The fol-
lowing is a description of the tiger problem: A tiger is placed behind one of the
two doors with equal chance, while the treasure is placed behind the other. You’re
standing in front of two locked doors and must choose between them. You will be
wounded if you open the door with the tiger (negative reward). However, if you
unlock the treasure door, you will be rewarded positively. You have the option of
waiting and listening for tiger noises instead of opening a door right away.in Figure
2.3 the methodology to solve this problem is discussed.



16 Machine Learning and Reinforcement Learning Preliminaries

Figure 2.3: Policy graph of the tiger planning problem. Circles of the current state of the
defined POMDP, arrows show the actions, and names on top of the arrows are name of
actions

2.7 When POMDP is preferred over the MDP
We need to identify three key elements, all of which must be relevant to make a
problem suitable to be modelled as a POMDP:

1. The system’s states can be specified, but no one choice (action) matches all
of them. For vulnerable species, for example, estimations of upper and lower
population abundance under various environmental circumstances and threats
may serve as a natural characterization of system states. In this system, we
would expect the best action to be state-dependent, for example, near-extinction
population sizes to require reintroduction actions, low–moderate population
sizes to require threat management actions and close to carrying capacity pop-
ulations to require no action.

2. The system dynamics are stochastic due to natural variability and/or control
uncertainty. These dynamics are considered to be Markovian, which means
that the probability of transitioning to a state at time t + 1 is solely dependent
on the system’s state and action at time t. We predict, for example, that popu-
lation dynamics are stochastic processes, and that the efficacy of management
interventions like reintroductionwill be unclear. The state transition dynamics
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obey theMarkov property given an acceptable time step and relevant informa-
tion captured in the definition of state.

3. Managers are unable to see the condition of the system accurately (state un-
certainty). In contrast to the perfect observable example, the optimum option
to implement an imperfect observation of the system state is complex and in-
cludes extra considerations such as the history of previous observations and
actions. The issue is transformed from an MDP to a more difficult POMDP
when state uncertainty exists.

Together, steps (1) and (2) define an MDP, while step (3) makes the problem par-
tially observable.[16]

2.8 Input-Output Hidden Markov Model(IO-HMM)
We consider an Input-Output Hidden Markov Model (IO-HMM) [17] as a frame-
work for representing environments consisting of hidden states, inputs (actions that
may affect the states), and outputs (observations from the states). Formally, an IO-
HMM is defined as a tuple < S, A, Z, T, O, b0 > , where S is the set of states, A is
the set of actions, Z is the set of observations, T is the state transition procedure in
the way that T(s, a, s′) denotes probability P(s′ | s, a) of going to state s′ by taking
action a at state s, O is the observation function such that O(a, s, z) denotes probabil-
ity P(z | a, s) of perceiving observation z as a result of taking action a and arriving
in state s, and b0 is the vector of initial state distribution such that b0(s) denotes the
probability of starting in state s.

Since the exact state of the IO-HMM is not known, we make a belief about the
state. We represent the belief by a vector b where b(s) denotes the probability that
the state is s at the current time step. The following update formula can be used to
calculate the belief b at the next time step from the belief at the current time step,
given the action a at the current time step t and the observation z at the next time
step.[18]

2.9 Optimal action selection
As disused in [19] a partially observable Markov decision process (POMDP) is a
problem formulation of an action selection problem for an IO-HMM. A POMDP is
defined as a tuple P = < S, A, Z, T, O, b0, R, Y > all the Parameters of Partially Ob-
servable Environments defined as in the IO-HMM, R is the reward function so that
R(s, a) represents the immediate reward of taking action a in state s, and Y ∈ [0, 1)
is the discount factor which discussed in the background section. The main pur-
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pose of an agent is to maximize the expected discounted total reward by choosing
an optimal policy.

In this introduced setting, there are two distinct optimization criteria which are
observation likelihood and the collected reward by the solved policy on the POMDP
by planning.

2.10 Describing the state dynamics of a POMDP by
using IO-HMM

Since in this introduced setting we desire to model the dynamics of a system from
the collected trajectories, we need to train a stochastic generative model for this pur-
pose. In other words, A partially observable Markov decision process (POMDP) is
a formulation of an action selection problem in an IO-HMM. Considering a POMDP
with K discrete hidden states , A discrete actions, D-Dimensional observations, and
deterministic rewards (e.g., a failed or working system). The generative model for
states st ∈ {1, 2, ...K} and observations ot ∈ RD across time-steps t ∈ {0, 1, ..., T} is
defined by:

p(s0 = k) ≡ τ0k : Initial state distribution,

p(st+1 = k|st = j, at = a) ≡ τajk : States transition distribution,

p(ot+1,d|st+1 = k, at = a) ≡ N(µakd, σ2
akd) : Observation distribution

(2.4)

The model that is described in Equation 1 is an Input-Output Hidden Markov Model
(IO-HMM), that actions are cosnidered as inputs and observations are cosndiered
as outputs.
As described aboveModel parameters are defined as θ : {τ, µ, σ, R} that τ describes
the transition probability to the next state st+1, taking into consideration the current
state st and action at.
modeling each observation ot, d as a Gaussian distribution, with parameters µd and
σd considering the mean and variance when in state st after taking action at−1. We
decide to apply the independent Gaussian distribution across the D dimensions for
simplicity.

TheModel parameters {τ, µ, σ}whichmaximize the likelihood of trajectories can
be efficiently computed using the EMalgorithm that is described inHMMs[20]. Fin-
ishing the POMDP specification is the deterministic reward function R(s, a), speci-
fying the reward from taking action a in the state s.



2.11 Missing data in the collected trajectories 19

2.11 Missing data in the collected trajectories
In the current problem definition, based on a probability distribution p(ψ), there are
missing data in some time steps in the collected observations due to the fact that it is
not possible to always have all observations from all the sensors of all components in
a system. Given this fact, we need to study the training IO-HMMwith the presence
of missing data for this end.

Missing observation mechanisms

It is discussed in [21] that observations are missing in a model in different ways.
In case the missing observations are dependant on past missed observations, this
mechanism is considered as non-ignorable missing mechanism.
Otherwise, in case that the missing observation probability is dependant only on
the past observations and the observation misses the distribution parameter ψ , this
mechanism is called ignorable missed and it means:

P(R|Yobs, Ymis, ψ) = P(R|Yobs, ψ)

Or in other cases when the missing probability is not dependant neither on the ob-
served nor missed observations is calledMissing completely at random(MCAR).

P(R|Yobs, Ymis, ψ) = P(ψ).

Complete data likelihood and learning from missing observations

Wediscuss complete data likelihood as a casewhenwe consider all given andmissed
observations on the calculations. In [21] complete data is composed of observations
Y, missing distribution R, joint distribution of Y, and R is factored such as

Pr(Y, R|ψ, θ) = f (Y|θ) f (R|Y, ψ).

Then the observed data likelihood over missing data is:

L(θ, ψ|Yobs, R) ∝
∫

f (Yobs, Ymissed|θ) f (R|Yobs, Ymis, ψ)dYmis.

according to [22] inference of θ based on L(θ|Yobs) is the same as L(θ, ψ|Yobs, R)when
two criteria are preserved:
1. The model parameter θ and missing observation distribution parameter ψ are
separable and the joint probabilities over these two-parameter spaces are their mul-
tiplication.
2. Missing data mechanism is missing at random(MAR) that it means:

P(R|Yobs, Ymis, ψ) = P(R|Yobs, ψ)
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or as a special case of missing completely at random (MCAR) that implies:

P(R|Yobs, Ymis, ψ) = P(R|ψ).

Since the available observations are given periodically based on a prefixed cycle
without dependency onmissed or given observations, we suppose themissingmech-
anism is MCAR.

Complete data likelihood

If N different subjects by different length of observations Tn are considered, then the
complete data log-likelihood can be written such as:

l(θ; y, s, u) =
N

∑
k=1

[ln(πSk,1) +
Tk−1

∑
t=1

ln(aSk,tSk,t+1,at) +
TK

∑
t=1

ln(bsk,tyk,t)]

M-step can be written with usage of Backward-Forward algorithm. Thus, the only
modification needed here is taking the switching parameters into account that in
this research, they are different discrete inputs that consider as actions

P(St+1) = P(St+1|St, at).

Considering the given observations in calculations

According to[23] to handle missed observations in EM calculations, the only pa-
rameters that are directly dependant on the observations are the elements of the
observation matrix B, so the only neededmodification is modifying the calculations
tomodify thatmatrix to take themissing observations into account. For the iteration
v the calculations are such as:

b̂(v+1)
ij =

∑N
k=1 ∑Tk

t=1 γ
(v)
k,t (i)× δ(yk,t = j)

∑N
k=1 ∑Tk

t=1 γ
(v)
k,t (i)× δ(yk,t 6= .)

that it means ignoring observations when they are not given and consider byt = 1
and an indicator function δ(yk,t = .) controls that if an observation is missed. All
other calculations to train other parameters (π0, A) are exactly the same such as
provided in[20]. Two auxiliary variables are introduced here, γ

(v)
k,t (i) is the proba-

bility that the model is in state i at time step t whilst ζk,t(iju) is the probability of
transition between states i, j at time-step t by the input a for the subject k.

π̂
(v+1)
i =

∑N
k=1 γ

(v)
k,l (i)

∑N
k=1 ∑c

i=1 γ
(v)
k,l (i)

, i = 1, 2, ..., c
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â(v+1)
iju =

∑N
k=1 ∑Tk−1

t=1 ζ
(v)
k,t (i, j, a)

∑N
k=1 ∑Tk−1

t=1 γ
(v)
k,t (i)

, i = 1, 2, ..., c

Model parameters optimization in the presence of missed observations

In the case that the missing observations are considered missing completely at ran-
dom(MCAR), there are two common approaches to train the parameters in training
HMMs that can be applied in this work to train the IO-HMM which are discussed
in [24].

As discussed on [24], one possible approach is to ignore the missing observa-
tions while another one is inferring the missed values from the given ones. In the
introduced setting based on this assumption that the missing observations do not
convey any useful information, we just ignore the missed values in the calculations.

Planning the POMDP to find the optimal policy

The upper envelope of a finite collection of linear functions of belief may be de-
scribed arbitrarily tightly as the value function of a discrete-state POMDP [25]. Even
with very tinyPOMDPs, however, accurate value iteration remains intractable. Rather
of conducting Bellman backups across all valid beliefs, we employ point-based value
iteration (PBVI), an approximation approach that is substantially more efficient.
Only a limited range of beliefs are backed up by PBVI.

Policy of a POMDP in the currently introduced setting

As described above, given a POMDP with parameters θ, it is possible to the belief
bt, a probability distributions over all states of the underlying MDP, defines the pos-
terior over state st given all past actions and observations(history):

bk
t , p(st = k|o0:t, a0:t−1) : su f f icient stastics

The belief state, can be computed efficiently via forward filtering [20]. The POMDP
can be solved using a planning algorithm to learn a policy πθ : RK 7→ RA, mapping
any belief to a distribution over actions. The goal is to find a policy with maximum
value : Vπ = ∑T

t=0 γt, given the discount factor γ ∈ (0, 1).
In Figure 2.4 it is shown that how the policy plays the part to decide the next

actions in the currently introduced setting.
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Figure 2.4: different parts of the POMDP agent in the current introduced settings.π is the
policy of the agent which based on the belief state that is computed using forward-filtering
selects the next action.

2.12 Definition of the behavior policy and the target
Policy

Behavior policy (πβ): As an unknown policy that collects the trajectories by interact-
ing with the online environment.This policy can be considered as the strategy of the
field expert or the policy of the current controller that is not known.

Target policy (πθ) : The policy that found by planning data-driven POMDP.

2.13 Offline Reinforcement learning

Offline reinforcement learning is a revived field of study that aims to learn behav-
iors using just recorded data, such as data fromprevious trials or humandemonstra-
tions, with no environmental touch. It has the potential tomake significant progress
in a variety of real-world decision-making problems when active data collection is
either prohibitively expensive (e.g., in robotics, drug discovery, dialogue generation,
and recommendation systems) or unsafe/dangerous (e.g., healthcare, autonomous
driving, or education). This paradigm has the potential to remove one of the most
significant barriers to moving reinforcement learning algorithms from the lab to the
real world.
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2.14 Off-Policy Evaluation (OPE)
There are settings regarding the damage cost of policies, it is not reasonable to eval-
uate a policy in an online environment.

A possible example can be given in systems with high cost maintenance that a
policy is considered as a new controlling strategy based on the systems’ observa-
tions. Taking this fact into account that the failure cost is not tolerable, it can not be
possible to evaluate policy values in real environments that are theworking systems.
Therefore, a mechanism is needed to examine the policy on the collected trajectories
which are labeled by the deterministic labels.

However, by planning a POMDP, it is possible to have the target policy (πθ), there
is no guaranty that it works as expected in practice. Since we can not evaluate the
policy on the online environment due to this fact that is costly, we need to utilise Off
Policy Evaluation (OPE)[26], Which in this work, consistently weighted per decision,
importance sampling (CWPDIS) [27] is utilized.

Let D denote a set of N trajectories collected under behaviour policy (πβ), r the
collected rewards, γ discount factor, and H is the history of past observations and
actions. aforementioned methodology estimates the value of a policy πθ as:

VCWPDIS(πθ) =
T

∑
t=1

γt ∑n∈D rntρnt(πθ)

∑n∈D ρnt(πθ)
: Policy value

ρnt(πθ) =
t

∏
s=1

πθ(ans|H)

πβ(ans|H)

In the simulated environments, we suppose that the behavior policy (πβ) is
known and both πβ and πθ are stochastic. In the real data settings that the behavior
policy is not known, it is possible to estimate the behavior policy via the k-nearest
neighbors approach which is discussed in [28].





Chapter 3

Markov Decision Processes definition
and solving

AMarkovDecision Process[29] is an extension of the standardMarkovmodel. Each
state has a collection of actions that can be performed in that particular state. These
actions serve to move the system into a new state. More formally, the MDP’s state
transitions can be described by the transition function T(s, a, s′), where a is an action
moving performable during the current state s, and s′ is some new state.

As the name implies, all MDPs obey the Markov property, which holds that the
probability of finding the system in a given state is dependent only on the previous
state. Thus, the system’s state at any given time is determined solely by the transition
function and the action taken during the previous timestep:

P(St = s′|St−1 = s, at = a) = T(s, a, s′)

Each MDP also has a reward function R : S 7→ R. This reward function assigns
some value R(s) to being in the state s ∈ S. The goal of aMarkov Decision Process is
to move from the current state s to some final state in a way that a) maximizes R(s)
and b) maximizes R’s potential value in the future.

Given aMarkovDecision Processwewish to find a policy – amapping from states
to actions. The policy function Π : S 7→ A selects the appropriate action a ∈ A given
the current state s ∈ S.

3.1 Value Iteration
The consequences of actions (i.e., rewards) and the effects of policies are not always
known immediately. As such, we need some mechanisms to control and adjust pol-
icy when the rewards of the current state space are uncertain. These mechanisms
are collectively referred to as reinforcement learning[30] .

25
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One common way of trading off present reward against future reward is by in-
troducing a discount rate γ. The discount rate is between 0 and 1, and we can use it
to construct a weighted estimate of future rewards:

∞

∑
t=0

γtrt

Here, we assume that t = 0 is the current time. Since 0 < γ < 1, greater values
of t (indicating rewards farther in the future) are given smaller weight than rewards
in the nearer future.

Let VΠ(s) be the value function for the policy Π. This function VΠ : S 7→ R maps
the application of Π to some state s ∈ S to some reward value. Assuming the system
starts in state s0, we would expect the system to have the value

VΠ(s) = E

[
∞

∑
t=0

γtR(st) | s0 = s, Π

]

Since the probability of the system being in a given state s′ ∈ S is determined by
the transition function T(s, a, s′), we can rewrite the formula above for some arbi-
trary state s ∈ S as

VΠ(s) = R(s) + ∑
s′

T(s, a, s′)γVΠ(s′)

where a = Π(s) is the action selected by the policy for the given state s.
Our goal here is to determine the optimal policy Π*(s). Examining the formula

above, we see that R(s) is unaffected by choice of policy. This makes sense because
at any given state s, local reward term R(s) is determined simply by virtue of the
fact that the system is in state s. Thus, if we wish to find the maximum policy value
function (and therefore find the optimum policy) we must find the action a that
maximizes the summation term above:

VΠ∗(s) = R(s) + max
a ∑

s′
T(s, a, s′)γVΠ∗(s′)

Note that this formulation assumes that the number of states is finite.
The formula above forms the basis of the value iteration algorithm. This operation

starts with some initial policy value function guess and iteratively refines V(s) until
some acceptable convergence is reached:

Each pass of the value iteration maximizes V(s) and assigns to Π∗(s) the action
a that maximizes V(s). The function Q(s, a) represents the potential value for V(s)
produced by the action a ∈ A.
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1. Initialize V(s).
2. Repeat until converged:

a) for all s ∈ S:
i. R(s) = R(s) + max

a
∑s′ T(s, a, s′)γV(s′)

ii. Π(s) = arg max
a

Q(s, a)

Algorithm 1: Value Iteration

3.2 Q-Learning

The example of value iteration above presumes that the transition function T(s, a, s′)
is known. If the transition function is not known, then the function Q(s, a) can be
obtained through a similar process of iterative learning, the aptly-namedQ-learning.

The naive guess for a Q-learning formula would be one that closely resembles
the policy value function, such as

Q(s, a) = R(s) + γ

[
max

a′
Qold(s, a′)

]

This formula aggressively replaces old values of Q, though, which is not always
desirable. For better results [1], use a weighted average learning function:

Q(s, a) = ηQold(s) + (1− η)γ

[
max

a′
Qold(s, a′)

]

where η is a user-selected learning parameter.
This formula can be turned into an algorithm much like the value iteration al-

gorithm above. The only difference is that the action is selected by a user-defined
function f (s), which returns the appropriate policy action Π(s) most of the time,
but occasionally selects a random action to blunt the effects of sampling bias.
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The Q-learning algorithm below is adopted from [31]:

1. Initialize Π(s) to arg max
a

Q(s, a).

2. Repeat until Π converges:

a) For each s ∈ S:
i. Select an action a = f (s).
ii. Q(s, a) = ηQold(s) + (1− η)γ

[
max

a′
Qold(s, a′)

]
iii. Π(s) = arg max

a
Q(s, a).

Algorithm 2: One-Step Q-Learning

3.3 Temporal Difference Learning
One disadvantage of value iteration is that it can take a long time for updates to
later states to propagate back to earlier states. For instance, an MDP attempting to
navigate a maze would see its reward function jump once it reaches the final stage
N, but it would take N iterations for the effects of that jump propagate back to stage
1.

Temporal difference learning[32] remedies this by modifying the output weights
for each state with estimates of the policy value for the next state:

∆w = η (R(st) + γV(st+1)−V(st))
t

∑
k=1

λt−k ∂Vk
∂w

Where 0 < λ < 1 and V(s) is presumed to be a function of the weight w. The
temporal difference learning algorithm below is adapted from [33]:

1. Initialize all network weights to random values.
2. Repeat until Π converges:

a) Select current state st.
b) Use Π(st) to obtain a new state st+1 and calculate V(st+1).
c) If an actual reward is available, substitute that for estimate V(st+1).
d) w = w + η (R(st) + γV(st+1)−V(st))∑t

k=1 λt−k ∂Vk
∂w .

Algorithm 3: Temporal Difference Learning



Chapter 4

Hidden Markov Models Parameter
Learning

4.1 Introduction
Hidden Markov Models (HMMs) are powerful statistical models for modeling se-
quential or time-series data, and have been successfully used in many tasks such as
speech recognition, protein/DNA sequence analysis, robot control, and information
extraction from text data.

In this note, we briefly summarize the HMM algorithms with notations that are
consistentwith our course assignment, and also describe in detail how to scale quan-
tities such as the forward and backward probabilities in order to avoid underflow
when implementing HMMs.

There are two different formulations of HMMs depending on whether to gen-
erate the output from a state or a transition. As a probabilistic model, there is no
essential difference, though. We assume that an output symbol is always generated
from a state and that any state can be a starting state or ending state.

4.2 Definition of HMM
Formally, we define an HMM as a 5-tuple (S, V, Π, A, B), where S = {s1, ..., sN} is a
finite set of N states, V = {v1, ..., vM} is a set of M possible symbols in a vocabulary,
Π = {πi} are the initial state probabilities, A = {aij} are the state transition proba-
bilities, B = {bi(vk)} are the output or emission probabilities. We use λ = (Π, A, B)
to denote all the parameters. The meaning of each parameter is as follows:

• πi - the probability that the system starts at state i at the beginning

• aij - the probability of going to state j from state i

29
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• bi(vk) - the probabillity of “generating” symbol vk at state i

Clearly, we have the following constraints

∑N
i=1 πi = 1

∑N
j=1 aij = 1 for i = 1, 2, ..., N

∑M
k=1 bi(vk) = 1 for i = 1, 2, ..., N

4.3 Three basic problems
The three problems associated with an HMM are:

• Evaluation: Evaluating the probability of an observed sequence of symbols
O = o1o2...oT (oi ∈ V), given a particular HMM, i.e., p(O|λ).

• Decoding: Finding the most likely state transition path associated with an
observed sequence. Let q = q1q2...qT be a sequence of states. We want to find
q∗ = arg maxq p(q, O|λ), or equivalently, q∗ = arg maxs p(q|O, λ).

• Training: Adjusting all the parameters λ to maximize the probability of gen-
erating an observed sequence, i.e., to find λ∗ = arg maxλ p(O|λ).

The first problem is solved by using the forward and backward iterative algo-
rithms. The second problem is solved by using the Viterbi algorithm, also an itera-
tive algorithm to grow the best path by sequentially considering each observed sym-
bol. The last problem is solved by the Baum-Welch algorithm (an EM algorithm),
which uses the forward and backward probabilities to update the parameters itera-
tively.

Below, we give the formulas for each of the step of the computation.

4.4 The Forward Algorithm
Define αt(i) = p(o1, ..., ot, qt = si|λ) as the probability that all the symbols up to
time point t have been generated and the system is in state si at time t. The α’s can
be computed using the following recursive procedure:

1. α1(i) = πibi(o1) (Initially in state si and generating o1)

2. For 1 ≤ t < T, αt+1(i) = bi(ot+1)∑N
j=1 αt(j)aji (Generate ot+1, and we can

arrive at state si from any of the previous state sj with probability aji)
Note that α1(i), ..., αT(i) correspond to the T observed symbols.
It is not hard to see that p(O|λ) = ∑N

i=0 αT(i), since we may end at any of the N
states.



4.5 The Backward Algorithm 31

4.5 The Backward Algorithm
The α values computed using the forward algorithms are sufficient for solving the
first problem, i.e., computing p(O|λ). However, in order to solve the third problem,
we will need another set of probabilities – the β values.

Define βt(i) = p(ot+1, ..., oT|qt = si, λ) as the probability of generating all the
symbols after time t, given that the system is in state si at time t. Just like the α’s, the
β’s can also be computed using the following backward recursive procedure:

1. βT(i) = 1 (We have no symbol to generate and we allow each state to be a
possible ending state)

2. For 1 ≤ t < T, βt(i) = ∑N
j=1 βt+1(j)aijbj(ot+1) (Any state sj can be the state

from which ot+1 is generated)

It is also easy to see that p(O|λ) = ∑N
i=1 α1(i)β1(i); in fact, p(O|λ) = ∑N

i=1 αt(i)βt(i)
for any t 1 ≤ t ≤ T.

4.6 The Viterbi algorithm
The Viterbi algorithm is a dynamic programming algorithm that computes themost
likely state transition path given an observed sequence of symbols. It is actually very
similar to the forward algorithm, except that we will be taking a max, rather than
a ∑, over all the possible ways to arrive at the current state under consideration.
However, the formal description of the algorithm inevitablely involves some cum-
bersome notations.

Let q = q1q2...qT be a sequence of states. Wewant to find q∗ = arg maxq p(q|O, λ),
which is the same as finding q∗ = arg maxq p(q, O|λ), since p(q, O|λ) = p(q|O, λ)p(O|λ)
and p(O|λ) does not affect our choice of q.

The Viterbi algorithm grows the optimal path q∗ gradually while scanning each
of the observed symbols. At time t, it will keep track of all the optimal paths ending
at each of the N different states. At time t + 1, it will then update these N optimal
paths.

Let q∗t be the optimal path for the sub-sequence of symbols O(t) = o1...ot up to
time t, and q∗t (i) be the most likely path ending at state si given the sub-sequence
O(t), Let VPt(i) = p(O(t), q∗t (i)|λ) be the probability of following path q∗t (i) and
generating O(t). Thus, q∗t = q∗t (k) where k = arg maxi VPt(i) and q∗ = q∗T. The
Viterbi algorithm is as follows:

1. VP1(i) = πibi(o1) and q∗1(i) = (i)
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2. For 1 ≤ t < T, VPt+1(i) = max1≤j≤N VPt(j)ajibi(ot+1) and q∗t+1(i) = q∗t (k).(i),
where k = arg max1≤j≤N VPt(j)ajibi(ot+1) and “.” is a concatenation operator
of states to form a path.

And, of course, q∗ = q∗T = q∗T(k), where k = arg max1≤i≤N VPT(i).

4.7 The Baum-Welch Algorithm
Note that the last problem, i.e., finding λ∗ = arg maxλ p(O|λ), is precisely a maxi-
mum likelihood estimation problem. If we can also observe the actual state transi-
tion path that has been followed to generate the symbols that we observed, then, the
estimation would be extremely simple – We simply count the corresponding events
and compute the relative frequency. However, the transition path is not observed.
As a result, the maximum likelihood estimate, in general, can not be found analyti-
cally. Fortunately, just like in the case of themixture model of k Gaussians discussed
in the class, we can also use an EM algorithm for HMM (called Baum-Welch algo-
rithm). Like in all other cases of applying an EM algorithm, we will start with some
random guess of the parameter values. At each iteration, we compute the expected
probability of all possible hidden state transition paths, and then re-estimate all the
parameters based on the expected counts of the corresponding events. The process
is repeated until the likelihood converges.

The updating formulas can be expressed in terms of the α’s and β’s together
with the current parameter values. However, it is much easier to understand, if we
introduce two other notations. Define γt(i) = p(qt = si|O, λ) as the probability of
being at state si at time t given our observations, and ξt(i, j) = p(qt = si, qt+1 =

sj|O, λ) as the probability of going through a transition from state i to j at time t
given the observations. We have γt(i) = ∑N

j=1 ξt(i, j), and also, for t = 1, ..., T,

γt(i) =
αt(i)βt(i)

∑N
j=1 αt(j)βt(j)

(4.1)

For t = 1, ..., T − 1, ξt(i, j) is given by

ξt(i, j) =
αt(i)aijbj(ot+1)βt+1(j)

∑N
j=1 αt(j)βt(j)

(4.2)

=
γt(i)aijbj(ot+1)βt+1(j)

βt(i)
(4.3)

The updating formulas for all the parameters are:

• π′i = γ1(i)
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• a′ij =
∑T−1

t=1 ξt(i,j)
∑N

j=1 ∑T−1
t=1 ξt(i,j)

• bi(vk)
′ =

∑T
t=1,ot=vk

γt(i)

∑T
t=1 γt(i)

4.8 Implementation of the HMM algorithms
The formulas given above can be implemented as they are, but the code would only
be useful for a very short sequence. This is because many quantities would quickly
get extremely small as the sequence gets longer. There are generally two ways to
deal with the problem: working on the logarithm domain or normalization. Taking
logarithm would convert the product of small quantities into a sum of logarithm of
the quantities. This would easily work for the Viterbi algorithm. It can also be used
for computing the α’s and β’s. Unfortunately, it is not helpful for computing the γ’s,
since it would involve a sum of all the αt(i)’s, which would force us to work out of
the logarithm domain. Below we present a normalization method that can neatly
solve the problem of underflow.

The idea of normalization is to normalize αt(i) so that, α̂t(i), the normalized αt(i),
would be proportional to αt(i) and sum to 1 over all possible states. That is,

N

∑
i=1

α̂t(i) = 1

and we want
α̂t(i) =

t

∏
k=1

ηkαt(i)

so, ∏t
k=1 ηk = 1

∑N
i=1 αt(i)

= 1
p(O(t)|λ) , and in particular, ∏T

k=1 ηk = 1
∑N

i=1 αT(i)
=

1
p(O|λ) . Thus, α̂t(i) = p(qt = si|O(t), λ), compared with αt(i) = p(O(t), qt = si|λ).

The Normalized Forward Algorithm
The α̂’s can be computed in the same way as the α’s, only we do a normalization at
each step.

1. α̂1(i) =
πibi(o1)

∑N
k=1 πkbi(o1)

2. For 1 ≤ i < T, α̂t+1(i) =
bi(ot+1)∑N

j=1 α̂t(j)aji

∑N
k=1 bk(ot+1)∑N

j=1 α̂t(j)ajk
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The Normalized Backward Algorithm
The β’s are normalized using the same normalizers as used for the α’s. That is, β̂t(i) =
βt(i)∏T

k=t+1 ηk, (and β̂T(i) = βT(i)) , so thatwe see α̂t(i)β̂t(i) = ∏T
k=1 ηkαt(i)βt(i) =

αt(i)βt(i)
p(O|λ) . Note that, unlike in the case of α̂’s, here, we are not requiring that the β̂’s

sum to one over all the states at any time point.
We can compute the β̂’s in exactly the same way as computing the β’s, only we

will normalize the β’s with the already computed η’s form the normalized forward
algorithm. That is,

1. β̂T(i) = βT(i) = 1

2. For 1 ≤ t < T, β̂t(i) = ηt+1 ∑N
j=1 β̂t+1(j)aijbj(ot+1)

The Updating Formulas Using Normalized α’s and β’s
We now give the updating formulas in terms of the normalized α’s and β’s.

The γ’s can be computed in the sameway, because the normalizers are cancelled.
For t = 1, ..., T,

γt(i) =
α̂t(i)β̂t(i)

∑N
j=1 α̂t(j)β̂t(j)

(4.4)

For t = 1, ..., T − 1, The ξ’s are computed with a slightly different formula:

ξt(i, j) =
α̂t(i)aijbj(ot+1)ηt+1β̂t+1(j)

∑N
j=1 α̂t(j)β̂t(j)

(4.5)

=
γt(i)aijbj(ot+1)ηt+1β̂t+1(j)

β̂t(i)
(4.6)

Once we can compute the γ’s and ξ’s using the normalized α’s and β’s, we can
use the same updating formulas, that is:

• π′i = γ1(i)

• a′ij =
∑T−1

t=1 ξt(i,j)
∑N

j=1 ∑T−1
t=1 ξt(i,j)

• bi(vk)
′ =

∑T
t=1,ot=vk

γt(i)

∑T
t=1 γt(i)



Chapter 5

Data Analysis and INR Level
Prediction based on Coumadin
Dosage

5.1 Introduction
International normalized ratio (INR) [34] is the preferred test for patients taking
vitamin K antagonists (VKA) such as Warfarin. It can also be used to assess the
risk of bleeding or the coagulation status of patients. Patients taking oral
anticoagulants are required to monitor their INR to adjust VKA doses, as they can
vary between patients.
In this section, we present the predictions of Machine Learning models on
INR-Warfarin data recorded by a patient over 10 years. We discuss the train-test
separation and provide Exploratory Data Analysis (EDA) results. Our first
objective is to accept or reject the hypothesis that data-driven models borrowed
from Machine Learning can predict a patient’s INR level by knowing the
prescribed dose of Warfarin between two visits.
Probabilistic graphical models, such as IO-HMMs, are a powerful tool for
modeling complex systems with uncertain and partially observable data. These
models can describe a Partially Observable Markov Decision Process (POMDP),
which is a mathematical framework that represents decision-making problems
with uncertain and partial information. IO-HMMs are a particular type of POMDP
that are commonly used in speech recognition, natural language processing, and
other applications.
One important consideration when using IO-HMMs is the strong assumptions
they make about the number of states and the definition of state dynamics. The
number of states in the model must be specified in advance, which can be
challenging if the true number of states is unknown. The state dynamics are also
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assumed to be Markovian, meaning that the probability of transitioning from one
state to another depends only on the current state, and not on any previous states.
It is important to carefully consider the Markov condition when using IO-HMMs,
as violating this assumption can lead to inaccurate modeling and prediction.
However, when used appropriately, IO-HMMs can be a powerful tool for modeling
and analyzing complex systems with uncertain and partially observable data.

5.2 Domain knowledge
In healthy people, an INR of 1.1 or below is considered normal. An INR range of
2.0 to 3.0 is generally an effective therapeutic range for people taking Warfarin for
disorders such as atrial fibrillation or a blood clot in the leg or lung. In certain sit-
uations, such as having a mechanical heart valve, someone might need a slightly
higher INR. When the INR is higher than the recommended range, it means that
someone’s blood clots more slowly than desired, and a lower INRmeans someone’s
blood clots more quickly than desired. Based on the acquired domain knowledge,
the major effects on the INR are Vitamin-K besides the dosage of Warfarin taken in
the range between two visits. In addition to vitamin K, any major lifestyle changes
can cause the INR level to fluctuate. These can range from changing what foods
someone eats to how much he exercises. Major diet changes, such as starting a new
diet or taking new supplements, can cause the INR levels to fluctuate[35].

In this research, the only known factor that affects the level of INR is taken dosage
of Warfarin and other mentioned facts must be considered as hidden variables. Be-
cause by a physician the taken dosage of Warfarin in a period is considered as the
desired dosage of medicine instead of the exact taken daily dosage, we take this
into consideration that summation of dosages in a period must be considered. An-
other notice is that based the protocol to control INR, When it is highly out of range
the doctor tries to stop the Vitamin K antagonists (VKAs) and prescribe vitamin K
doages that have more strong effect to INR and the taken dosage of Vitamin K is not
given on the provided data.

5.3 Data description
There are three fields in this data, INR measurements, Warfarin dose taken, and
aPTT measurements. Actived partial thromboplastin time (aPTT)[36] is a numer-
ical value, expressed in the form of a ratio, that provides useful information about
the functioning of the intrinsic coagulation pathway and the common coagulation
pathway.
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On the basis of the domain knowledge, measuring aPTT is more expensive than
measuring INR and in the case that INR is in a dangerous zone, aPTT check will be
prescribed. It is noticable that in the provided data set, aPTT is measured less than
ten times.[37]

5.4 Exploratory data analysis

In this subsection, the focus is on conducting Exploratory Data Analysis (EDA) to
gain a better understanding of the characteristics of the data. EDA is a preliminary
approach to analyzing data that involves summarizing and visualizing the data to
identify patterns, trends, and relationships.

The EDA approach is essential to understanding the data characteristics, includ-
ing the distribution, range, and variability of the data. By examining the data in
greater detail, it is possible to identify potential outliers, missing values, or other
anomalies that may require further investigation or treatment.

The EDA approach is especially useful in cases where the data is complex or
has a large number of variables. By summarizing the data and presenting it in a
visual format, it becomes easier to identify relationships and patterns that may not
be apparent otherwise.

In summary, this chapter’s primary goal is to conduct EDA to gain a deeper un-
derstanding of the data characteristics. The findings from the EDA can then be used
to develop models or make data-driven decisions based on a better understanding
of the data.

Statistics Values
Number of measurements 226

Min/Max (1.0, 8.5)
Mean 2.9

Variance 0.61
Skewness 2.17
Kurtosis 12.99

Table 5.1: Summary statistics of INR measurements over an 8-year period in a train set.
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Figure 5.1: Train set targets

The analysis provided important statistical information about INRmeasurements
taken over an 8-year period in a train set. Here is a summary of the key points:

The data set includes 226 measurements, with the lowest and highest measure-
ments being 1.0 and 8.5, respectively. The mean INR value of 2.91 serves as a ref-
erence point for evaluating changes in INR levels over time. The variance of 0.62
indicates that the INR measurements were moderately dispersed around the mean
value, providing insight into the level of risk associated with fluctuating INR levels.
The positive skewness of 2.17 suggests that there were more higher INR values than
lower INR values in the distribution. The high kurtosis value of 12.99 indicates that
the data set had a higher peak and heavier tails than a normal distribution, imply-
ing that there were more extreme values or outliers present in the data set. Overall,
this analysis provides important insights into the characteristics of the INR mea-
surements, which can be used to monitor and evaluate changes in INR levels over
time and assess the level of risk associatedwith fluctuating INR levels. However, it’s
important to note that without more context about the data and the population it
was collected from, it’s difficult to draw conclusions about the broader implications
of these findings.
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Statistics Values
Number of observations 90

Min/Max (1.24, 7.69)
Mean 3.04

Variance 0.87
Skewness 1.47
Kurtosis 5.82

Table 5.2: Summary statistics of INR measurements over a 2-year period in a test set.

Figure 5.2: Test set targets

The given information provides details of INR measurements in a period of 2
years in a test set, consisting of 90 observations. Theminimumandmaximumvalues
of the measurements are 1.24 and 7.69, respectively.

The mean value of the INR measurements is 3.04, which is the average of all the
measurements taken during the 2-year period.

The variance of the INR measurements is 0.87, which measures the degree of
spread or dispersion of the data from the mean. A high variance indicates that the
data points are more widely dispersed.

The skewness of the INR measurements is 1.46, which is a measure of the asym-
metry of the data distribution. Positive skewness indicates that the tail of the dis-
tribution is skewed to the right, while negative skewness indicates that the tail is
skewed to the left. A positive skewness of 1.46 indicates that there are more higher
INR values than lower INR values.

The kurtosis of the INRmeasurements is 5.81, which is ameasure of the peakness
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of the data distribution. High kurtosis indicates that the distribution has a sharp
peak and heavy tails, while low kurtosis indicates a flatter distribution with lighter
tails. A kurtosis value of 5.82 indicates a moderate degree of peakedness, which
means that there are some outliers or extreme values present in the data set.

Overall, these numbers provide important insights into the characteristics of the
INRmeasurements in the test set. They can be used tomonitor and evaluate changes
in INR levels over time and assess the level of risk associated with fluctuating INR
levels in the test set.

5.5 Implementation details
In the data provided, the prescribing of Warfarin or similar medications to control
INR by physicians must take dose in the period between two visits and it is divided
into daily doses. In this study, the sum of the dose taken between two visits is con-
sidered as the dose taken. Tomeasure the precision of the predictions,Mean Squared
Error(MSE) has been used. Other errormeasures, such asMean absolute error(MAE),
can sometimes be used.

The length of provided data is almost 10 years that 8 years have been selected for
training and two years selected for testing. The fields in the data used for machine
learning modeling are the INR value, the duration between two visits, the summa-
tion of the dose taken and the task is prediction of Current INR at the next visit.

5.6 Predictions of Machine Learning methods
In this chapter, the primary focus is on understanding the performances of different
Machine Learning (ML) algorithms applied to the dataset. We utilize various ML
modelling algorithms to evaluate their effectiveness in predicting the target variable
and compare their performances.

The process of selecting and implementing a suitable ML algorithm for a given
dataset is crucial for achieving accurate and reliable predictions. In this regard, the
chapter is dedicated to exploring differentMLmodelling algorithms, including Lin-
ear Regression, MLP, SVR, Ridge Regression, Xgboost Regressor, and LSTM.

Theperformance of each algorithm is evaluatedusingMean SquaredError (MSE)
values for both the training and testing datasets. Additionally, we also analyze the
scatter plot of the predicted and true label values to assess the effectiveness of the
algorithms.

Overall, the primary goal of this chapter is to compare and evaluate the perfor-
mance of various ML modelling algorithms on the dataset. This analysis will pro-
vide insights into the effectiveness of each algorithm, and help to determine which
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algorithm would be the most suitable for developing a robust and accurate predic-
tion model.
Model Train MSE Test MSE
Linear Regression 0.602 0.933
MLP 0.590 0.954
SVR 0.601 0.952
Ridge regression 0.602 0.933
Xgboost Regressor 0.408 0.945
LSTM 0.6123 0.8853

Table 5.3: Accuracy of the Machine Learning models

The given table shows the Mean Squared Error (MSE) values for different ma-
chine learning models, including Linear Regression, MLP, SVR, Ridge Regression,
Xgboost Regressor, and LSTM, on both the training and testing data sets.

Looking at the table, it can be observed that the MSE values for all the models
are relatively high, which suggests that the machine learning models did not show
promising performance in modeling the data. The MSE values for the testing data
set are higher compared to the training data set for all the models, which indicates
that the models are not performing well on unseen data.

However, it can also be noted that the Xgboost Regressor had the lowest MSE
value of 0.408 on the training data set, suggesting that it was themost effectivemodel
in capturing the variation in the data. Nonetheless, its performance on the testing
data set was not as good, with an MSE value of 0.945.

Overall, the high MSE values suggest that the machine learning models may not
be the best approach for modeling the given data set, and other methods should be
explored to achieve better accuracy.

Figure 5.3: scatter plot of validation and predictions of Linear regression
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Figure 5.4: scatter plot of validation set and predictions of Ridge regression

Figure 5.5: scatter plot of validation set and predictions of SVR
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Figure 5.6: scatter plot of validation set and predictions of XGboost Regressor

Figure 5.7: scatter plot of validation set and predictions of LSTM

The scatter plot is a graphical representation of the relationship between the pre-
dicted values and the true labels for the test set. It provides a visual insight into how
well the machine learningmodels are performing in predicting the true labels of the
data.

Based on the scatter plot, it can be observed that the predicted values for all
the machine learning models are not satisfying. The points on the scatter plot are
not closely clustered around the diagonal line, which represents perfect prediction.
Instead, they are scattered and spread out, indicating that the predictions made by
the models are not accurate.
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Thedistance between the predicted values and the true labels is significant, which
means that the machine learning models are not performing well in predicting the
true labels of the data. This is also evident from the high MSE values for all the
models, which suggests that the models are not accurately capturing the variation
in the data.

In summary, the scatter plot of the prediction and true label of the test set indi-
cates that the machine learning models are not performing well in predicting the
true labels of the data. The scatter plot shows that the predicted values are not
closely clustered around the diagonal line, indicating that the predictions made by
themodels are not accurate. Therefore, othermethods ormodels should be explored
to achieve better accuracy in predicting the true labels of the data.

5.7 Data Accessibility
The data discussed is confidential and requires authorized access. If you are inter-
ested in obtaining more information or accessing the data, please contact the scien-
tific responsible of the thesis, Prof. Enrico Vicario, at Enrico.vicario@unifi.it. They
will be able to provide you with further details on how to obtain authorized access
and any other relevant information related to the data.

5.8 Conclusion and discussion
The results of the experiments have revealed that the appliedmachine learningmod-
els were not able to capture the complex dynamics present in the provided data. As
a result, it has been decided to shift to the application of Reinforcement Learning to
model the behavior of an automatic controller in decision making. This approach
will involve creating a synthetic environmentwith a reward system, whichwill train
the agent to make optimal decisions. This shift in approach is aimed at addressing
the limitations of themachine learningmodels and capturing the intricate dynamics
of the data in a more effective manner.



Chapter 6

Learning dynamics and control of a
stochastic system under limited
sensing capabilities

6.1 Literature Review
POMDPs are used for decision making in a wide range of applications. in [38] the
navigation problem is mathematically formulated as a partially observable Markov
decision process (POMDP), and then a motion policy is discussed once a POMDP
is solved. in [39] The intrinsic trade-off between sensor power consumption and
the risk of misclassifying a patient’s health status is investigated, and the problem
is categorized as a POMDP. In [40] To construct an attacker architecture capable
of challenging numerous WSN protection methods, deep reinforcement learning
technologies are deployed.

In [41] the navigation issue is modeled as a Partially-Observable Markov Deci-
sion Process (POMDP), to generate a policy that translates a series of motion in-
structions to belief states and observations.

In recent years, POMDPs are getting more popular in the domain of mainte-
nance. In [42], POMDPs are applied to decision-making for highway pavement.
In [43] and [44], POMDP models were formulated to generate a policy for bridge
inspection. In [45], For wind turbines with finite horizons, seasonal-dependent
situation-based maintenance strategies are produced.

In [46]POMDPs were used to perform a complete literature assessment in the
field of inspection scheduling and maintenance planning. Although many mainte-
nance optimization approaches are presented in the literature that are used tomodel
sequential decision problems, learning POMDP dynamics by log data is not studied
in detail.

In the studies in the literature of POMDPS that IO-HMM is applied as the gen-
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erative model to learn the state dynamics of a POMDP such as [19][47][48], the
common methodology is maximizing the data likelihood without considering the
collected reward during the training phase, then, separately solving the POMDP by
using a planning algorithm, we take this approach as the baseline in this research.

To the best of our knowledge, the closely related problem to our defined problem
is studied in [12] with this difference that in the current research we assume all
actions have identical costs and the main purpose of this study is to find a policy
which can avoid system failures.

6.2 Problem formulation
We consider a discrete-time finite-state stochastic System operating under a con-
troller that repeatedly applies inputs from a finite set of Actions according to some
unknown behavior policy. The System state takes values in a finite space and evolves
over discrete time depending on input actions applied by the Controller. While in-
put Actions are observed exactly at each step, the System state is obfuscated by a
continuous-valued noise, and it can be observed only at a subset of time points de-
termined by the Controller policy.

The stochastic system we referring to in this research, is Markovian that state
transitions are dependant to the last event besides the last input that are considered
as the sufficient statistics. In this system, Markov condition is always preserved and
system reach regenerates after each event. However, it is possible to have observa-
tions from the states of the system but this observations are noisy that make the sys-
tem partially observable. There is no absorbing failure state in the system however
the failed condition is defined on the simulationswhich labels themby deterministic
labels as Failed or Working.

Collected observations do not cover the entire dynamics of the underlying Sys-
tem, and they are rather determined by the objectives of control, which is assumed
to be applied in-vivo tomaintain the Systemwithin a safety-critical operation range.

In this scenario, we want to find a target Controller policy able to provide feed-
back also when the system is out of the range of observed behaviours. This involves
the following two problems:

• We want to learn a model of the state dynamics of the underlying System, i.e.
a model of how the System reacts to control sequences and how this appears
in observation. In so doing, we cannot apply inputs just for the aim of obser-
vation, but we are instead constrained to observe only those inputs that were
applied according to the unknown policy. In the particular problem formula-
tion we consider, we have a determined data set, which cannot be extended to
better explore the dynamics.
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• Wewant to learn also a policy that can closely fit the actions that the unknown
Controller takes on the basis of the noisy observations, which to some extent
comprises an instance of the apprentice learning paradigm.

The proposed abstraction and problem formulation may fit various application
scenarios,that one example in the failure avoidance of the multi- competent system
is briefly outlined to exemplify the concept:
Multi component stochastic systems, for example, are a comparable example in in-
dustry. The controller’s primary purpose in these systems is to keep the system
operating at safe levels in order to prevent costly repairs. To demonstrate the appli-
cation of the described technique in the aforementioned area of research, we created
a synthetic but realistic environment that nearly matched the characteristics of the
stochastic system we wanted to investigate. It must be remembered that the under-
lying system’s state vector specifies the system state, which can only be observed
through noisy sensors.

6.3 Solution techniques
We model the system dynamics as an input output hidden Markov model (IO-
HMM), which is trained using sensed data through application of an Expectation
Maximization (EM) methodology based on gradients of the likelihood, ignoring
missing observations, and using likelihood as a measure of model fitness.

We then formulate a problem of optimal decision for the system control. To this
end, we consider a Partially Observable Markov Decision Process (POMDP) with
state dynamics specified by the learned IOHMM, defining state rewards as a func-
tion of observations and setting the discount factor as an hyperparameter that deter-
mines the trade-off between immediate and long-term rewards. We use Point Based
Value Iteration (PBVI) to find the target policy that maximizes the collected rewards
v(π), borrowing the Off Policy Evaluation (OPE) technique from the context of of-
fline Reinforcement Learning (RL). In this way, we measure the collected reward of
the target policy by comparing to the decisions made by the behavior policy and es-
timating the collected reward. To this end, a technique from the literature based on
importance sampling is applied to solve the mismatch between behavior and target
policies. Collected data are split into a train and a test set, and the collected reward
is measured using the target policy without directly applying the selected actions.

The IOHMM’s likelihood and the reward collected by the target policy, both eval-
uated on the test data, are competing objectives in this optimization task.

We use Lagrange multipliers to govern the trade-off between IO-HMM proba-
bility and the collected rewards objective during parameter optimization since we
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must account both of these opposed goals.
The IO-HMMis trainedusing the POPCORNapproach, and the POMDP is solved

to discover the best policy with a competing optimization target.
The gathered reward goal is more essential than the trained model’s data like-

lihood in this optimization job. As a result, the IO-HMM model must not be over-
fitted to the data probability, otherwise the target policy will be unable to collect
larger rewards on the test data. This problem is referred to asmodelmis-specification.

The POPCORN[18] optimization objective can handle the problemofmodelmis-
specifaction raised due to the noisy observation collected from the system state.

The usual approach to find optimal policy in the POMDPs based on the IOHMM
that is know as "two stage solving" is considered as the baseline approach that we
compare the experiment results with that. In this baseline approach, the IOHMM
trained and then solved on the separated stagewith this regard the during optimiza-
tion of parameters the collected reward objective is not taken into consideration.

The proposed solution technique is depicted in Figure 6.1. As described in Fig-
ure 6.1 in the diagram the collected trajectories are separated to the train and test
sets and then train set is fed to the training process of IO-HMM. The next step is
solving the POMDP that is formulated based on the IO-HMM to find the Policy π

that afterwards Offline policy evaluation (OPE) methodology is used to evaluate
the collected rewards by using the found policy and the test set.

Figure 6.1: Learning and evaluating the target policy(πθ) by the collected trajectories from
the online environment. The behaviour policy (πβ) can be the controlling strategy of a sys-
tem expert. at is the action at time t, ot is the observation at time t, and rt is the reward at time
t. The Collected policy value of the target policy measures the quality of decision making.
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Parameter learning and optimization objectives
Parameter optimization objective

In the task we consider, we learn the model to have the maximum likelihood of
producing the observed trajectories given that a minimum reward goal which is cal-
culated using Offline policy evaluation(OPE) is always reached, that is, a problem
of maximum optimization with a restriction on the reward function.

max
θ
Lgen(θ) subject to : V(πθ) > ε

ε is the minimum acceptable policy value. This is the usual approach which is
known as the two-stage approach, but as discussed, this methodology is prone to
model misspecification.
In this research, we use the idea that is applied in [18] inspired by the methodology
introduced [49] By using Lagrange Multiplier λ > 0 the non constrained optimiza-
tion criteria is:

max
θ
Lgen(θ) + λV(πθ)

By applying the aforementioned methodology, it is possible to compare with
both of these baseline approaches, referring to the λ = 0 case as “2-stage” which is
considered as the baseline in this work, and the λ→ ∞ case as “Value-only”.
In this approach, there are two distinct optimization objectives:

Log marginal likelihood:
Lgen(θ) as the log marginal likelihood of observations, given the actions in D and
parameters θ:

Lgen(θ) = ∑
n∈D

log p(on,0:Tn | an,0:Tn−1, θ)

Collected reward objective:
Computation of V(πθ) entails two distinct parts: solving for the policy πθ given θ

using Point-based value iteration(PBVI), and then estimating the value of the policy
using OPE using the collected data D.

The IO-HMM likelihood marginalizes over uncertainty about the hidden states,
can be computed efficiently via dynamic programming explained in [50], and is also
possible to use automatic differentiation with regards to the θ.

Parameter optimization strategy

The strategy for optimizing the aforementioned objective is to use the likelihood gra-
dients. The purpose is optimized with Rprop [51] with default settings. Rprop is a
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well-known algorithm that was initially developed to train neural networks. In the
current paper, Rprop is employed to find parameter values that increase the objec-
tive function. The modification of Rprop to train HMMs in case gradients are used
can be found in [17].

By design, Rprop only needs the sign of the gradient of the objective function
with respect to each parameter. We take varying numbers of restarts as assessed
by training objective values before the final assessment since the goal is non-convex
and even the generating term permits numerous local optima.

To optimize the parameters of the model we used different number of epochs.
One epoch means that each sample in the training dataset has had an opportunity
to update the internal model parameters. An epoch is comprised of one or more
batches.

6.4 Experiments
To exemplify the concept of the proposed approach, we design empirical experi-
ments aimed at answering the following questions:

• RQ1: (The problem of miss-specified model)
Does the proposed approach permit to control the trade-off between the like-
lihood of the learned IO-HMM and the rewards collected during the traning
epochs in the synthetic environment by the optimal POMDP target policy?

• RQ2: (Studying the affect of the noise level on the collected rewards)
How does the noise of the collected observations in the designed environment
affect the policy collected reward?

It is noticeable that in the research question it is emphasised that the applicability
of the proposed methodology is just confirmed in the synthetic environment under
particular explained circumstances.

To this end, we address the application scenario of the multi-component sys-
tem introduced in the problem formulation section, considering a component based
stochastic system, whose state vector is observed through noisy sensors.

Specifically, we consider a stochastic system made by a collection of concurrent
components, by a finite set of states, which actions modify the probabilities of the
transitions between higher and lower levels, and it is assumed that the controller
shall maintain the state vector within a certain safe working levels.
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To this end, we design two experiments using the simulated environment: Ex-
periment 1

In these designed experiments, we want to show the collected reward objective
comparing the POPCORN and the baseline approach.

Experiment 2
We want to compare the collected rewards using the POPCORN methodology

and the baseline approaches optimization objective by applying different levels of
noise to the collected observations.

Definition of the simulated environment
In recent years, numerous frameworks utilizing machine learning and deep learn-
ing have emerged to address the persisting issues of failure prediction. The ability
to predict the probability of failure in the near future has proven beneficial for oper-
ators, allowing them to evaluate operating conditions andmake informed decisions
regarding repairs and maintenance. However, some operators view failure predic-
tion solutions as incomplete solutions to the maintenance challenge. They contend
that simply knowing the likelihood of future failures does not suffice for making
maintenance decisions that effectively minimize costs and prioritize operator safety.

In this study, we introduce a maintenance framework that utilizes offline rein-
forcement learning, diverging from traditional approaches that solely provide fail-
ure likelihood information. Instead, our framework suggests actions to operators
with the objective of maximizing overall rewards while minimizing action costs. By
employing offline reinforcement learning, we can learn the optimal maintenance
strategy from historical data without relying on expensive simulators. We consider
a system composed of different C components and L possible exact levels for each
component. These components are observed periodically, and it is probable that
some missing observations have been made occasionally for some components ir-
regularly.

The task we consider here is designing a controller for the purpose of failure
avoidance in the multi-component system consist of a finite set of discrete actions.

In the aforementioned system, there are M different actions that modify the dy-
namics of the components stochastically. We define a safe performance range for
each component, trying to keep all components in that range. An MDP is used for
modeling the simulated environment and then by adding Gaussian noise we make
the system partially observable.

In this way, the introduced environment can be similar to real-world systems in
that each component is sensed by using a different number of sensors.

States: We consider there are Lc different possible exact level for each component
c. For each component lc ∈ {1, 2, ..., Lc} is the exact level of a particular component c.
The exact state of the system is a vector of length C, number of components, so there
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are ∏C
c=1 Lc possible states in this system and st ∈ NC.One possible state vector is

shown in Figure 6.2.

Observations: Observations o ∈ RC are the vector of noisy observations from
the exact state of the system. As an example, if the exact state of the system is
[2, 2, 3, 2, 1], noisy observation of the system state is a vector such as [1.34, 1.89, 3.24, 1.78, 0.87]
for his particular case.

Actions: There are M different actions that affect the current system state and
transition probabilities stochastically.

Trajectories: Trajectories are at most T time steps for each simulation.

Rewards: Rewards are sparse, with 0 reward at intermediate time steps and Fail-
ure cost of the failed component or +1 for the working trajectories at termination
that is labeled based on the observations of the components. In the case that for J
time step one or more components are out of the safe working range, we consider
the system as failed and label the final state by −1.

Data generatingpolicy: Wesuppose actions are selected by the behavior policy(πβ).
However, the deterministic optimal policy (π∗) of a MDP can be easily found by us-
ing the Value Iteration(VI) algorithm[52], we consider that the behavior policy(πβ :
p(at)) in the underling MDP is a non-deterministic ε-greedy policy.

The policy selects non-optimal actions with probability ε that By using this pol-
icy, we try to show that the policy of the controller is not perfect and it is prone to
make mistakes. We consider this aforementioned policy as the sub-optimal policy
(πε).

Data Generation: 2500 trajectories are generated under an ε-greedy behavior
policy, given observed trajectories, we train an IO-HMMand then solve the POMDP
to evaluate the policy via an additional 2500 trajectories to the test data.

All experiments were performed on a 64-bit Intel I7 4690k @4GHz CPU with
16 GB RAM on python PyPOMDP[53] An educational project with modules for
creating a POMDP (Partially Observable Markov Decision Process) model, imple-
menting and running POMDP solver algorithms. and for the matrix calculation
NumPy [54] a library for the Python programming language, adding support for
large, multi-dimensional arrays and matrices, along with a large collection of high-
level mathematical functions to operate on these arrays are used.
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Figure 6.2: One example of the possible system exact state vectors. Each part of the vector
shows the exact state of each component in the system.

Experiments setup specification

In this work, we introduce an empirical model to examine the failure avoidance
strategies in a stochastic system. We consider 5 components and 8 actions which
affect the dynamics of the components stochastically. Respectively, there are 3, 3, 2,
5, 2 ordinal possible levels for each component.

By considering these exact levels for each component, there are 180possible exact
system states for the whole system. The initial dynamics of the components are
described in Figure 6.3.

The components dynamics are defined in a way that they reach the final state
faster than going back to the lower working levels. This dynamics can be modified
by the inputs that is discussed in the Table 6.2. The actions are considered to modify
the pace of the system level transitions to make it slower or faster.

As previously discussed, the actual state of the system is completely known and
may be detected solely through the use of noisy sensors that make the system par-
tially sensible. The observations examined created by varied Gaussian noise levels
from the underlyingMDP, because larger noise levels in the observationmechanism
make the training process and solving the POMDP more difficult.
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Figure 6.3: Initial dynamics of each component that these dynamics are modifiable by the
actions. The shown states are the possible working levels for each component. As shown
above the components tend to transfer to the higher levels with higher probabilities. The
safe working level for each component is marked green.

Wedefine a unique safe working level for each component that is described in Table
6.1. These components can be considered as different inter-dependent units that are
desired to stay in the safe level.

Components Safe level
Component #1 level 2
Component #2 level 2
Component #3 level 2
Component #4 level 3
Component #5 level 2

Table 6.1: Components’ safe working range description.

The aforementioned components’ dynamics in the Figure 6.3 are modifiable by
the actions that are described in the Table 6.2 . We consider an action sequence con-
sisting of 3 binary actions by having different costs that reduce the achieved reward
that can be activated at the same time. Therefore, there are 8 possible different ac-
tions in this setting. The main idea behind designing these inputs are speeding up
the return from the maximum levels to the lower levels.
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Actions Effected components Cost of the ac-
tion

Action #1
turned on

Component #1, Component #2 :
level 3 -> level 2 with probability 0.8

1

Action #1
turned off

Component #1, Component #2 :
level 3 -> level 2 with probability 0.4

0

Action #2
turned on

Component #3:
level 1 -> level 2 with probability 0.8

2

Action #2
turned off

Component #3:
level 1 -> level 2 with probability 0.6

0

Action #3
turned on

If Component #5 is in level 1:
Component #1:

level 1 -> level 2, with probability 0.3
level 2 -> level3 with probability 0.7

If Component #5 is in level 2:
Component #2 :

level 2 -> level 3 with probability 0.9,
level 1 -> level 2 with probability 0.5,
level 1 -> level 3 with probability 0.4

3

Action #3
turned off

If Component #5 is in level 1:
Components # 1 :

level 2 -> level1,
level 3 -> level 2 with probability 0.1

If Component #5 is in level 2:
Component # 2:

drops 1 level with probability 0.2

0

Table 6.2: The effects of actions on the components dynamics. After taking the actions the
dynamic of the components will be changed.

It is assumed that the level of Component #5 affects the Action # 4 effects, which
in this way we suppose that the components are inter-dependant. In this setting, we
suppose that Component # 4 and Component # 5 are works independently from the
action effects.

We consider J = 3 that it means, if in the system for more than 3 time steps one
or more components are out of the safe level, we label that state vector as f ailed by
−1.

For the purpose of reproducibility of the experiment results, in Table 6.3 hyper-
paramters during the generating the synthetic data is given.
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Hyper-parameter Value
Number of Epochs 300
Discount factor(γ) 0.7
Maximum time of simula-
tions(T)

15

Optimized Lambda(λ) 3.16
Number of components 5
Number of train data 2500
Number of test data 2500
ε-greedy policy 0.21

Table 6.3: Hyper-parameters during generating the synthetic data

To be substantiation of a sensor system in the observations from the synthetic
environment there is an added Gaussian noise with level of σ to the true state of the
system as

ot = st + N(0, σ)

That the additional noise to the true state of the MDPmakes the system partially
observable.

Baseline approaches
Offline reinforcement learning (RL) refers to the scenario where an RL agent learns
from a fixed dataset of previously collected experience, without any additional on-
line interaction with the environment. In this setting, the agent’s objective is to max-
imize the performance based on the given offline dataset. Here are some baseline
methods commonly used in offline RL:

Random Policy: The random policy serves as a simple baseline where the agent
selects actions uniformly at random without any consideration of the state or en-
vironment dynamics. This baseline helps to establish a comparison point against
which the performance of more sophisticated algorithms can be evaluated. By com-
paring the learned policy against the random policy, one can assess the effectiveness
of the RL algorithm in leveraging the offline dataset to achieve better performance.

Behavioral Cloning (BC): BC is a simple and intuitive baselinewhere the agent is
trained to mimic the behavior of an expert demonstrated in the offline dataset. The
agent learns a policy by supervised learning using a dataset of state-action pairs,
aiming to replicate the expert’s actions.
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DQN from Demonstrations (DQfD): DQfD combines imitation learning with rein-
forcement learning. It involves pretraining the agent with behavioral cloning and
then fine-tuning the policy using the standard Q-learning algorithm. The agent is
trained to learn from demonstrations in addition to exploring and collecting new
data.
Conservative Q-Learning (CQL): CQL is a method that introduces a conservative
value function estimation to reduce overestimation errors in Q-learning. It adds a
regularization term to the Bellman error objective, encouraging the agent to have
low-confidence predictions in regions where the offline data is scarce.
Importance Weighted Actor-Learner Architecture (IW-AL): IW-AL is an off-policy
RL algorithm designed for offline settings. It employs importance weighting to cor-
rect for themismatch between the behavior policy (fromwhich the data is collected)
and the learned policy. The actor and learner networks are trained separately, allow-
ing for better exploration and improved performance.
Variational Importance Sampling (VIS): VIS is a method that leverages importance
sampling to estimate the Q-values and learns a policy by optimizing the perfor-
mance objective using the estimated Q-values. It uses a variational distribution
to balance the exploration-exploitation trade-off and mitigate the distribution mis-
match between the offline data and the learned policy.
Behavior Regularized Actor-Critic (BRAC): BRAC is an offline RL algorithm that
uses a behavior regularizer to enforce consistency with the behavior policy. It com-
bines an actor-critic framework with a policy regularization term, ensuring that the
learned policy remains close to the behavior policy throughout training.

Comparing the collected rewards during training(Experiment 1)

In the first experiment, during training, the noise distribution and the number of
epochs are pre-fixed. We want to measure the collected rewards of the target policy
by adopted the methodology from the literature that are used the competing objec-
tives. We consider the minimum change in the collected rewards during training
of 50 epochs in one of the approaches that is happened in 300 epochs in the model
training by using observations generated by random Gaussian noise with level of
the σ = 0.3. Every 50 epochs in the experiments, the collected policy values on the
test data are plotted.
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Figure 6.4: Policies values on the test data by applying the baseline approach and the pro-
posed methodologies.

In this research the collected reward is themeasure to compare the different poli-
cies. Since the number of positive rewards in the collected trajectories in the collected
data is not mandatory higher than the negative ones, it is probable that the collected
reward on the test data be a negative value.

In the experiments we need to compare the collected policy value, which can
closely be interpreted as the number of failures in the test data by the baseline ap-
proach and proposed methodology. Here λ = 0 is referring to the baseline that
is known as the two stage POMPD solving approach while λ = 3.16 is the hyper-
optimized λ and is referring to the applied methodology which is the optimization
of the competing objectives.

behavioral Cloning: The "Behavioral Cloning" baseline exhibits moderate per-
formance in terms of reward collection. It aims to mimic the behavior of an expert
demonstrated in the offline dataset. Although it achieves better rewards than the
"Random Policy" baseline, it falls behindmore advancedmethods like the "Utillised
methodology" and other baselines.
DQN from Demonstrations: The "DQN from Demonstrations" baseline shows im-
proved performance compared to "Behavioral Cloning." It combines imitation learn-
ing with reinforcement learning, initially leveraging behavioral cloning and then
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fine-tuning the policy using the Q-learning algorithm. This approach allows the
agent to learn from demonstrations and explore the environment for better rewards.
Conservative Q-Learning: The "Conservative Q-Learning" baseline demonstrates
even better performance than the previous methods. It addresses overestimation
errors by introducing a conservative value function estimation. By adding a regu-
larization term to the Bellman error objective, it encourages the agent to have low-
confidence predictions in regionswith scarce offline data, resulting in improved per-
formance.
Importance Weighted AL: The "Importance Weighted AL" baseline achieves com-
parable performance to "Conservative Q-Learning" in terms of reward collection. It
utilizes importance weighting to correct for the distribution mismatch between the
behavior policy (used to collect the offline data) and the learned policy. The sepa-
ration of the actor and learner networks allows for better exploration and improved
performance.
Variational Importance Sampling: The "Variational Importance Sampling" baseline
exhibits slightly lower performance compared to the previous methods. It employs
importance sampling to estimate Q-values and learns a policy by optimizing the
performance objective using these estimates. The use of a variational distribution
helps balance the exploration-exploitation trade-off in the offline RL setting.
Behavior Regularized AC: The "Behavior Regularized AC" baseline demonstrates
further improvement in performance. It combines an actor-critic framework with a
policy regularization term to enforce consistency with the behavior policy. This ap-
proach ensures that the learned policy remains close to the behavior policy through-
out training, leading to enhanced performance.
Random Policy: The "Random Policy" baseline represents the simplest approach,
where actions are selected uniformly at random without considering the state or
environment dynamics. It serves as a comparison point for evaluating the effective-
ness of the other baselines and the "Utilised methodology." However, it consistently
achieves the lowest rewards among all the methods, highlighting the need for more
sophisticated algorithms.

The plot above demonstrates the performance comparison between the "Utilised
methodology" and various baseline methods in an offline reinforcement learning
setting. Interestingly, the performance of the "Utilised methodology" appears to
vary across different epochs in relation to the baseline methods.

In some epochs, the "Utilisedmethodology" falls below certain baselines, indicat-
ing that it achieves lower rewards during those periods. This suggests that the offline
RL algorithms used in those baselines might be better suited for the given dataset or
problem, outperforming the "Utilisedmethodology" at those specific points in time.

Conversely, in other epochs, the "Utilised methodology" manages to outperform
certain baseline methods, surpassing them in terms of reward collection. This im-
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plies that the "Utilised methodology" incorporates strategies or algorithms that are
more effective or tailored for those particular situations, allowing it to achieve higher
performance compared to those baselines.

The variations in performance between the "Utillisedmethodology" and the base-
lines highlight the complexity of offline reinforcement learning. Different algorithms
may excel in different scenarios or stages of learning, depending on factors such as
dataset characteristics, problem complexity, or algorithmic design.

Therefore, it is crucial to carefully analyze the performance acrossmultiple epochs
and consider the strengths and weaknesses of each method in order to draw com-
prehensive conclusions about their relative performance. The plot provides valuable
insights into the dynamic nature of offline RL and the need for adaptive algorithms
that can adapt to different contexts to achieve consistently high performance.

Collected Policy values under the different observation noise
levels(Experiment 2)

In the second experiments, we want to answer the second research question that we
asked in the first section, we utilize, the data sets consist of 2500 train and 2500 test
trajectories which are generated by different Gaussian noises. In these experiments,
300 epochs are used and the average collected rewards on the test data measure the
performance of the policies.

Synthetic noise may be added into data not just as new variables, but also as
direct effects on the true values. The researchers can assess the sensitivity of the
analysis results to random noise of the predictors by analyzing the data set with
noise inserted in this way. The noise magnitude can be adjusted to assess howmuch
noise the technique for evaluating the data can bear before its performance decrease.

Assume that when the unchanged data set was evaluated, a certain set of pre-
dictors had greater value than synthetic noise factors. Increasing the quantity of
noise in the system estimates the point at which the relevance of these predictors
and noise variables begin to consider. Varying predictors have different threshold
noise levels at which their influence can no longer be observed.

The random noise has been used to make the identifying the system state more
challenging that in the table 6.4 the levels of the noise is depicted.

By comparing the policy values, it is possible to compare the performance of
the baseline approach and the adopted methodology. The collected reward by the
baseline approach is shown by πθ

λ=0 whilst Vπθ
λ∗

shows the collected reward by the
novel adopted optimization objective.
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Noise
level(σ)

Vπθ
λ=0

Vπθ
λ∗

0.3 -0.70 -0.49
0.4 -0.64 -0.53
0.5 -0.82 -0.60

Table 6.4: Collected rewards by Target policy (πθ) under the different observation noise
levels (σ).

In conclusion, based on the results of the different experiment settings consider-
ing the different noise levels (σ ∈ {0.3, 0.4, 0.5}), collected policy values(Vπθ) by the
application of the novel optimization objective is higher than the baseline utilised
approach.

Answering the research questions
By discussing the results of the designed experiments we answered the research
questions asked in the Section 6 as below:

• Answering RQ1(Tackle the problem of miss-specified model):
Referring to the results of the first experiment, during the training epochs the
collected reward by the application of the applied methodology is higher than
the collected reward by the baseline approach.
This important notice is that the training process by using the baselinemodel is
over-fitted to the data likelihood of mis-specified model and could not collect
the more possible rewards by the selected policy.
This fact is based on the novel optimization objective used in the proposed
approach that control by using the Lagrange multiplier(λ) that considers the
collected reward as an optimization objective besides the data likelihood to
tackle the model mis-specification problem.

• Answering RQ2(Affect of the noise level on the collected rewards) :
Referring to the results of the second experiment the collected reward by using
the applied methodology is higher in different levels of the random Gaussian
noise that shows model mis-specification can be planned using the proposed
methodology better than the baseline approach.
This important fact shows that in the problems defined on this sensor system
defined in the synthetic environment the proposed approach performs better
to model the dynamics of the stochastic system by using collected trajectories.
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Conclusions

We have presented an approach that can be illustrate by a problem definition to find
failure avoidance policies through solving a POMDP by using the collected trajec-
tories from an online environment. The applied methodology takes the log of the
interaction of the existing controller with the system as input, then trains an IO-
HMM as the generative model of POMDP state dynamics, to find a policy that can
collect high rewards on the test data.

The applicability of the proposedmethodology is evaluated on the noisy settings
that based on the twodesigned experiments bymeasuring the collected rewards per-
formance can be comparable the competing baseline. In this research the problem of
multi component system failure avoidance consideringmodel mis-specification and
different level of noise are solved that is illustrate using a synthetic environment.

The proposed solution has the benefit of not requiring the present controller to
actively investigate the repercussions of actions in all scenarios, which might re-
sult in prohibitive failure costs in the real system. By deigning experiments it is
shown how the applied methodology compete against the usual literature base-
line approach to collected more reward by the noisy settings in controlling multi-
competent system for the purpose of the failure avoidance. The rewards collected in
different settings show the confirmation of the performance of the proposedmethod-
ology.

In future work, by considering different costs and execution times for each ac-
tion, it would be possible to consider the applied action sequence cost as another
optimization objective. Our next goal is to investigate a stochastic distributed sys-
tem using Markov Decision Petri nets[55] in ORIS[56] as the underlying stochastic
system to design a more practical synthetic environment.
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