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ARTICLE INFO ABSTRACT

MSC: Recognizing interpersonal relationships is essential for enabling human-computer systems to understand and
68T10 engage effectively with social contexts. Compared to other computer vision tasks, Interpersonal relation
68T45 recognition requires an higher semantic understanding of the scene, ranging from large background context to
68U10 finer clues. We propose a transformer based model that attends to each person pair relation in an image
Keywords: reaching state of the art performances on a classical benchmark dataset People in Social Context (PISC).

Social relation recognition
Computer vision
Human computer interaction

Our solution differs from others as it makes no use of a separate GNN but relies instead on transformers
alone. Additionally, we explore the impact of incorporating additional supervision from occupation labels
on relationship recognition performance and we extensively ablate different architectural parameters and loss
choices. Furthermore, we compare our model with a recent Large Multimodal Model (LMM) to precisely assess
the zero-shot capabilities of such general models over highly specific tasks. Our study contributes to advancing
the state of the art in social relationship recognition and highlights the potential of transformer-based models
in capturing complex social dynamics from visual data.

1. Introduction

A correct understanding of human social interactions is a funda-
mental aspect of life as it allows us to infer and predict other people’s
behavior (Smith and Zarate, 1990). Parsing these relationships from
images is crucial for various computer vision tasks. In recent years,
deep learning methods have shown remarkable progress in various
classical computer vision tasks, such as object recognition and detection
or segmentation (Wang et al., 2023a; Li et al., 2023; Wang et al.,
2023b; Dosovitskiy et al., 2021). However, social relation recogni-
tion, which involves understanding the complex interactions between
people, remains a major challenge. Despite advancements and signif-
icant progress, capturing the intricate nuances of human interaction
often requires the effective modeling of long-range dependencies and
contextual information within an image (Li et al., 2017).

Social relation recognition has far-reaching potential applications
across various industries, such as robotics, virtual assistants and rec-
ommendation systems. In robotics, it can enable robots to adapt their
behavior in social settings, while in virtual assistants and smart homes,
it can provide personalized recommendations and services. In surveil-
lance and monitoring systems, it can detect anomalies and potential
threats by analyzing relationships between individuals. The potential
benefit could be found also in healthcare, enabling early detection of
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mental health issues and targeted interventions. Additionally, it can
be used to create more effective marketing campaigns, improve social
networks, and enhance event planning and management. Any field
with a degree of human—computer-interaction would benefit of a more
fine-grained understanding of the interpersonal relations between the
users.

Deciphering social relationships from images presents a multi-
faceted challenge in computer vision. Given the bounding boxes (bbox)
of individuals within images, the task involves establishing relation-
ships between every pair of these bounding boxes. Several meth-
ods (Wang et al., 2018; Zhang et al., 2019; Goel et al., 2019; Yu et al.,
2024) often resort to Graph Neural Networks (GNNs) (Scarselli et al.,
2008) to model these relationships due to their ability to capture com-
plex dependencies in graph-structured data, along with the integration
of Transformer (Vaswani et al., 2017) architectures for similar tasks.

This requirement for an higher level of scene understanding is
exemplified in the different approaches to data annotation present in
the field, each one following a different social psychology theory as
analyzed in Guerdelli et al. (2022).

The appeal of Transformers lies in their ability to capture long-range
dependencies and contextual information, making them well-suited
for modeling complex relationships in various domains. While some
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previous works, such as Yu et al. (2024), Li et al. (2017) Wang et al.
(2018), have employed attention mechanisms from Transformers, they
still rely on underlying GNN architectures.

In contrast, our approach leverages only Transformer-based archi-
tectures for social relationship recognition in images. We argue that the
inherent capabilities of Transformers, particularly their self-attention
mechanism, can adequately capture the nuanced relationships between
individuals without the need for GNNs. By formulating the problem as
a sequence-to-sequence task, with each bounding box pair as input,
we demonstrate that Transformer-based architectures can effectively
encode visual features and relational semantics. This approach not only
simplifies the model architecture but also enhances interpretability and
computational efficiency.

In our study, we also investigate the suitability of LMMs for the
task of social relationship recognition in images. Specifically, we ex-
plore the performance of LLaVA (Liu et al., 2023), a large multimodal
model, on this task. While LMMs offer the advantage of capturing rich
semantic relationships between visual and textual inputs, their effec-
tiveness in specialized tasks like relationship recognition remains an
open question. Furthermore, our motivation for comparing LLaVA with
our task-specific model extends beyond performance metrics. We seek
to highlight the inherent challenges and complexities of social relation-
ship recognition, which may not be fully captured by general-purpose
multimodal models.

Our contributions are the following:

+ We propose a novel transformer-only architecture specifically
designed for the task of social relationship recognition, elimi-
nating the need for additional graph-based components while
maintaining competitive representational power.

Our method achieves state-of-the-art performance on both coarse-
grained (PISC-C) and fine-grained (PISC-F) relationship recogni-
tion tasks.

We conduct an extensive set of experiments to evaluate the effec-
tiveness of our approach, including ablation studies, comparisons
with large multimodal models, and detailed visualizations of at-
tention maps to illustrate the impact of fine-tuning on contextual
understanding.

The paper is organized as follows: after a review of important
and recent research effort in the social relationship recognition field
(Section 2) the model is detailed in Section 3. Section 4 presents the
comparison with the state of the art, several ablation studies about loss
and architectural choices, and finally a test against a LMM. In Section 6
we analyze the contribution and discuss the possible societal impacts
and future research directions.

2. Previous work

We present the most relevant and recent works that relate to our
problem framed as a recognition task of pairwise person relationships
in still images.

2.1. Social relation recognition

One of the first works (Wang et al., 2010) leverages the familial
social relationships as context for recognizing the social relationships
between pairs of people. Later works (Chen et al., 2012; Xia et al., 2012;
Dibeklioglu et al., 2013) focused more on facial attributes to establish a
kinship relationship. Differently Sun et al. (2017) proposed a different
approach based on the domain based theory from social psychology.

Zhang et al. (2015) proposes a one of the first task specific dataset
(see Fig. 1), People In Photo Albums (PIPA), to evaluate classification
of social relations. A second important benchmark dataset, People in
Social Context (PISC), is proposed in Li et al. (2017) Along with a
method, Dual-Glance, a two phases approach in which after the first
pass focusing on the pair of bounding boxes a second one is performed
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over region proposals over the background context.

In this work we will focus on PISC as PIPA is partially unavail-
able.! In Wang et al. (2018) uses gated GNNs (Li et al., 2015) with
graph-attention on knowledge graphs to facilitate social relationship
recognition. Here for each person pair the extracted image features
from the bounding box are used to initialize social relationship nodes and
the features coming from region proposal are used for social relationship
nodes instead.

Later more research works such as Yu et al. (2024), Guo et al.
(2023), Shultana et al. (2023), Goel et al. (2019), Zhang et al. (2019),
Li et al. (2021) focused on the social relationship recognition task while
comparing themselves over the PISC benchmark dataset.

In Zhang et al. (2019) a late-fusion framework composed of a CNN
and two Graph Convolution Networks (GCNs) (Kipf and Welling, 2016),
one for pose estimation and one for person-object relations. Specifi-
cally, it introduces the construction of a Person-Object Graph (POG) to
model actions from persons to objects, and a Person-Pose Graph (PPG)
to capture interactions between paired persons based on human pose.
GCNs are then employed for reasoning from visual features to social
relations through message propagation on the constructed graphs. Goel
et al. (2019) introduces a novel end-to-end trainable neural network
called Social Relationship Graph Generation Network (SRG-GN) for in-
ferring social relationships from visual scenes. It leverages memory cells
like Gated Recurrent Units (GRUs) (Chung et al., 2014). In Shultana
et al. (2023) the authors present a method based on Convolutional
Vision transformers to extract visual features and a multi-head attention
mechanism to classify social relationships Wu et al. (2021).

Li et al. (2021) proposes HF-SRGR. The method first extracts hybrid
features representing individuals, inter-person interactions, logical re-
lations among inter-pairs, and scene-level features. These features are
then utilized to construct a social relation graph, where interactions
between features and logical relations are reasoned using graph neural
networks (GNNs) with an attention mechanism.

Recently Guo et al. (2023) proposed the triangular reasoning graph
attention network. A node contrastive approach based on the decom-
position of a closed loop graph structure into series of triangular
loops. Finally GRIT (Yu et al., 2024), utilizes a Multi-level Conditional
Attention (MUCA) mechanism to dynamically attend to scenes, objects,
and human interactions for each person pair. The proposed framework
consists of two modules: a Conditional Query Module (CQM) and a
Relation Attention Module (RAM). The CQM generates informative
relation queries for each person pair by fusing local features and
global context, while the RAM employs an encoder-decoder trans-
former architecture for classifying social relations using self-attention
units.

3. Method

The model, as illustrated in Fig. 2 is designed for tasks involving
image analysis with a focus on relationship prediction between individ-
uals within the images. We follow the same setting as Li et al. (2017),
Wang et al. (2018), Yu et al. (2024) and rely on object detection as a
pre-processing step. The model utilizes a custom architecture composed
of two main components: a visual backbone and an Encoder-Decoder
Transformer network. The backbone extracts high-level features from
input images and Regions of Interest (RoI) from ground truth bounding
boxes, while the Encoder-Decoder network processes these features and
bounding box information to predict relationships between individuals.
Overall architecture of the model is shown in Fig. 2.

1 https://github.com/coallach/PIPA_dataset
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Fig. 1. Samples from the PISC-F test set. Red boxes to indicate a Friend relationship,
Green for a Familial relation, Blue indicates a couple, Purple for a commercial one,
and Orange for No Relation. (For interpretation of the references to color in this figure
legend, the reader is referred to the web version of this article.)

3.1. Feature extraction

In our model, we use two alternative backbone architectures for
feature extraction: the Vision Transformer (ViT) (Dosovitskiy et al.,
2021) and the Swin Transformer (Liu et al., 2021). Both backbones
are initialized with pre-trained weights obtained through the timm? li-
brary (Wightman, 2019) from large-scale training on the ImageNet-21k
dataset (Ridnik et al., 2021), leveraging the general visual knowledge
captured during pretraining.

Vision Transformer (ViT) backbone. The Vision Transformer (Dosovitskiy
et al., 2021) treats images as sequences of patches, enabling the
model to capture long-range dependencies between image regions
using its self-attention mechanism. For each input image of dimensions
3 X 224 x 224, the ViT backbone divides the image into a grid of
non-overlapping patches, each of size 16 x 16. These patches are
linearly embedded into a sequence of feature vectors, which are then
passed through multiple Transformer layers to compute contextualized
representations of the entire image.

The ViT backbone outputs a high-dimensional feature map of size
14 x 14 x 768, where 14 x 14 corresponds to the spatial dimensions of
the downsampled image, and 768 is the dimensionality of the feature
vectors.

Swin Transformer backbone. The Swin Transformer (Liu et al., 2021) ex-
tends the Transformer architecture to efficiently handle high-resolution
images. Unlike the ViT, which uses fixed-size global attention, the Swin
Transformer employs a hierarchical structure with shifted windows, en-
abling it to compute attention within local windows and progressively
aggregate information across scales. This hierarchical approach allows
the Swin Transformer to capture both fine-grained details and global
contextual information with reduced computational overhead.

For each input image of dimensions 3 x 224 x 224, the Swin Trans-
former processes it through multiple stages, producing feature maps
with increasing semantic richness and decreasing spatial resolution. At
the final stage, the backbone outputs a feature map of size 7 x 7 x 1024.

2 https://huggingface.co/docs/timm/en/index
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Region of Interest (Rol) pooling. To focus on specific individuals and
their interactions within the image, we apply Region of Interest (Rol)
pooling to extract features corresponding to the bounding boxes of each
individual. Rol pooling operates on the backbone’s feature maps to
produce fixed-size feature vectors for each bounding box. These vectors
are then passed to the subsequent transformer-based encoder—decoder
architecture.

3.2. Transformer architecture

Following the backbone, the model’s architecture encompasses an
Encoder-Decoder network, designed specifically for relationship pre-
diction tasks. This component further processes the extracted image
features and incorporates spatial information from bounding boxes to
predict relationships between individuals within the images.

The extracted features from the backbone undergo dimensionality
reduction through a linear layer with an input dimension of 768 (in
case of ViT backbone) or 1024 (for the Swin backbone) and an output
dimension of 256. This reduction in dimensionality facilitates efficient
processing of features in subsequent transformer layers.

To provide spatial context to the model, positional encodings are
added to the reduced-dimensional features. These encodings help the
model understand the relative positions of different elements within
the input images and bounding boxes. Encoder: The Encoder compo-
nent comprises transformer layers that encode the reduced-dimensional
features, capturing contextual information and relationships between
different elements in the input data. The encoder utilizes transformer
layers with an input dimension of 256 and number of attention heads
of 8. The number of layers in the encoder is set to 3, enabling the
model to capture complex relationships and dependencies within the
input features. The input of the encoder is the feature map extracted
solely from the backbone. The Decoder component employs trans-
former layers to decode the combined features from bounding boxes
and encoder outputs. It processes the combined features to generate
relationship predictions between individuals within the images. Similar
to the encoder, the decoder utilizes transformer layers with an input
dimension of 256 and a number of heads of 8. The number of layers in
the decoder is also set to 3 for consistency.

For the decoder, the sequence to decode, referred to as the target
sequence, is constructed by concatenating all the features extracted
using Region of Interest (Rol) pooling, pair by pair, in a non-symmetric
manner as shown in Eq. (2). Let f; denote the features extracted from
Rol pooling layer for the ith person in the image where i = 1,2,...,n
and » is the max number of individuals in the image. The maxi-
mum number of possible couples between individuals is determined
by Eq. (1)

n-(n—1)

N=" M

For consistency in the decoder we pad the number of targets to N.
—1 _
VielVicim Fi=/i®; @

Here, @ represents the concatenation operation, which combines
two feature vectors f; and f; into a single vector F;;.

The output from the decoder undergoes further processing through a
final multilayer perceptron (MLP). This MLP produces the final output,
representing the predicted relationships between individuals within the
input images.
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Fig. 2. Model Architecture: Input images with dimensions 3 x 224 x 224 are processed by the backbone, which utilizes a Vision Transformer (ViT) architecture for initial feature
extraction. Rol pooling is employed to incorporate bounding box information into the feature extraction process. Subsequently, an Encoder layer network processes the extracted
features before being passed to the Decoder for relationship prediction. The Decoder receives as input both the output of the Encoder layer network and the pooled features for
each individual, combined to form the target sequence. Finally, a multilayer perceptron (MLP) produces the final output, representing predicted relationships between individuals.

Table 1
Results on both PISC-F and PISC-C. The results are provided as mean
average precision (mAP).

Model PISC-C PISC-F
Goel et al. (2019) - 71.6
Zhang et al. (2019) - 70.0
Li et al. (2017) 79.7 63.2
Wang et al. (2018) 82.8 68.7
Li et al. (2020) 83.1 72.7
Li et al. (2021) 84.6 73.0
Yu et al. (2024) 85.6 78.3
OURS VitBb 87.0 79.5
OURS SwinBb 86.4 78.0

4. Experiments

4.1. Data

The People in Social Context (PISC) dataset (Li et al., 2017) is
composed of 22,670 images, gathered from diverse sources such as
MS-COCO, Visual Genome, and Flickr. On average it shows 3.11 in-
dividuals per image, each picture annotated with bounding boxes and
the relationships between each pair of individuals, resulting in 76,568
annotated social interactions. Occupations of depicted individuals are
also annotated, categorized across 66 distinct labels, encompassing a
broad spectrum of professions depicted in the images. Relationships
between pairs of individuals are further labeled in two distinct ways:
coarse (PISC-C), focusing on three broad relationship categories (No
Relation, Intimate Relation, Non-Intimate Relation) and fine (PISC-F),
defining six detailed relationship categories (Friend, Family, Couple,
Professional, Commercial, and No relation).

We follow the standard partitioning into training, validation, and
test sets. For coarse-grained relationships, the training set contains
13,142 images with 49,017 relationship labels, the validation set con-
sists of 4000 images with 14,536 relationship labels, and the test
set includes 4000 images with 15,497 relationship labels. Regarding
fine-grained relationships, the train/val/test distribution is as follows:
16,828 images with 55,400 relationship labels for training, 500 images
with 1505 labels for validation, and 1250 images with 3961 labels for
testing.

In Fig. 3 the number of examples per class in the PISC dataset
is shown. Analyzing Fig. 3, it is evident that there is a notable class
imbalance, where certain classes (e.g. professional) are significantly
more prevalent than others (e.g. commercial, couple).

Table 2

Per-class recall on PISC-F.
Model Fri. Fam. Cou. Pro. Com. NoR
Li et al. (2017) 35.4 68.1 76.3 70.3 57.6 60.9
Wang et al. (2018) 59.6 64.4 58.6 76.6 39.5 67.7
Goel et al. (2019) 25.2 80.0 100.0 78.4 83.3 62.5
Zhang et al. (2019) 64.6 67.8 60.5 76.8 34.7 70.4
Li et al. (2020) 60.8 65.9 84.8 73.9 51.7 70.4
Li et al. (2021) 82.2 39.4 33.2 60.0 47.7 71.8
Yu et al. (2024) 70.6 71.9 55.5 87.7 25.7 78.3
OURS VitBb 69.6 71.4 79.7 79.1 57.7 77.5
OURS SwinBb 71.0 75.0 68.3 83.1 46.8 76.7

Table 3

Per-class recall on PISC-C.
Model Int. Non. NoR
Li et al. (2017) 73.1 84.2 59.6
Wang et al. (2018) 81.7 73.4 65.5
Li et al. (2020) 81.6 74.3 70.8
Li et al. (2021) 89.1 87.0 75.5
Yu et al. (2024) 84.7 76.8 70.8
OURS ViTBb 82.5 76.2 77.7
OURS SwinBb 79.1 80.2 76.5

4.2. Implementation details

In our experiments, we utilize two different backbone architectures
to extract high-level visual features from the input images. Specif-
ically, we employ the Vision Transformer (ViT) (Dosovitskiy et al.,
2021) and the Swin Transformer (Liu et al., 2021), both initialized
with pre-trained weights®* derived from large-scale training on the
ImageNet-21k dataset (Ridnik et al., 2021).

During training, both backbones are fine-tuned jointly with the rest
of the model. We train our model with the Adam optimizer for 20
epochs with a batch size of 32 and two different learning rates: 10>
for the backbone and 10~* for the rest of the model.

To address class imbalance in the dataset, we utilize the weighted
cross entropy as a loss using for each class a weight w, inversely
proportional to frequency of the class in the training set. We empirically
found that we achieve the best performances using the cosine annealing
with warm restarts scheduler (Loshchilov and Hutter, 2016; Goyal

3 https://huggingface.co/timm/vit_base_patch16_224.augreg_in21k
4 https://huggingface.co/timm/swin_base_patch4_window?7_224.ms_in22k
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Fig. 3. Number of examples per classes in PISC dataset.

et al,, 2017). Data augmentation is applied using a combination of
transformations: including color jittering, random sharpness adjust-
ments, image and bounding box horizontal flipping. We conduct all of
our experiments on two Nvidia TITAN RTX.

4.3. Results

In comparing our method with state-of-the-art approaches on both
the PISC-C and PISC-F datasets, we consider several state of the art
models: Li et al. (2017); Wang et al. (2018); Zhang et al. (2019); Goel
et al. (2019); Li et al. (2020, 2021); Yu et al. (2024).

Shultana et al. (2023) reports using a different Train-Val-Test split
compared to the conventional PISC split. We therefore decide to not in-
clude it in the comparisons of Tables 2 and 3. We follow Li et al. (2017)
to present the per-class recall and the mean average precision (mAP)
to evaluate the methods on the two classification tasks. In Table 2 we
show a comparison with the state-of-the-art methods described above
on the PISC-F dataset. We include results for our method with both
ViT (as described in Section 3) and Swin Liu et al. (2021) backbone
to provide a fair comparison with Yu et al. (2024). For the sake of
brevity we refer to our models with ViT and Swin backbone as ViTBb
and SwinBb respectively.

Table 1 presents the mAP results for the PISC-C and PISC-F datasets,
where our method, leveraging both ViT and Swin backbones, achieves
comparable state-of-the-art performance. Specifically, our model with
the ViT backbone surpasses (Yu et al., 2024) by a margin of +1.4 mAP
on PISC-C (87.0 vs. 85.6) and +1.2 mAP on PISC-F (79.5 vs. 78.3).

In Table 2 we report the per-class recall results of several meth-
ods over the PISC-F benchmark. The experiments show that both our
approaches are in line with the state of the art. Although not outper-
forming the rest of the methods our approach scores consistently as
second-best while the best performing one changes between classes.
Table 3 reports the results and the comparison with other methods
over the PISC-C task. Similarly to the PISC-F benchmark our solutions
performs comparably with the state of the art, although resulting best
only in the No relation class.

In Fig. 4 we show the Confusion Matrix for both the PISC-F (top)
and PISC-C (bottom) datasets. Fig. 4 sheds light on the intricacies
and challenges encountered by our model in predicting relationship
categories. One notable pattern is the misclassification of instances
belonging to the Friends and Family categories. For example, there are
instances where Friends are incorrectly classified as Family (14.2%)
or Couple (7.51%), and vice versa. Furthermore, misclassifications in
the Commercial category, such as instances erroneously labeled as No
Relation (10.20%), may stem from the model’s challenge in discern-
ing between social relationships and other contextual factors present
in the scene, such as group gatherings or casual interactions. These
insights underscore the complexity of relationship recognition in social
contexts.
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Fig. 4. Confusion Matrices results of our model on both PISC-F (top) and PISC-C
(bottom) social relationships classification.

In conclusion, our method offers a competitive balance between ac-
curacy and computational efficiency for the SRR task. The transformer-
only architecture effectively captures long-range dependencies using
self-attention mechanisms, without relying on GNNs.

4.4. Qualitative results

In Fig. 5 we report a few failure cases from our model over the PISC-
F test set. For each pair of images the ground truth is displayed on top,
and the model’s prediction is shown below.

In Fig. 5(a) the ground truth identifies a Familial relationship (green
box), while the model incorrectly predicts a Friend relationship (red
box). This misclassification suggests that the model over-relied on con-
textual cues like group composition and proximity, which can resemble
family settings but lacked explicit interaction signals such as shared
activities. This example also underscores the inherently challenging
nature of the task.

A similar example is shown in Fig. 5(b) and in Fig. 5(f) where the
ground truth indicates a Couple relationship (blue box), but the model
predicts a Friend relationship (red box).

In Fig. 5(c) the ground truth specifies a Commercial relationship
(purple box), while the model predicts No Relation (orange box). Here,
the model failed to exploit contextual features such as object interac-
tions or the spatial arrangement of the scene (e.g., a counter setting),
which are critical for identifying professional relationships.

In Fig. 5(e) and 5(d), we observe opposite misclassification patterns
involving Professional and Friend relationships. In Fig. 5(d), the ground
truth identifies a Professional relationship (yellow box), but the model
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(e) ®

(® (h)

Fig. 5. Some failure case samples of our model. Top Ground Truth annotation; Bottom Model’s prediction. Red boxes to indicate a Friend relationship, Green for a Familial relation,

Blue indicates a Couple, Purple for a Commercial one,
legend, the reader is referred to the web version of this article.)

predicts Friend (red box). Conversely, in Fig. 5(e), the ground truth
specifies a Friend relationship (red box), while the model predicts Pro-
fessional (yellow box). These errors highlight the model’s difficulty in
distinguishing between professional and social interactions, particularly
in group activities or shared environments, where visual cues such as
proximity or collaborative behavior can blur relational boundaries.

Additional examples of failures are shown in Fig. 5(g) and 5(h). In
Fig. 5(g), the model incorrectly predicts a Friend relationship instead
of the ground truth No Relation, likely due to sparse interaction cues.
Conversely, in Fig. 5(h), a Familial relationship is misclassified as No
Relation, illustrating difficulties in distinguishing overlapping social
contexts.

As previously shown in the confusion matrix of Fig. 4 the Friends
category tends to be the most common misclassification for Family and
Couple examples. Also in commercial contexts with several people in
the scene we observe a number of Commercial instances misclassified as
No Relation. By analyzing these results and the dataset itself it appears
that this task framed as a single class recognition can be challenging
because of the subjectivity of the annotation.

Fig. 6 illustrates the impact of fine-tuning on the attention maps
of the model’s backbone. The first column shows the RGB input im-
ages with superimposed bounding boxes, highlighting the regions of

for a professional relationship, and Orange for No Relation. (For interpretation of the references to color in this figure

interest. The second column depicts attention maps from the fine-tuned
backbone, while the third column visualizes attention distributions
from the pretrained backbone without task-specific adaptation. A clear
distinction can be observed as the fine-tuned backbone demonstrates a
more focused attention on contextual clues within the scene.

First row: The model attends to the individuals and the tennis court,
highlighting their shared context and equipment, which are critical to
interpret their relationship (in this case Professional).

Second and Third row: Here the attention focuses on the spatial
layout and the merchandise, providing cues for the commercial context
of the interaction.

Fourth and Fifth row: In these cases the attention highlights the group
dynamics and the table setup, essential for interpreting relationships
such as family, friends, or no relation. In contrast, the pretrained
backbone tends to diffuse attention across broader, less relevant areas,
failing to emphasize key relational or contextual elements. These ob-
servations suggest that the fine-tuning process effectively adapts the
backbone to prioritize semantically meaningful features, enhancing its
ability to recognize and model interpersonal relationships in complex
visual contexts.

To extract the attention maps, we focus on the final transformer
layer (12th layer) of the ViT backbone model and average the attention
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Fig. 6. Attention maps. Left: RGB with annotation; Center: Ours Fine-tuned backbone
attention; Right: Pre-trained backbone attention.

Table 4

Ablation study on the weighted loss and positional encoding.
Weighted loss Positional encoding mAP
X v 74.91
X X 75.07
v v 76.95
v X 79.57

values across all 12 attention heads. The resulting attention maps
are then normalized in [0, 1] and resized to match the input image
dimensions for visual comparison.

4.5. Ablation studies

In Table 4 we present the results of two ablation studies concerning
the impact of the weighted loss and the removal of the positional encod-
ings from the decoder’s queries. As previously noted the dataset classes
are heavily skewed, therefore a class-weighted loss is the obvious first
choice. The removal of the positional encodings is instead related to
Transformer permutation invariance. While for many tasks it is nec-
essary to encode the position information on the Transformer’s input
in this case it would be detrimental as it could accentuate spurious
correlations between the bounding boxes order and other features.
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Fig. 7. F1 and mAP varying a percentage weight.

Table 5
Results on PISC-F varying the number of layer in the Encoder/Decoder and with Swin
an ViT as backbone.

Model Fri. Fam. Cou. Pro. Com. NoR mAP
ViTBb-6L 76.3 66.1 57.2 72.8 42.6 75.0 74.9
SwinBb-6L 68.8 71.1 67.2 78.6 54.7 67.7 74.5
ViTBb-3L 69.6 71.4 79.7 79.1 57.7 77.5 79.5
SwinBb-3L 71.0 75.0 68.3 83.1 46.8 76.7 78.0

Combining the weighted loss with the positional encoding removal
significantly boosts performance, yielding a mAP of 79.57 %.

Moreover, this experiment underscores the necessity of weighted
loss in handling the dataset’s inherent imbalances. Absence of weighted
loss leads to decreased model efficacy in addressing class imbalances,
resulting in lower mAP.

4.5.1. Loss ratio selection

The plot in Fig. 7 illustrates the effect of varying the loss ratio
between « and f on the model’s performance in terms of mAP and
F1 score. Among the tested configurations, the ratio « = 0.8 and
# = 0.2 achieves the best trade-off, with the highest mAP 79.5% and
a significant improvement in the F1 score 72.5%.

4.5.2. Number of layers

We also conduct an ablation study to assess the impact of varying
the number of layers in both the encoder and decoder components of
our model. Specifically, we compare two configurations: the proposed
model with 3 layers each for the encoder and decoder (as detailed
in Section 3), and a ‘big’ model with 6 layers for both encoder and
decoder. These encoder—decoder configurations are evaluated using as
backbone both Swin and Vision Transformer (ViT).

The results of this experiment are presented in Table 5. Notably,
the results suggest that the models with 3 layers in both the Encoder
and Decoder consistently outperform their counterparts with 6 layers
(respectively +4.6 points and +3.5 points in mAP) across relationship
prediction tasks, regardless of the backbone used.

4.6. Additional occupation supervision

To further leverage the rich annotations provided by the People in
Social Context (PISC) dataset, we conduct an experiment to explore
the supervision offered by the occupation labels, as mentioned in
Section 4.1 it is comprised of 66 different job labels. The premise is
that by incorporating an additional classification head for occupation
prediction alongside the original relationship recognition task, we can
enhance the model’s performance on the primary task. To implement
this, we introduce a second decoder architecture, resulting in two de-
coders operating in parallel after the encoder layer: one for relationship
prediction and the other for occupation classification.
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During training, we use the pooled features of each individual as
targets for both tasks. However, unlike the relationship prediction task,
where we combine features from all possible pairs of individuals, for
occupation classification, we treat each individual separately. To ensure
consistency, we pad the number of individuals to the maximum possible
value, denoted as M.

The primary task in our model is to classify the relationship between
pairs of individuals. Given the class imbalance in the PISC dataset, we
employ a weighted cross-entropy loss function. The weighted cross-
entropy loss L, is defined as:

c
Loy== 2w,y - log(§) 3)

i=1
where: C is the number of relationship classes (C = 6 in PISC-

F and C = 3 in PISC-C); y; and J; are the ground truth and the
predicted output respectively and w; is the weight assigned to class
i inversely proportional to its frequency in the training set. In the
auxiliary task of predicting the occupation of individuals, we use a
standard cross-entropy loss £,..:

o
Loee == Z y; - log(®) )
i=1

where O is the number of occupation classes.
The final loss function £ is a weighted sum of the two components:

L= a[’rel + ﬁ[’occ (5)

where « and p are coefficients set to 0.8 and 0.2, respectively, to
prioritize relationship recognition while benefiting from occupation
prediction.

By jointly optimizing the model for both tasks, we aim to exploit
complementary information encoded in the dataset, potentially leading
to improved performance on the primary task of relationship recog-
nition. In Tables 6 and 7, we present the results of this experiment
for both the Swin and ViT backbones, and for both benchmark PISC-
C and PISC-F, comparing them with the standard model (without
additional supervision). In analyzing the results across both PISC-F
and PISC-C benchmarks, we observe the impact of incorporating the
occupation prediction task on relationship recognition performance.
For the PISC-F benchmark, including the occupation prediction task
leads to marginal improvements in mean Average Precision (mAP) for
both ViTBb and SwinBb Transformer models. Specifically, the model
with ViT backbone achieves a slightly higher mAP of 79.8% compared
to 79.5% without the additional task, with notable enhancements in
predicting professional and commercial relationships. Similarly, the
model with Swin backbone exhibits a modest increase in mAP from
78.0% to 78.3% with the inclusion of the occupation prediction task.
Conversely, for the PISC-C benchmark, both ViTBb and SwinBb models
demonstrate consistent performance improvements when incorporating
the occupation prediction task. In this benchmark, the model with
ViT backbone achieves a higher mAP of 87.8% with the additional
task, compared to 87.0% without it. Similarly, the model with Swin
backbone exhibits enhanced performance in predicting intimate and
non-relationship instances, resulting in a higher mAP of 86.7% com-
pared to 86.4% without the occupation prediction task. Furthermore,
the ViT backbone model achieves an accuracy of 83.0% and 80.1% in
predicting occupation in PISC-C and PISC-F benchmark respectively,
while the Swin backbone model achieves an accuracy of 84.1% in
PISC-C benchmark and 83.1% in PISC-F.

These results indicate that the addition of the occupation prediction
task contributes to modest yet consistent improvements in relation-
ship recognition across both benchmarks, underscoring its potential to
enrich the model’s understanding of social contexts.
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Table 6
Comparison of models on the People in PISC-F with and without the additional
occupation prediction task.

Model Fri. Fam. Cou. Pro. Com. NoR mAP

Occ. Accuracy

ViTBb 69.6 71.4 797 791 577 775 795 X
SwinBb 71.0 75.0 683 831 468 767 780 X
ViTBby,  67.3 69.0 465 877 263 86.8 79.8 80.9
SwinBb,,, 680 717 639 826 463 746 783 83.1

Table 7
Comparison of models on the People in PISC-C with and without the additional
occupation prediction task.

Model Int. Non. NoR mAP Occ. Accuracy
ViTBb 82.5 76.2 77.6 87.0 X
SwinBb 79.1 80.2 76.5 86.4 X
ViTBb,,, 82.7 78.7 77.7 87.8 83.0
SwinBby,,, 83.4 78.5 70.7 86.7 84.1

Table 8

Comparison of computational resources at batch size 1.
Model #Parameters VRAM FLOPS
Li et al. (2017) 266M 2194 MB 66.6G
Li et al. (2020) 134M 1208 MB 17.5G
Yu et al. (2024) - Swin 100M 407 MB 32.3G
OURS - ViTBb 98M 400 MB 31.9G
OURS - SwinBb 112M 453 MB 38.7G

4.7. Computational cost

In Table 8 we provide a detailed comparison of key model char-
acteristics, including the number of parameters, memory consumption
(VRAM), and computational complexity (FLOPS). Compared to prior
work, such as Li et al. (2017) and Li et al. (2020), our proposed models
demonstrate competitive efficiency. Specifically, OURS - ViT has 98M
parameters and requires 400MB of VRAM and 31.9 GFLOPS, achieving
similar or lower computational costs compared to Yu et al. (2024),
using their Swin backbone configuration, which uses 100M parameters,
407 MB of VRAM, and 32.3 GFLOPS. The Swin backbone version of
our model (OURS Swin) has slightly higher resource requirements,
with 112M parameters, 453 MB of VRAM, and 38.7 GFLOPS, while
still maintaining computational efficiency relative to Li et al. (2017).
These results indicate that our models balance computational require-
ments and performance effectively, aligning with modern constraints
on memory and processing power in real-world applications.

4.8. Large multimodal models

We also investigate the abilities of LMMs and their potential for
zero-shot and few-shot learning, wherein the models can generalize
to tasks and domains that were not explicitly seen during training.
This capability stems from the massive scale of pretraining data and
the sophisticated mechanisms for integrating visual and textual modal-
ities. This novel large models have shown impressive results on Visual
Question Answering (VQA) problems (Liu et al., 2023; Awal et al.,
2023), it is of interest then to compare them to task specific, smaller
models. In particular we focus on LLaVA (Liu et al., 2023) for this
task. Our experiments involve adapting llaval.5-7b® to the relationship
recognition task and evaluating its performance using tailored prompts
that elicit responses corresponding to different relationship categories
on PISC-F classes. Given the specialized nature of the social relation-
ship recognition task, it is important to evaluate whether task-specific
models, such as ours, retain an edge over more generalized systems like
LMMs.

5 https://huggingface.co/liuhaotian/llava-v1.5-7b
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Choose between these words {friends,
family, couple, professional, commercial,
no relation} the one that best describes
the relationship between the two people
with red boxes around them.

Choose only one word.

LLaVa chatbot

4
[ ab

"friends"

Fig. 8. Illustration of the Large Multimodal Model testing process. We provide
the chatbot an instruction textual prompt and an image with the bounding boxes
superimposed on it. We evaluate multiple prompting strategies.

Table 9
Comparison of accuracy with respect to LLaVA over
the PISC-F test set.

Model Accuracy
LLaVA 38.65
Ours - Swin 73.49
Ours - ViT 71.93

In order to make the comparison as fair as possible we preprocess
the original PISC-F data by transforming its samples from the {im-
age;relations} to multiple instances {image;relation}. Within each copy
of an image then the bounding boxes corresponding to a singular
relationship are superimposed, taking inspiration from Shtedritski et al.
(2023), in order to facilitate LLaVA ability to disambiguate the people
related to the query. This process is illustrated in Fig. 8.

The experiment offers valuable insights into the potential and limi-
tations of LMMs in specialized applications in order to evaluate whether
task-specific models, such as ours, retain an edge over more generalized
systems like LMMs.

Table 9 compares the accuracy of our proposed models, utilizing
Swin and ViT backbones, against the LLaVA large multimodal model.
The results demonstrate a significant performance gap, with our Swin-
based model achieving 73.49% accuracy and the ViT-based model
achieving 71.93%, compared to 38.65% for LLaVA. This substantial
difference underscores the limitations of general-purpose large multi-
modal models like LLaVA when applied to highly specialized tasks.
In contrast, our task-specific model, which includes fine-tuning and
tailored architecture design, proves more effective for the nuanced
challenges of social relationship recognition. These findings emphasize
the importance of designing domain-specific solutions over relying
solely on large general-purpose models for specialized applications.

We test LLaVA with several different prompts (see Appendix) and
we pick the one with the best results. It reaches a top accuracy of 38.65
against 73.49 of our best model on the PISC-F test split.

5. Broader impacts

The research efforts in this field can lead to improvements in many
practical applications that requires HCI (human computer interaction),
such as virtual assistants, robotics, healthcare, and other interactive
systems. By accurately interpreting social dynamics from visual data,
these systems can better anticipate and respond to human needs, lead-
ing to more intuitive and personalized user experiences. For instance,
the underrepresentation of certain relationship types (e.g Same sex
couples might be underrepresented under the Couple label) within
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labeled datasets may reflect broader societal biases. By recognizing
and addressing such biases, researchers can contribute to the develop-
ment of more inclusive and representative datasets, ensuring fair and
equitable treatment in AI systems.

6. Conclusions and future works

We presented a competitive transformer-only model for Social Re-
lationship Recognition in images, and evaluated it against several
state-of-the-art methods on the People in Social Context (PISC) dataset.
Our approach demonstrates competitive performance on both PISC-
C and PISC-F benchmarks, highlighting its effectiveness in capturing
social relationships within diverse contexts.

Furthermore, we investigated the utility of additional supervision by
predicting the occupation of individuals involved in relationships. Our
results indicate that leveraging additional supervision from the dataset
leads to improved performance in relationship recognition tasks (see
Section 4.6). We also ablated key components of the method in 4.5. Ad-
ditionally, we compared our model with one recent Large Multimodal
Models (LMMs). While these LMMs show promise, our experiments
confirms that task-specific models still offer superior performance for
relationship recognition within social contexts (see Section 4.8). We
find this comparison with LMMs valuable not only for benchmarking
our model, but also for illustrating the inherent challenges of the
task. This result underscores the importance of task-specific approaches
in addressing the nuances of social relationship recognition tasks. In
future work, we aim to adapt the model to operate in less struc-
tured environments and leveraging large-scale datasets for pretraining
can further generalize its applicability. However, these advancements
come with challenges, including the need for diverse and unbiased
annotations, computational scalability, and addressing ethical concerns
related to bias and privacy. Addressing these issues will be pivotal for
scaling our approach to real-world, impactful applications in areas like
healthcare, robotics, and surveillance.
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